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Abstract—Resource constraints have restricted several EdgeAl
applications to machine learning inference approaches, where
models are trained on the cloud and deployed to the edge device.
This poses challenges such as bandwidth, latency, and privacy
associated with storing data off-site for model building. Training
on the edge device can overcome these challenges by eliminating
the need to transfer data to another device for storage and model
development. On-device training also provides robustness to data
variations as models can be retrained on newly acquired data
to improve performance. We therefore propose a lightweight
EdgeAl architecture modified from Xception, for on-device
training in a resource-constraint edge environment. We evaluate
our model on a PCB defect detection task and compare its
performance against existing lightweight models - MobileNetV2,
EfficientNetV2B0, and MobileViT-XXS. The results of our ex-
periment show that our model has a remarkable performance
with a test accuracy of 73.45% without pre-training. This is
comparable to the test accuracy of non-pre-trained MobileViT-
XXS (75.40%) and much better than other non-pre-trained
models (MobileNetV2 - 50.05 %, EfficientNetV2B0 - 54.30%). The
test accuracy of our model without pre-training is comparable to
pre-trained MobileNetV2 model - 75.45% and better than pre-
trained EfficientNetV2B0 model - 58.10%. In terms of memory
efficiency, our model performs better than EfficientNetV2B0
and MobileViT-XXS. We find that the resource efficiency of
machine learning models does not solely depend on the number of
parameters but also depends on architectural considerations. OQur
method can be applied to other resource-constraint applications
while maintaining significant performance.

Index Terms—Lightweight Edge Al, Resource-constraint ML,
Surface Defect Detection

I. INTRODUCTION

Recent advances in Artificial Intelligence (AI) and Machine
Learning (ML) boost the proliferation of many Al-based
applications and services. It is undeniable that new Al models
such as large language models [1] and diffusion models [2] are
changing our lifestyles. However, these Al models require in-
tensive computational resources such as CPU, GPU, memory,
and network that only the cloud can offer. Cloud computing
has been a key enabler of many new technologies, such as
IoT, and AR/VR, by providing virtually unlimited resources,
including on-demand storage and high computing power. By
leveraging these advantages, many powerful Al models such as
Segment Everything [3] are trained and deployed in the cloud.
However, there are several drawbacks when implementing Al
models that completely rely on the cloud. For example, the Al
models running on the cloud will depend totally on the external
infrastructure, leading to potential service interruptions and

downtime if the cloud service provider experiences outages or
technical issues. Moreover, cloud-based Al models may face
latency and performance issues since their quality of services
is closely tied to network quality. Unstable connectivity, band-
width limitations, and network delays could cause many Al
service interruptions.

These challenges motivate the need to rely on edge com-
puting for training ML models. The rapid development of
mobile chipsets and hardware accelerators has improved edge
devices’ computing power significantly [4]. This has led to
a shift from deploying AI models in the cloud to the edge,
where Al functionalities are diffused, converged, and embed-
ded into resource-constrained devices in physical proximity to
the users, such as micro data centers, cloudlets, edge nodes,
routers, and smart gateways. However, this shift wave is only
partially implemented and has not fully taken advantage of the
power of edge computing. The literature evidences this since
existing solutions only deploy the inference Al models at the
edge [5] [6].

Training on the edge can prove beneficial in terms of varia-
tions between training and deployment environments and also
address the viewpoint problem [7]. However, the main chal-
lenge of training on the edge is the availability of computing
resources, as modern deep learning architectures are designed
to be computationally intensive. Although various lightweight
deep learning models [8] [9] [10] have been proposed, they
do not perform as well as their heavyweight counterparts. This
leaves a research gap in developing deep learning architectures
suitable for training on resource-constraint edge devices. We
therefore aim to answer the following research question:
“Can we build deep learning models, train and deploy them
directly at the edge with limited resources while maintaining
acceptable performance?”

In this paper, we highlight the importance of aligning
research towards the development of deep learning techniques
designed for edge devices whose performance is comparable
to state-of-the-art deep learning models. We present a PCB
defect detection task using the approach in [11] on an edge
device. We provide a modification of the Xception architecture
that makes it suitable for training on the edge device. We
experiment with different existing lightweight models at the
edge, evaluate their performance on defect detection, and
compare them to our model.

The main contributions of this work are as follows:



1) We present a novel lightweight architecture based on
Xception, which facilitates on-device training in a
resource-constraint environment.

2) We evaluate the performance of our model in terms of
accuracy, memory usage, GPU utilization, and power
consumption on a PCB defect detection task, and com-
pare the performance against existing lightweight archi-
tectures.

3) We explore the benefit of using transfer learning on
lightweight architectures in terms of accuracy and re-
source efficiency of the models.

II. RELATED WORK
A. Al models at the Edge

Many studies have implemented artificial intelligence on
edge. Nikouei et al. [12] developed a lightweight CNN (L-
CNN) using depthwise separable convolution and a Single
Shot Multi-Box Detector (SSD) for human object detection
and deployed the model on an edge device, Sallang et al [5]
deployed a MobileNetV2-based SSD on a Raspberry Pi 4 for
smart waste management; and Sreekumar et al [13] designed
a real-time traffic pattern collection method using YOLOvV2
deployed on an edge device.

Beyond the use of edge devices for deploying machine
learning models, other authors explored performing on-device
training. Kukreja et al. [7] proposed using a student-teacher
model for training, where a teacher model is trained on an
object and used to update the dataset with different viewpoints
on which student models are trained. They also discuss the
use of checkpointing to reduce the memory consumption of
the training process. Tsukada et al. [6] proposed an On-device
Learning Anomaly Detector (ONLAD), which combines se-
quential learning with semi-supervision and an autoencoder
to reduce computational cost. They developed a hardware
implementation of their method called ONLAD Core, on
which they performed on-device training.

The absence of extensive studies on performing on-device
training leaves a research gap to be explored. We leverage this
gap by taking a novel approach to on-device training, specif-
ically in defect detection. We modify an existing deep neural
network to make it lightweight and computationally efficient
enough to train on the edge. We then perform inference on
the same device itself, eliminating the overhead of deploying
the model to a different device for inference.

B. Defect Detection

Fault detection is a prevalent topic in smart manufacturing,
with many works that explore various methods to solve this
challenge. He et al. [14] proposed a steel plate defect detection
approach using a baseline convolution neural network and
a multilevel feature fusion network for the localisation of
defects. Ding et al [15] proposed Tiny Defect Detection for
identifying printed circuit board (PCB defects) using Faster R-
CNN. Zhang et al [16] also proposed a PCB defect detection
approach using a pre-trained VGG model for feature extraction
and a sliding window for identifying the defects.

Several Edge Al solutions have been explored for detecting
imperfections. Zhu et al [17] proposed a lightweight modifi-
cation of DenseNet, which they deployed on an edge camera
for fabric defect detection in an industrial setting. Song et al
[18] also designed a fabric defect detection framework based
on EfficientDet - a scalable and efficient lightweight object
detection model. They trained the model on a workstation and
deployed it on an Nvidia Jetson TX2 for inference.

To the best of our knowledge, widespread research has not
been conducted towards implementing a PCB defect detection
task, which involves training and deploying on the edge device.
We, therefore, explore this research gap in our paper.

ITII. PROPOSED METHOD
A. Overview of Approach

We present a PCB defect detection scenario in an industrial
setting as shown in Figure la. The simulated setup consists
of an edge device with a hardware-accelerated EdgeAl devel-
opment environment on which machine learning training and
deployment are conducted.

A camera captures images of manufactured printed circuit
boards and transfers them to an edge device, where they are
stored as a raw dataset. This dataset is pre-processed and
augmented using the technique described in [11]. We split the
dataset into the training, validation, and testing sets.

We build our proposed architecture by modifying the Xcep-
tion architecture [19] using SqueezeNet strategies [20]. We
train the model on the edge device using the training and
validation sets of the augmented dataset and evaluate its
performance on the test set. We also measure the performance
of the model in terms of memory usage, GPU utilisation, and
power consumption. The trained model is then deployed on-
device for inference on newly captured images. The model
makes predictions for new images to identify areas containing
defects and highlights them with a bounding box.

We discuss in detail, the design of our architecture in the
next section.

B. Xception

The Xception architecture [19] consists of a linear stack
of depthwise separable convolutions. It has 36 convolutional
layers structured into 14 modules with residual connections
around them, except for the first and last modules. These
modules are divided into an Entry flow, a Middle flow, and an
Exit flow.

The modular nature of this architecture makes it easy to
modify and re-design. Depthwise separable convolution and
residual connections are two attributes that have been reported
to be essential in the design of lighter and more efficient
network architectures [21] [12] [22]. We, therefore, postulate
that other design factors can be considered to reduce the size
of the network.

C. SqueezeNet

Tandola et al [20], proposed SqueezeNet as a lightweight
CNN model with fewer parameters but with comparable
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Fig. 1. The proposed method to build a lightweight EdgeAI model.

performance to a heavyweight model. They describe three
strategies to reduce the number of parameters of a CNN
architecture: Strategy (1) Replacing 3x3 filters with 1x1 filters;
Strategy (2) Decreasing the number of input channels to 3x3
filters; and Strategy (3) Downsampling late in the network so
that convolutional layers have large activation maps.

The authors also present a fire module consisting of a
squeeze convolutional layer (containing only 1x1 filters), fol-
lowed by two expand layers (a mix of 1x1 and 3x3 filters).
Using these design considerations, they propose a SqueezeNet
architecture containing a single convolutional layer, followed
by 8 fire modules, and a final convolutional layer. SqueezeNet
showed a similar performance to AlexNet in the ImageNet
classification task, with a Top-5 accuracy of 80.3%, while
being 50x lighter.

D. Squeezing Xception

Xception, in itself, is not a lightweight architecture and it
was impossible to implement it on the edge device. Therefore,
we propose a variation of the Xception architecture that aims
to reduce its size while maintaining high accuracy in the scope
of this experiment. We modify the Xception network to include
Strategies (1) and (2) of SqueezeNet, which aim to reduce the
number of parameters while preserving accuracy. We main-
tain the original macro-architectural design of Xception (i.e.
Entry flow, Middle flow, and Exit flow), but alter the micro-
architecture (i.e. varying the number of filters and channels).

We begin by replacing all first 3x3 filters in Separable
Convolution layers with 1x1 filters, thereby satisfying Strategy

(1). This technique reduces the number of filters nine-fold and
subsequently reduces the number of parameters.
The number of parameters of a layer is defined by:
w =N, channels

Mfilte'rs filter (1)

where
w is the number of parameters,

Nehannels 1S the number of channels
M iters is the number of filters

filter 1s the dimensions of the filter, e.g. 1x1 or 3x3

Strategy (1) already explores reducing the number of filters
by replacing 3x3 filters with Ix1 filters. By implementing
Strategy (1), we have a fixed number of filters with fixed filter
sizes. Equation 1 becomes a linear relationship between the
number of parameters and the number of channels. This rela-
tionship is exploited by Strategy (2) which proposes decreasing
the number of input channels into a layer.

We reduce the number of channels in the Entry Flow
and Middle Flow to ensure that fewer channels are fed into
subsequent layers of the network. The fire module described in
Section III-C also provides an implementation of Strategy (2).
The squeeze layer of the fire module reduces the number of
channels that are fed into the final expand layer (3x3 filters).

To implement a fire module, we replace the first layer of the
Middle Flow modules with a layer containing 1x1 filters as the
squeeze layer. The next layer becomes the first expand layer,
and we also replace its 3x3 filters with 1x1 filters. The third
layer then becomes the final expand layer with 3x3 filters.

A summary of the network is shown in Figure 1b.



IV. IMPLEMENTATION
A. System Specifications

We conduct our study using an A203 Mini PC built with
Nvidia’s Jetson Xavier NX 8GB module, 128GB SSD, and a
pre-installed JetPack 5.0.2 on Ubuntu 20.04. The A203 Mini
PC is a powerful edge computer that brings Al to the edge.
With up to 21 TOPS and an integrated GPU, it provides Al
computational capabilities for smart cities, industrial automa-
tion, and smart manufacturing. The device has several power
modes that deliver different levels of performance. We set our
device to the maximum power settings MODE 20W 6CORE.

B. Dataset

We use the PCB Defect Dataset [23], which contains 1386
images with 6 types of defetcs (Missing Hole, Mouse Bite,
Open Circuit, Short, Spur, Spurious Copper). The method in
[11] was successful in evaluating the defect detection on new
classes of images not included in the training set. We therefore
separate the Open Circuit and Spur classes from the rest of
the classes to later evaluate performance on unseen classes of
defects.

The authors also describe a pre-processing technique to
obtain a large dataset from a smaller number of images.
The dataset generated occupies a much smaller disk space
compared to the original dataset, making it convenient for
devices with low storage capacity. The technique generates
a new dataset of just two classes from the original dataset: O
(for non-defective images) and 1 (for defective images).

We follow this approach using the rest of the classes
(Missing Hole, Mouse Bite, Short, and Spurious Copper).
Images from the original PCB dataset are split into tiles and
assigned to the new classes in the generated dataset depending
on whether they contain a defect or not. We generate a
new dataset of 20,000 images and split it into the training,
validation, and testing datasets in the ratio 7:2:1.

C. Building the Models

We implement our proposed lightweight model as shown
in Fig la. The input images are resized to 224x224 for
uniformity before feeding them into the model’s input layer.
We build a classification head consisting of a global average
pooling layer, a dropout layer, and an output layer with a
sigmoid activation function on top of the architecture. We
also experiment with other lightweight models - MobileNetV2,
EfficientNetV2B0, and MobileViT-XXS; while maintaining
the classification head. We use a batch size of 16 across the
models and train for 60 epochs. We report the results in Section
V-A

V. RESULTS AND DISCUSSIONS

A. Experimental Results

We report the findings of our experiments in this section.
We first evaluate the training accuracy and loss of the various
models, and present the results in Figure 2. We then provide
a general comparison of the models’ performance on the edge

device in Table I. We exclude a comparison for the default
Xception as its training exceeded the edge device’s capacity.
Similarly, SqueezeNet exceeded the device’s GPU allocation
and its results are not included.
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The training results in Figure 2 show that our proposed
architecture has the best training performance among the four
models. It converges faster than the other models and has
a better final accuracy. MobileNetV2 has the second best
performance among the models. EfficientNetV2B0 has a poor
performance at the start of training, but its performance sharply
improves at later epochs. MobileViT-XXS has a high perfor-
mance at the start of training (comparable to our proposed
model). This drops sharply in subsequent epochs, resulting in
the worst training performance.

From Table I, we observe that MobileNetV2 has a training
accuracy of 90.35% and a test accuracy of 50.05%; Effi-
cientNetV2BO0 has a training accuracy of 84.39% and a test
accuracy of 54.30%. These results show that MobileNetV2
and EfficientNetV2BO0 overfit to the training data. MobileViT-
XXS has a training accuracy of 65.89% and a similar test
accuracy of 67.25%, which indicates a stable performance on
both training and testing. Our model has the best performance
on the training data (97.93%) and the best test performance
(73.45%) among the models.

We compare the test accuracies of the models and their num-
ber of parameters. EfficientNetV2B0 (5.9M) and MobileNetV2
(2.2M) with few parameters have very low test accuracies
(50.05% and 54.30% respectively). MobileViT-XXS (1.3M)
with fewer parameters has a better test accuracy (67.25%)
than MobileNetV2 and EfficientNetV2B0. Our architecture,
with the most number of parameters (11.2M), has the best
test score (73.45%). The lack of a direct relationship between
the number of parameters in EfficientNetV2B0, MobileNetV2,
and MobileViT-XXS leads us to conclude that the number of
parameters does not reflect the accuracy of the model.

B. Performance Benchmark

1) Memory Usage: We present the results of memory usage
during training for the models in Figure 3a. We observe that
MobileNetV2 has the lowest memory usage pattern throughout
training, and our proposed architecture has the second lowest



TABLE I
COMPARISON OF MODEL PERFORMANCE ON THE EDGE

Model Configurations  Parameters Train Acc  Test Acc  Avg Time/epoch Avg Mem Used Avg GPU Used Avg Pow Cons
Proposed Model no pre-training 11.2M 97.93% 73.45% 564.94s 0.9074 GB 92.84% 18.07W
EfficientNetV2BO  no pre-training 5.9M 84.39% 54.30% 357.94s 0.9339 GB 85.12% 16.42W
MobileNetV2 no pre-training 2.2M 90.35% 50.05% 270.09s 0.8838 GB 87.14% 15.19W
MobileViT-XXS no pre-training 1.3M 65.89% 67.25% 693.81s 0.9303 GB 89.77% 15.90W
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Fig. 3. Resource Consumption Pattern

memory usage pattern. MobileViT-XXS has an initially high
memory usage at the start of training, which steeply decreases
and then rises again throughout training. EfficientNetV2BO0 has
the highest memory usage during most of the training process,
but sharply drops towards the end of the training.

We infer that our model is very memory efficient although
it has the most number of parameters. It is only surpassed by
MobileNetV2 and it has a better memory usage pattern than
the much lighter EfficientNetV2B0 and MobileViT-XXS.

2) GPU Usage: We report the results of GPU utilisation
in Figure 3b.Our architecture has the highest average GPU
usage during most of the training intervals. EfficientNetV2B0
has a high GPU utilisation at the start of training, but as
training proceeds, the usage significantly drops below that of
other models. MobileNetV2 has a low GPU usage during the
early training epochs, but the usage increases towards the end
of training. MobileViT-XXS has a consistent GPU utilization
during most of the training, but at the end of training, its GPU
usage surpasses all the models.

3) Power Consumption: Fig 3c shows the power consump-
tion pattern during various intervals of training. We observe
that our architecture has the highest power consumption
through the entire training process. EfficientNetV2BO0 has the
second highest power consumption throughout most of the
training duration, but towards the end of training, its power
consumption drops below all other models. MobileNetV2 has
the least power consumption for most of the epochs, but this
increases towards the end of training. MobileVit-XXS has a
consistent power consumption throughout most of the training
duration.

C. Defect Detection

Nuh Mih et al. [11] proposed a simple defect detection
approach, which involves splitting an image into a 10x10
grid and passing each tile into the model for prediction. The
prediction results are then used to identify defective areas in
the original full image using pseudo bounding boxes. We use
this method for defect detection on images from the two held-
out classes (Open Circuit and Spur) of the original PCB Defect
Dataset to evaluate models’ performance on unseen classes of
data.

For comparison purposes, we replicate the experiment in
[11] using transfer learning with Xception on an Intel(R)
Core(TM) i7-4790 CPU desktop with 16GB memory, and
present the results as our benchmark. We show the results
in Figure A.2 (see Appendix). The yellow bounding boxes
represent the true annotations, while the red bounding boxes
represent the tiles predicted as defective by the model. These
results show the success of the approach on the PCB defect
detection with unseen classes of defects.

We evaluate the performance of the models on the defect de-
tection task and show the results in Figure A.3 (see Appendix).
We observe that EfficientNetV2B0 makes false positives pre-
dictions on both classes of defects, while MobileNetV2 fails
to predict any defective tile (all false negatives). MobileViT-
XXS has only one prediction on the Open Circuit class (false
positive) and no prediction on the Spur class. Our proposed
model fails to make a clear differentiation between defective
and non-defective tiles resulting in several false positives. As
the defects are small, the model learns general features of the
image such as the circuitry, which are common in both de-
fective and non-defective classes. The model then recognizes
these features in both classes of images and therefore results
in false positives shown in the results.



In contrast, the benchmark Xception with transfer learning
(Figure A.2 in the Appendix) correctly classifies the defective
regions of the image, with only a few false positives. The
performance improvement is due to the fact that this model
was pre-trained on ImageNet. We believe that pre-training our
model on ImageNet would yield similar results, however, we
leave this for future works.

D. Our Proposed Model vs Pre-trained Models

We implement the defect detection method using Mo-
bileNetV2 and EfficientNetV2BO0 pre-trained on the ImageNet
dataset. We evaluate their performance and present our find-
ings in Table II. We provide this separate analysis of the
results from the models without pre-trained weights as their
implementation details are not the same. However, we include
the results of our proposed model for our discussion, but we
do not include results for MobileViT-XXS in this comparison
as its pre-trained model is not available on the Keras library.

From Table II, we observe that our model has a better
training accuracy (97.93%) than the pre-trained models - Mo-
bileNetV2 (74.68%) and EfficientNetV2B0 (56.28%). How-
ever, on the test set, MobileNetV2 has the best performance
(75.45%) as compared to EfficientNetV2B0 (58.10%) and our
model (73.45%). Pre-trained EfficientNetV2BO0 has the best
performance in terms of memory usage (0.8767GB), GPU
usage (79.87%), and power consumption (14.78W).

By comparing Table II with Table I, we observe that the
performance of the models improve significantly when using
pre-trained weights, thereby pointing out the benefits of using
transfer learning. The pre-trained models also have stable
performance on training and testing with similar accuracies
in both tasks.

This comparison also shows improvements in terms of
resource consumption as the pre-trained models now consume
less memory, GPU, and power than when trained without
transfer learning. The performance gain is significant with
EfficientNetV2B0, which now outperforms MobileNetV2 on
all resource consumption metrics. MobileNetV2 only has a
faster training time than EfficientNetV2B0.

We also evaluate the performance of these models on the
defect detection task described in V-C and present our findings
in Figure A.1 (see Appendix).

We now observe improvements in the defect detection with
MobileNetV2 as it makes more predictions than before (non-
pretrained model). EfficientNetV2B0 on the other hand, does
not show any improvement.

VI. DISCUSSION AND CONCLUSION

From the results discussed in Section V-A, we infer that
two of the existing lightweight models fail to differentiate
between defective and non-defective tiles, resulting in a low
test accuracy  50%. These models benefit from the millions
of images available in benchmark datasets on which they are
trained to achieve good performance. They leverage large data,
adequate training times, and sufficient computing resources at
their disposal to circumvent their shortcomings. However, on

edge devices where these factors are unavailable, the models
fail to provide any significant performance.

In terms of resource consumption, we observe that the size
of the model is not the only factor affecting resource efficiency
of the models. For example, EfficientNetV2BO0 has the highest
average memory usage, but the least average GPU utilisation.
MobileViT-XXS has the highest average time per epoch while
having the least number of parameters. While MobileNetV2
does not have the least number of parameters, it is the most
resource-efficient model in our evaluation. Our model has a
better training time and memory usage than MobileViT-XXS,
despite having 10x more parameters than MobileViT-XXS.

We conclude that architectural design considerations also
play a major role in resource consumption. For example, the
transformer in the MobileViT-XXS architecture suffers from
decrease in performance on mobile devices due to the lack of
device-level optimisations that improve latency and memory
access [9]. EfficientNetV2BO0 [8] combines network design and
progressive training (adaptively adjusting the regularization
and image sizes for improved performance on its evaluation
task). The lack of these optimizations result in poor perfor-
mance when applied to a different task.

To obtain a better performance in on-device training,
lightweight models can benefit from transfer learning. The
results in Table II show that the pre-trained MobileNetV2
performs better than our proposed model by just 2%. Mo-
bileNetV2 benefits from initialized weights trained on a much
larger ImageNet dataset to obtain improved performance.
Meanwhile our model, which begins with random weight
initialisation, almost has the same performance as the pre-
trained MobileNetV2 and outperforms the pre-trained Effi-
cientNetV2BO0. The benefits of initialized weights are not only
limited to accuracy improvements, but also result in better
resource consumption. Pre-trained models converge faster and
are therefore computationally less intensive.

We postulate that if our model was pre-trained on a larger
dataset such as ImageNet, its performance would significantly
improve as in the case of pre-trained MobileNetV2 and pre-
trained EfficientNetV2B0. However, this justification can be
proven in future works.

Although our model was not optimal on resource consump-
tion metrics, we believe more techniques can be explored
to further reduce the size of the model and obtain better
performance in this aspect. This can also enable us to optimize
the model for training on edge devices with various computing
capabilities. We leave this consideration for future work.
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