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Abstract

A Field-Programmable Gate Array (FPGA) is an integrated circuit that al-

lows users to program product features and functions after manufacturing.

Verilog-to-Routing (VTR) is an open source CAD tool for conducting FPGA

architecture and CAD research. As one of the core tools of VTR, Odin II is

responsible for Verilog elaboration and hard block synthesis. This project de-

scribes the improvements in Odin II on three aspects: for loop support, AST

simplification and hard block reduction. A for loop is an important state-

ment in Verilog HDL and should be supported by Odin II. There are different

entry points to simplify an AST, and this thesis demonstrates three ways for

this purpose: simplifying expressions with variables, reducing parameters

with values and using shift operations when possible to replace multiplica-

tion or division. For the needs of the Verilog code, some hard blocks in the

netlist have the same high-level function. This project provides a method to

reduce redundant hard blocks. Each implementation is tested by designed

test cases or sets of standard benchmarks, and the results of running them

through Odin II and VTR are shown. From the results, improvements are
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demonstrated.
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Chapter 1

Introduction

1.1 Introduction

A Field-Programmable Gate Array (FPGA) is an integrated circuit that can

be programmed after manufacturing [44]. It allows users to program product

features and functions, adapt to new standards, and reconfigure hardware for

specific applications hence the name “Field-Programmable” [1]. FPGAs have

been applied in various fields, including digital signal processing, medical

imaging, computer vision, and many other areas.

To facilitate the development of future FPGA architectures and CAD tools,

a highly efficient software suite is needed. Verilog-to-Routing (VTR) [17,

39] is an academic CAD tool, which provides a complete and open-source

framework for conducting FPGA architecture [8, 26] and CAD research. It

contains three main tools: Odin II [17, 29, 41], the first tool in the VTR work
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flow for Verilog elaboration and front-end hard-block synthesis; ABC [7, 42],

a core tool for logic synthesis; and VPR [27], for packing, placement, and

routing the circuits to the target FPGA architecture. This thesis focuses on

Odin II.

1.2 Motivation

A for loop is an important statement in Verilog. The parser of Odin II

translates the syntax of a Verilog file and generates an Abstract Syntax

Trees (AST). If the Verilog includes a for loop, the AST will be created

according to the statement, but it cannot be transformed into a netlist. As

a Verilog HDL compiler, Odin II should support for loop statements. When

it supports for loops, Odin II will become more complete.

Although the ABC core tool can simplify a whole netlist in the next phase,

some optimization work can be implemented within Odin II. Currently, Odin

II can simplify expressions consisting of pure numbers. But it cannot handle

expressions with variables. It is beneficial for Odin II to simplify the expres-

sions with variables, which can reduce the resulting AST [20] and simplify

the circuits.

For the needs of circuits, some hard blocks may have the same high-level

function. These hard blocks can be merged and one of them kept to maintain

the function. If the reduction work is completed, the whole work flow will be

2



more efficient.

1.3 Objectives

This thesis describes the improvement work of three aspects on Odin II: for

loop support, AST simplification and hard block reduction.

In order to allow the netlist to recognize for loop statements, the correspond-

ing ASTs need to be modified; that is, to expand a for loop iteration into

sequential statements and reconstruct the AST. Verilog files including for

loop statements are designed for testing, and the correctness of the work is

verified.

AST simplification is to find the expressions stored in an AST and check

whether they can be simplified. If there is an expression that can be sim-

plified, it will be calculated to get the final expression and simplify the cor-

responding AST. The implemented code will be run through Odin II with

benchmarks to verify its correctness. Moreover, Verilog files with complex

expressions will be run through Odin II and VTR for testing.

Hard block reduction is to find the operation blocks with the same high-level

function, and remove the redundant ones. This work will use full benchmarks

to run through Odin II and VTR to see its performance. Data of results with-

out the reduction and with it are demonstrated to show the improvements.

3



Each of the changes is verified for correctness first, and data of running

through Odin II and VTR shows the performance improvements in the work

flow.

1.4 Thesis Organization

This thesis consists of four main chapters. Chapter 2 introduces the back-

ground of FPGA technology, FPGA architecture, CAD tools, VTR flow and

Odin II. Chapter 3 details the implementation of for loop support, AST

simplification and hard block reduction. Chapter 4 describes the evaluation

process on the three works and demonstrates the results. The conclusion and

proposed future work are presented in Chapter 5.

4



Chapter 2

Background

This chapter introduces FPGAs and the Verilog-To-Routing (VTR) CAD

tool. Starting with the basic concepts of FPGAs and the common structure,

an FPGA architecture is described. Afterwards, the chapter covers CAD

tools, especially the VTR work flow. Odin II, as one part of VTR and the

focus of this thesis, is described in detail at the end of this chapter.

2.1 FPGA Technology

A Field-Programmable Gate Array (FPGA) is an integrated circuit that al-

lows users to program the features and functions after manufacturing [1, 44].

An FPGA contains three fundamental components: logic blocks, I/O blocks

and programmable routing. The logic blocks are programmed to implement

some particular portions of the logic that are required by the circuit. The

5



I/O blocks act as an input pad or output pad. The programmable routing

provides connections among logic blocks and I/O blocks. Figure 2.1 [2] shows

the basic structure of an FPGA.

Figure 2.1: FPGA Structure [2]

FPGAs have become one of the most popular implementation media for

digital circuits and the industry has grown rapidly since their introduction.

Applications of FPGAs include digital signal processing, software-defined

radio, ASIC prototyping, medical imaging, computer vision, speech recog-

nition, cryptography, bioinformatics, computer hardware emulation, radio

astronomy, metal detection and a growing range of other areas [44]. A recent

trend for FPGAs has been to take the coarse-grained architectural approach

a step further by combining the logic blocks and interconnects of traditional

6



FPGAs with embedded microprocessors and related peripherals to form a

complete “system on a programmable chip”, which makes the device families

with various features and cost reduction paths for volume production [24, 44].

2.2 FPGA Architecture

The architectures of FPGAs govern the nature of their programmable logic

functionality and their programmable interconnect. FPGA architecture has

a dramatic efficient on the quality of the final devices speed performance, area

efficiency, and power consumption [22]. FPGA architectures can be divided

into two constituents: logic block architectures and routing architectures [38].

This section describes the two kinds of FPGA architectures.

2.2.1 Logic Block Architecture

As described above, the internal structure of an FPFA consists of a matrix of

configurable logic blocks (CLBs). Logic blocks of an FPGA can be configured

in such a way that it can provide functionality as simple as that of a transistor

or as complex as that of a microprocessor [30]. The CLBs of FPGAs can be

used to implement different combinational and sequential logic functions.

Figure 2.2 [43] shows a typical FPGA logic block consisting of a 4-input

lookup table (LUT) and a flip-flop. As shown, the logic block has an output,

which can be either the registered or unregistered LUT output. There are

7



4 inputs for the LUT and a clock input. Since clock signals (and often

other high-fanout signals) are normally routed via special-purpose dedicated

routing networks in commercial FPGAs, they and other signals are separately

managed [43].

Figure 2.2: A typical Logic Block [43]

Look Up Tables are key components of FPGAs. A LUT is a matrix that

shows the logic of a CLB actually being implemented. A LUT consists of

some number of inputs and one output. What makes a LUT powerful is that

you can program what the output should be for every single possible input

[28]. Figure 2.3 shows an example of a 2-input LUT. The RAM in a LUT

can be set to anything, and a 2-input LUT can be any logic gate. Table 2.1

shows what the RAM looks like when the LUT is implemented as an AND

gate.

8



Figure 2.3: A 2-input LUT

Input[1:0] Output
00 0
01 0
10 0
11 1

Table 2.1: RAM of LUT implemented as a 2-input AND gate.

Most modern FPGAs are composed not of a single LUT, but of groups of

LUTs and registers with some local interconnect between them [6]. Previous

research has shown that LUTs with 4-inputs lead to FPGAs with the highest

area-efficiency, and many commercial FPGAs are based on 4-LUTs [6, 37].

2.2.2 Routing Architecture

Routing in FPGAs consists of wire segments which can be interconnected

via electrically programmable switches. Based on the routing architecture,

commercial FPGAs can be classified into three groups: island-style FPGAs,

row-based FPGAs, and hierarchical FPGAs [4]. This thesis will be concerned

exclusively with island-style FPGAs.

Figure 2.4 shows an island-style FPGA. The inputs or outputs, which also

can be called pins, from logic blocks connect to wire segments in the channel

9



adjacent to them via a connection block [36] of programmable switches. At

the intersection of a horizontal channel and a vertical channel, there is a

switch block [36], which is a set of programmable switches that allow wire

segments to be connected to others. One advantage of island-style FPGAs is

that they are completely tileable [40]. The popular FPGAs of Xilinx, Lucent

and Vantis are implemented in island-style.

Figure 2.4: An island-style FPGA [4]

Routing architecture design is very challenging because all the following fea-

tures should be considered and the best choice of each of them should be

selected [3]:

1. The length of each routing wire segment (the number of logic blocks a

routing wire spans before terminating),

10



2. Selecting a pass transistor or a tristate buffer to be a routing switch,

3. The locations of routing switches and the connections between routing

wires,

4. Selecting routing wires in the channel adjacent to a logic block input or

output to connect to that logic block pin,

5. Sizes of the transistors used to build the various programmable switches,

and

6. The best metal width and spacing of the routing wires.

For example, if an FPGA includes too many short wires and some long

connections are constructed by short wire segments, it will cause poor speed,

however; if it includes too many long wires, it will result in wasting area.

Thus, an optimal routing architecture is important for both FPGA speed

and area.

2.2.3 Soft Logic Fabric VS. Hard Blocks

As Field-Programmable Gate Arrays become more and more important in

creating digital circuits, hard, dedicated circuit structures as well as soft

fabric are desired.

The soft logic fabric of an FPGA consists of an array of combinational logic

elements - each consisting of a logic function implemented as a set of gates,

or most typically, a lookup table (LUT) that is connected through a pro-

grammable routing fabric [35]. A hard dedicated circuit structure is a circuit

11



structure that allows the implementation of a logic function that could also

be implemented in the soft logic fabric [35]. Currently, many modern FP-

GAs contain dedicated hard blocks to implement particular functions, such

as addition function, multiplication function, memories, and so on.

If an application circuit chooses an appropriate hard structure, it will prob-

ably be smaller, faster, and consume less power. Otherwise it is useless and

the performance will be worse than when employing soft fabric. The key

issue is whether a hard block should be used, and in the case the system

would be more efficient than itself when implemented by soft fabric. The

only way to determine if a hard structure is truly useful in the FPGA con-

text is to empirically measure the net benefit of the structure across a set

of benchmark applications that are representative of the target market [35].

One typical way is to build a Computer-Aided Design (CAD) system that

can target the new architectural structure and to synthesize the benchmark

circuits into a FPGA that employ this structure. Then compare it with the

one that is implemented without this structure, measuring the efficiency of

the system. If the result demonstrates the benefits from using hard blocks –

faster, cheaper, and/or lower power – then the new architecture is deemed a

positive change.

12



2.2.4 CAD for FPGAs

It is hardly feasible for a circuit designer to specify the state of each pro-

grammable switch, since there are thousands even millions of them required

in a modern FPGA. Instead, users of FPGAs describe a circuit at a higher

level of abstraction, typically using a hardware description language (such as

VHDL) or schematic entry [5]. Afterwards, Computer-Aided Design (CAD)

programs convert the high-level description into a programming file speci-

fying the state of every programmable switch in an FPGA. Figure 2.5 [5]

depicts an FPGA CAD flow.

Figure 2.5: FPGA CAD flow [5]

As Figure 2.5 shows, the first step is synthesis, in which the circuit descrip-

13



tion that is usually in a hardware description language is converted into a

netlist of basic gates and the logic synthesis process converts the netlist of

basic gates into a netlist of FPGA logic blocks. The process of placement

determines which logic blocks within an FPGA should implement the logic

blocks required by the circuit. The optimization within the process is to

place connected logic blocks close together to minimize the required wiring

(wire-length-driven placement), and sometimes to place blocks to balance

the wiring density across the FPGA (routability-driven placement) or maxi-

mize circuit speed (timing-driven placement) [5]. Routing determines which

programmable switches should be turned on to connect all the logic block

input and output pins required by the circuit. In addition, the work of delay

modelling [5] and timing analysis [5, 16] should be implemented afterwards.

In the next section, an open-source CAD flow tool for FPGAs is introduced.

2.3 The VTR CAD Flow

The Verilog-to-Routing (VTR) [17, 39] project provides a complete and open-

source framework for conducting FPGA architecture [8, 26], CAD research,

and development. It contains three main tools: Odin II [17, 29, 41], the

first tool in the VTR work flow for Verilog elaboration and front-end hard-

block synthesis; ABC [7, 42], a core tool for logic synthesis; and VPR [27], for

packing, placement, and routing the circuits to the target FPGA architecture.

Figure 2.6 demonstrates the VTR CAD work flow.
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Figure 2.6: VTR CAD work flow.

As shown above, Odin II, which is the first phase of the VTR work flow,

implements Verilog elaboration and front-end hard-block synthesis. It is

developed by the researchers at the University of New Brunswick and the

University of Miami in Ohio. At the end of this work phase, a Berkeley

Logic Interchange Format(BLIF) [32] file is generated. The BLIF file includes

modules, logic blocks, inputs, outputs, functionalities and interconnections

of the circuit. In the next section, the Odin II work flow is illustrated in

detail.

ABC, as the second phase of VTR, is responsible for logic synthesis. It is

developed by researchers at the University of California, Berkeley. ABC is

a public-domain system for logic synthesis and formal verification of binary

logic circuits appearing in synchronous hardware designs, but in the VTR

work flow, the ABC logic synthesis framework is just used for technology

independent logic synthesis and technology mapping to LUTs and flip-flops

[7, 39]. ABC uses And-Inverter Graphs (AIGs) [7] for logic optimization,

and employs the WireMap [18] technique for technology mapping the AIG
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into K-input LUTs, which can reduce the number of LUTs and improve the

performance. The output of this phase is a minimized BLIF file which is

used as the input for the next work flow - VPR.

Versatile Packing Placement and Routing (VPR) [13], is developed by re-

searchers at the University of Toronto. It can perform timing-driven packing,

placement, and routing (and timing analysis) for a wide range of different

FPGA architectures that are described in a human-readable architecture file

[27]. The architecture specification file written in Extensible Markup Lan-

guage (XML) is used to describe the target architecture.

Through the VTR work flow, the BLIF netlist is shared between the tools –

the output from the prior phase is used as the input of the next work flow,

although the netlist is modified after each phase.

2.4 Odin II

Odin II is the first phase of the VTR work flow, and the focal point of this

thesis. Figure 2.7 shows the Odin II work flow.

Figure 2.7: Odin II work flow.
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As shown in Figure 2.7, Odin II parses a Verilog HDL file and produces

an Abstract Syntax Tree (AST). Then the AST is elaborated to generate

a netlist which includes a set of supported gates and logic blocks, such as

adders, multipliers, and memories.

After elaboration, the process of partial mapping converts some of the logic

blocks in the netlist to architecture specific ones, in which the FPGA ar-

chitecture specification file is used. If a hard block is not supported by the

architecture, it will be replaced by soft logic fabric.

Odin II formats the netlist into BLIF at the end, and the BLIF file will be

used as the input for the next work phase (ABC). Odin II can read and

simulate BLIF files, so it allows researchers to use random vectors or pre-

existing vectors to verify the correctness of the circuit.

2.4.1 Verilog Parsing

Odin II employs the Bison [14] and Flex [34] tools to convert the Verilog

grammar description to a parser file, and uses the parser functions to build

an Abstract Syntax Tree(AST) [20] representing the entire input Verilog

design [17]. Figure 2.8 [17] shows an example of Verilog code, and Figure

2.9 [17] shows how the Verilog is hierarchically stored in this data structure

accordingly.
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Figure 2.8: An example of Verilog code [17].

Figure 2.9: The AST for the Verilog code in Figure 2.8 [17].
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2.4.2 Simulation

Odin II contains a simulation engine which can be used to verify the func-

tional correctness of the produced netlist. The simulator also can be used to

verify that changes to the tool did not compromise the functional correctness

of the compiled BLIF files [25].

A simulation is started by reading an input vector file. The input vectors can

be crafted by users in order to ensure some certain test cases are covered, or

be randomly generated by the simulator. The simulator reads in the header

of the input vector file and maps each vector column to a top-level input

node’s pins. After assigning top-level input nodes to specific vector columns,

each successive line in the input file is parsed and its values are assigned to

their corresponding top-level input nodes [25]. For each line read from the

input file, a complete circuit is simulated and the corresponding outputs can

be produced. The simulator continues the cycle until the input file is read

to completion.

Once the simulation is finished, an output vector file will be generated. From

the output file, the correctness can be verified. Moreover, the statistics in-

cluding total number of nodes, simulation coverage, and the number of hard

blocks will be gathered. Comparing the data from Odin II that is changed

with the previous one allows us to investigate how well the modification can

improve the performance.
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Chapter 3

Synthesis Improvements

This chapter describes the design and implementation of synthesis improve-

ments. It is divided into three parts: for loop [10, 21, 45] support, AST

optimization, and hard block reduction. In each part, previous work of Odin

II is introduced, then the general idea for improvement is summarized, and

the implementation is described in detail in the following text.

3.1 For Loop Support

A for loop is an important statement in Verilog. As a Verilog HDL compiler,

Odin II should support for loop statements. This work is to modify the AST

for a for statement and allow it to be recognized and followed by processing

the AST to transform the for loop into synthesizable constructs.
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3.1.1 For Loop in Odin II

A for loop is a programming language statement which allows code to be

repeatedly executed, and it can be classified as an iteration statement [45]. A

traditional for loop requires three parts: the initialization, the terminating

condition, and the variable update [33]. A typical for loop statement is as

follows:

for(Initialization;Condition;Update)

{

//statement

...

}

The initialization is to initialize the variables that are required. The condition

is to check the termination condition, and quit the loop if false. The update

is the assignment to change the value of the control variable [33]. The update

is usually the increment or decrement of the variables previously initialized.

The statement in the for loop block is what is needed to be performed

repeatedly. In Verilog, a for loop [23] is an important statement, and it has

the same structure as described before. The following is an example:
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module forloop;

integer i;

initial for(i = 0; i < 3; i = i + 1)

{

$display(“i = %d”; i);

}

endmodule

However, Odin II cannot support for loop statements here. An AST is

generated as Figure 3.1 showing, after the parser reads a for loop statement.

Figure 3.1: An original AST for a for loop statement.

Such an AST structure of a for loop cannot be recognized and needs to be

modified. The basic idea is to copy the “statement branches” as many times
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as the loop expects. According to the initialization, the condition, and the

update, the number of times can be calculated. Moreover, since Odin II

cannot resolve the timing between statements, intermediate variables should

be reduced (this will be explained in Section 3.1.4). Figure 3.2 depicts the

AST that has been modified.

Figure 3.2: A modified AST for a for loop statement.

3.1.2 Search the “FOR” Nodes

To modify an AST, the starting point should be found first. A node in an

AST is declared as a structure which includes a set of variables to define this

node. Among these variables, there are several important ones: the variable

“type” declared as an enumerated type is used to identify a node’s type;

the variable “types” is a union type, which includes the specific data for

each “type”; an integer typed variable “num children” is used to count the

number of its children nodes; and a pointer array named “children” is used

to point to the children nodes. After an AST is generated, the root of the

branch for a for loop in the AST is the node whose type is “FOR”. Thus,

23



the method to find a root node, which is the starting point for the work, is

to check the type of the nodes in an AST. In this work, a post-order tree

traversal [11] is applied. The root from which the tree is searched is every

“module” node which has been stored in a pointer array.

3.1.3 Modify the AST Representing a For Loop

After the starting point has been found, the work of modifying this part of the

AST will be commenced. The first job is to determine the initialization and

the termination condition, which determines the number of iterations. The

method is to search the nodes from the children of the root – “FOR” node and

extract the information of the nodes. The data will be used to calculate the

current condition for every loop completion. Then the assignment expression,

namely the “Update” in a for loop, is recorded. The values of the initialized

variables will be assigned to calculate the expression and be updated to

use for the next time. While the “FOR” node is found, its parent node is

recorded, which will be the root of a new tree.

The next phase is to copy the “branch” of “statement” (see Figure 3.1) in

the AST as many times as the for loop expects. It is a process of generating

a new tree and assigning this small tree to the root. The method is to create

a new node each time and duplicate the data from the previous one. In

this process, the values of variables are needed to be placed into the new

node. Thus the type of such nodes and their inner data will be modified (the
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type of “IDENTIFIERS” will be changed to “NUMBERS”). Before every

copy process begins, the termination condition is checked. If the condition is

satisfied, the work of copying will be continued; otherwise, it will be stopped.

After each copy work is finished, the assignment expression is calculated

with the updated variables. The expression is recorded in an infix notation

[19] when it is first found. For convenience of the calculation, this infix

expression is translated into a postfix [19] expression. The values of variables

are computed from the postfix expression, and the updated data will be used

for the next calculation.

After the new branches are generated and assigned to the root, the four

original branches need to be pruned. The work is to redirect the pointers

from the root to its children nodes and modify the number of them. All

the nodes from the original branches are deleted and the memory is freed.

Figure 3.3 shows the original AST of an example, and Figure 3.4 depicts the

modified AST by this process. The example of a for loop statement is as

follows:

for(a = 0; a < 3; a = a + 1) (e.g. 3.1.3)

out = out + a;
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Figure 3.3: The original AST of the for loop example above.

Figure 3.4: The modified AST from Figure 3.3.
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As shown in Figure 3.3 and Figure 3.4, the fourth branch of the “FOR”

tree is copied three times, which is the same number as the for loop repeats.

Moreover, the nodes “a” in the original AST are transferred to the nodes

storing numbers that are the values of the variable “a” updated after every

loop.

3.1.4 Remove the Intermediate Variables

As Odin II cannot handle the timing between statements, the intermediate

variables in an AST must be eliminated. The method is to find the variables

that represent the result of an expression, as the variable “out” shown in

Figure 3.4 (a), and to mark these nodes as “written”. The next step is to

find the intermediate variables in the expression according to the “written”

nodes that have been found before, and to mark such nodes as “read”. As

well as shown in Figure 3.5, another variable “out” is marked as a “read”

node. Then the duplication and reduction work is continued. In this phase,

the nodes with the “read” mark are replaced by the branches of the AST

which represent the right hand side of the assignment expression. Figures

3.5, 3.6, and 3.7 demonstrate the process of the work: Figure 3.5 shows the

AST having intermediate variables to be reduced, which is based on e.g. 3.1

and following with Figure 3.4; Figure 3.6 depicts the process of the removal

work; and Figure 3.7 shows the structure of the AST without intermediate

variables.
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Figure 3.5: The AST has intermediate variables to be reduced.

Figure 3.6: The process of removing “read” nodes.
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Figure 3.7: The AST without intermediate variables.

Once an AST has been modified as described above, it can be recognized and

converted to a netlist. But in order to make the work complete, this AST

will be later simplified. The method of simplifying expressions storing in an

AST will be introduced in Section 3.2. The final AST after simplification is

shown in Figure 3.8.
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Figure 3.8: The Final AST of the for loop.

3.2 AST Simplification

Although the ABC core tool can simplify a whole netlist in the next phase,

some optimization work can be implemented within Odin II. The main work

of AST simplification is to simplify expressions stored in an AST and rebuild

the AST. The expressions here are assignment expressions exclusively. More-

over, in this work, parameters whose values have been set in Verilog code will

be reduced, and multiplication and division operations will be replaced with

shift operations if the numbers in the operations are powers of ”2”.
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3.2.1 Expressions in an AST

Expressions are parsed and presented in an AST. Odin II currently can com-

pute expressions before generating an AST. But if an expression includes

variables that exist on the left of the operators, it cannot be simplified and

the AST created from it might be complex. For example, if there is an

expression such as the following:

b = 3− 1 + a + 5 ∗ 2 ∗ c (1);

Odin II should simplify this expression to be:

b = 2 + a + 10 ∗ c (2).

The AST according to the simplified expression is as shown in Figure 3.9.

Figure 3.9: The AST representing expression (1).
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However, if the expression is rewritten as:

b = a + 3 + c ∗ 5 ∗ 2− 1 (3);

Odin II cannot simplify the expression, thus the AST from this expression

will be generated directly as shown in Figure 3.10.

Figure 3.10: The AST representing expression (3) by original Odin II.

It is obvious that the expression represented by the AST shown in Figure

3.10 can be simplified, and the AST can be optimized accordingly.
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3.2.2 Simplify Expressions

This work is to record the expressions in an AST and simplify them. Since

Odin II cannot support division (/) at this time, the simplification work

includes the binary operations: addition (+), substraction (-), and multi-

plication (*) exclusively. When every work begins, the first job is to find

the starting point. The starting point is a simple assignment operator “=”

[9] which is typed as a “BLOCK STATEMENT” in Odin II. Moreover, the

children nodes are needed to be checked in order to verify whether this ex-

pression is one with a calculation, which can probably be simplified, rather

than a simple value assignment. If a “=” node with “operator” children

nodes is found, it will be recorded as a starting point.

From a starting point, this part of an AST is traversed to record the as-

signment expression. As there are variables in the expression, the method

mentioned in Section 3.1 to calculate an expression with just numbers cannot

work. A new structure type is created to record data from an expression,

and the expression is stored in a linked list [12]. The structure includes a

union to identify the types of an AST node: whether it is an operator, a

variable, or a number, and a member variable to mark these types. It also

has a variable to indicate the priority of an element in an expression for cal-

culation. After a tree traversal, an expression is recorded in a linked list.

Regarding the expressions with brackets, the brackets are needed to be re-

moved and the terms in the brackets are multiplied with the element outside
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(multiplication has the top priority here as only three binary operations are

considered). As the expressions in benchmarks (Sets of Verilog files used for

testing) are simple, the method designed to remove brackets cannot handle

complex expressions with brackets, like multiple bracketed terms multiplying

together. This phase is a process to expand and modify the linked list. When

the linked list is prepared, simplification can be started.

The work of simplifying the linked list is to find the similar terms, group them,

and compute them. The first step is to calculate the subexpressions in which

two constant numbers are beside an operation. The subexpressions should

have the correct priority to be calculated. Then group the numbers which

are separated by variables and have the same priorities for calculation, and

compute the groups. Every time when a part of the expression is computed

and a result is gained, the nodes representing the numbers and operators in

the linked list are removed, and a new node storing the result is inserted.

When there are no numbers that can be grouped, a final simplified linked

list is generated. Figure 3.11 shows how an expression stored in a linked list

is simplified.
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Figure 3.11: Simplify an expression stored in a linked list.

3.2.3 Reconstruct an AST

A new AST will be created according to the simplified linked list and replaces

the original one. The method is to traverse the linked list from the end to

the head to find operators. In this case, an adder or a minus has the top

priority, and a multiplier is following. If an operator is found, a root node for

the AST will be generated according to it. The two parts of the linked list

divided by this operator will be the branches of the root node. This process

is repeated for the two separated lists. It will be continued until all the nodes

in the linked list are traversed and mapped to the AST.

When all the work is completed, the part of an AST representing an expres-

sion is simplified, and the netlist corresponding to it will be optimized. The

AST for the expression (3) is shown in Figure 3.12.
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Figure 3.12: The AST representing expression (3) after simplification.

Actually, expression (1) and (3) represent the same calculation, and Figure

3.9 is similar to Figure 3.12. But only when the reduction work is imple-

mented, can the AST for expression (3) be simplified as Figure 3.12.

3.2.4 Reduce Defined Parameters

In some Verilog code, there are parameters whose values have been set. In the

ASTs, these parameter nodes can be changed into number nodes storing their

values. The method is to find the parameters declared in an AST and record

their values. The next step is to find these parameters that are specified in

other places, and change the nodes into “NUMBERS” typed nodes in which

the values are stored inside. The following is an example of Verilog code

36



in which the parameters’ values have been set, and Figure 3.13 shows the

changes of its AST.

parameter[7 : 0] a = 5;

parameter[7 : 0] b = 1;

out = a + b;

Figure 3.13: The changes of the AST for the example.

3.2.5 Replace Multiplication and Division with Shifts

If a number in a multiplication operation or a division operation is a power

of two, this operation can be replaced with a shift operation, which can make

the whole process more efficient. Although Odin II cannot support division

currently, this work still considers the division operation and includes it. The

method is to find the “MULTIPLY” or “DIVIDE” nodes in an AST first.
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Then their children nodes will be checked. If a child node is a “NUMBERS”

type and the number is a power of “2”, this operation can be replaced with

a shift operation. The way to check if a number is a power of two is to

shift this number right one bit repeatedly until it is not even or smaller than

“2”. If the number equals “1” at last, it proves that the previous number is

a power of two and the number of the iteration process is the exponent of

“2”. The next step is to modify the operation node and the number node.

If the operation node is a “MULTIPLY” type, it will be replaced with left

shift operation node (“LS” type); otherwise, if it is a “DIVIDE” type, a

right shift operation node (“RS” type) will be used. Moreover, operands

for multiplications can be reordered but not for divisions. If the divider for

a division is not a power of “2”, an exception will be thrown as arbitrary

division is not supported at this time. After the operation node is modified,

the previous number stored in its child node will be changed to the exponent

number. Figure 3.14 demonstrates the basic idea of replacing multiplications

with shifts.
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Figure 3.14: The basic idea of replacing multiplications with shifts.

3.3 Hard Block Reduction

Our purpose is to reduce the number of high-level functions that are repeated

in the circuit. If these functions are in soft logic then later traditional logic

synthesis tools (i.e. ABC) can detect and reduce/remove the repeated logic.

However, these tools are incapable of removing high-level functionalities (i.e.

hard blocks) that are repeated. We can perform the check and reduction on

the initial netlist before partial mapping (which takes into account features

of the FPGA architecture) to see reductions for high-level functionalities

regardless of whether hard blocks are present.

Currently, Odin II can support addition, subtraction, and multiplication. In
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a circuit, some of the operation nodes may have the same high-level function,

and can be merged to keep only one of them. It is possible to design a general

method to deal with the three operations. Addition and multiplication are

similar, both of which are commutative operations, so we do not need to

worry about the sequence of the operands. But in terms of subtraction,

attention should be paid on distinguishing the minuend and subtrahend.

3.3.1 Find Operation Nodes with the Same High-Level

Function

The work is to find the operation nodes which have the same type, same

number of input pins, and the same input ports. The operation nodes with

the same functionality (addition, subtraction, multiplication) are stored in a

linked list. Thus the operation nodes can be reached by traversing the linked

lists. From a list, two operation nodes are picked up and compared. The

first aspect needed to be compared is the “type”. Although they come from

the same linked list that stores the nodes with the same functionality, the

process is still needed to guarantee correctness.

When the two nodes with the same type have been identified, the high-

level functions of them are detected and compared. The connections of an

operation node is depicted by Figure 3.15.
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Figure 3.15: The connections of an operation node.

The number of input pins are compared first. If the number of input pins are

not the same, it is impossible for them to provide the same function. But this
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inference is untenable regarding output pins, which will be described later.

The next step is to compare their ports; that is, to check whether the com-

ponents besides the two operators are the same. The method is to track the

related AST. Every node in the netlist is transformed from the corresponding

node in the AST, and we can track back to the AST from a netlist node.

From an operation node of an AST, its children nodes can be found. If the

children nodes in the AST are the same, the ports in the netlist are the same.

When comparing their ports, the methods for addition and multiplication are

the same, but there is a little difference regarding substraction. The compo-

nents beside an adder or a multiplier are equal, the sequence is not needed

to be considered; however, it must be considered in terms of subtraction –

the minuend and subtrahend should be distinguished.

Then the output pins from the ports are needed to be compared. There are

some instances that the same ports connect with two operation nodes by

different pins (sometimes only part of the pins are connected). Only if the

pins are the same, can the conclusion that the two operation nodes have the

same high-level function be drawn.

3.3.2 Merge the Nodes

If two operation nodes are identified as having the same high-level function,

they can be merged into one. The work is to transplant all the connections

from one node to the other. The first step is searching for the “fanout pins”,
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as shown in Figure 3.15, which are also the input pins of the operation node.

If one is found, it will be deleted and all the pins behind are moved forward.

The number of the “fanout pins” should be reduced as well.

The next phase is to reallocate the output pins from the operation node

which will be maintained to the output ports connecting to the node that

will be deleted. One point to be clarified is that although the same input

ports through the operation node can get the same result, not all the bits

are needed; that is, some of the output pins can be useless to a certain

output port. Therefore, the new allocation should comply with the previous

connections.

Finally, the redundant nodes should be deleted and the operation list should

be refreshed. The net which connected to this node should be deleted as

well, and all the memories allocated before should be freed. Figure 3.16

demonstrates an adder reduction (assuming the two adders have the same

high-level function).
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Figure 3.16: An adder reduction.

As shown in Figure 3.16, “Adder 2” has the same high-level function with

“Adder 1” and can be reduced. The input pins of this adder and all the

output connections need to be deleted as well. All the output pins from
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“Adder 1” are used by the output node “C”, but the circumstance is different

for “Adder 2” – one of the output pins from “Adder 2” is not used by the

output node “D”. So when constructing new connections, only the output

pins that are needed will be connected with the output node.
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Chapter 4

Evaluation

This chapter presents the verification methods and the corresponding results.

The verification process is divided into three parts: for loop support, AST

simplification and hard block reduction – each of the changes implemented

and described in Chapter 3 is tested and evaluated respectively.

The codes are run through both Odin II and the whole VTR work flow, and

some particular data from the results are gathered. By comparing the data

from the running results with the changes implemented and without them,

the improvements can be demonstrated. The number of revision (version) of

the VTR we are working on is 2587.
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4.1 For Loop Support

In this section, two typical examples of for loop statements are designed

and tested. The functionally equal Verilog codes matched to the examples

are tested as well. The results of running the two sets of files can show their

functionalities are equal, which verifies the work of for loop support achieves

the desired goal.

4.1.1 Test of a Simple For Loop Statement

The first example of for loop statement – forloop 1.v is as follows:

module forloop 1(clk, in, out);

input clk;

input [16 : 0] in;

output [8 : 0] out;

integer i;

always @ (posedge clk)

begin //begin-end is used to combine statements in a block in V erilog

for(i = 0; i < 3; i = i + 1)

out <= out + i;

end

endmodule
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When running through Odin II, we can use GDB [31] in the terminal to check

the AST structure. Figure 4.1 shows the AST structure of the for loop part

in the Verilog codes after the work of for loop support has been done, which

is as we expect.

Figure 4.1: The AST structure of the for loop part in forloop 1.v.

By simulating with Odin II, the number of nodes and connections can be

gathered as Table 4.1 shows. This data also can be gained from the out.blif

file.
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# of Nodes # of Connections

58 84

Table 4.1: Results of the file forloop 1.v running through Odin II.

Then this Verilog file is run through VTR, and the results are shown in

Table 4.2 (CLBs represents configurable logic blocks). In this process, the

architecture file k4 N4 90nm.xml1 is used.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

3 1.46818 4

Table 4.2: Results of the file forloop 1.v running through VTR.

As we expect, the Verilog code of forloop 1.v can be elaborated into a netlist

through Odin II, and the functionally equal forloop 1 equal.v should be as

1Simple architecture file consisting of clusters of 4 BLEs, each BLE contains a 4 –
LUT+FF pair. Delay models from 90nm PTM.
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follows:

module forloop 1 equal(clk, in, out);

input clk;

input [16 : 0] in;

output [8 : 0] out;

integer i;

always @ (posedge clk)

begin

out <= out + 3;

end

endmodule

Table 4.3 and Table 4.4 show the results of running the Verilog file for-

loop 1 equal.v through Odin II and VTR respectively. When simulating by

Odin II, commands in the terminal can be added to allow Graphviz [15] to

create a .dot file (the file name is the module name in the Verilog file) to show

the AST structure, and the graph in this file depicts the same structure as

Figure 4.1 presents.
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# of Nodes # of Connections

58 84

Table 4.3: Results of the file forloop 1 equal.v running through Odin II.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

3 1.46818 4

Table 4.4: Results of the file forloop 1 equal.v running through VTR.

Comparing the AST structures and the two sets of tables – Table 4.1 and

Table 4.3, and Table 4.2 and Table 4.4, we can see the results are the

same, which means the file forloop 1.v is functionally equal with file for-

loop 1 equal.v. This verifies the code implemented can handle a simple for

loop statement. A more complex example is tested next.
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4.1.2 Test of a Complex For Loop Statement

Another Verilog example – forloop 2.v is designed as follows:

module forloop 2(clk; in; out 1; out 2; out 3);

input clk;

input [16 : 0] in;

output [8 : 0] out 1; out 2; out 3;

integer i;

always @ (posedge clk)

begin

for(i = 1; i < 1000; i = i ∗ 2 + 5)

begin

out 1 <= out 1 + i;

out 2 <= out 2 + i− 1;

out 3 <= out 3− i ∗ 2;

end

end

endmodule

The AST structure of the for loop by checking with GDB is as shown in

Figure 4.2.
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Figure 4.2: The AST structure of the for loop part in forloop 2.v.

Table 4.5 and Table 4.6 shows the data from running through Odin II and

VTR. We used the architecture file k4 N4 90nm.xml one more time.

# of Nodes # of Connections

156 300

Table 4.5: Results of the file forloop 2.v running through Odin II.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

8 1.53062 6

Table 4.6: Results of the file forloop 2.v running through VTR.

As we expect, a functionally equal Verilog example – forloop 2 equal.v is as

53



follows:

module forloop 2 equal(clk, in, out 1, out 2, out 3);

input clk;

input [16 : 0] in;

output [8 : 0] out 1; out 2; out 3;

integer i;

always @ (posedge clk)

begin

out 1 <= out 1 + 1490;

out 2 <= out 2 + 1482;

out 3 <= out 3− 2980;

end

endmodule

The AST structure of the for loop part from the according .dot file is the

same as shown in Figure 4.2. The results of running through Odin II and

VTR are demonstrated in Table 4.7 and Table 4.8.

# of Nodes # of Connections

156 300

Table 4.7: Results of the file forloop 2 equal.v running through Odin II.
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# of CLBs Critical Path Delay (ns) Minimum Channel Width

8 1.53062 6

Table 4.8: Results of the file forloop 2 equal.v running through VTR.

From the results presented above, the conclusion that forloop 2.v and for-

loop 2 equal.v are functionally equal can be drawn.

The two sets of examples prove that the code we implemented works as

expected and Odin II can support for loop statements now.

4.2 AST Simplification

To evaluate the work of AST simplification, all benchmarks are run first to

verify their correctness. As there are no complex expressions in benchmarks

needing to be simplified, three typical Verilog files, in which expressions that

need to be simplified, are designed to show the improvements brought by

this work. We also use one of the files, in which the parameters’ values have

been set, to test the work of parameter reduction. The method of running all

benchmarks to verify the software that we implemented will be described in

the next section. In this section, the process of testing on the three examples

is described exclusively. Each of the Verilog files is run through Odin II and

VTR without the function of AST simplification and with it respectively, and

55



results are gathered to present. The architecture file k6 frac N10 40nm.xml2

is used for each Verilog file running through VTR. Afterwards, a simple Ver-

ilog file is designed to test the work of replacing multiplications and divisions

with shifts, and results of running through Odin II and VTR are demon-

strated.

4.2.1 An Expression without Brackets but with Pa-

rameters

The first Verilog file expression 1.v includes an expression without brackets

but with parameters as follows:

module expression 1(a, b, out);

input [16 : 0] a, b;

output [16 : 0] out;

parameter [8 : 0] c = 5;

parameter [8 : 0] d = 117;

assign out = a + 12− b ∗ 3 ∗ 6 + c ∗ 2− d;

endmodule

This file is run through Odin II and VTR without AST simplification first.

2Flagship Heterogeneous Architecture (No Carry Chains) for VTR 7.0. – 40 nm tech-
nology – General purpose logic block: K = 6, N = 10, fracturable 6 LUTs (can operate as
one 6–LUT or two 5–LUTs with all 5 inputs shared) with optionally registered outputs –
Routing architecture: L = 4, fc in = 0.15, Fc out = 0.1.
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While running it through Odin II, we can allow Graphviz to draw its AST

structure. Figure 4.3 shows the original AST structure when running without

AST simplification.

Figure 4.3: The AST structure of the expression in expression 1.v when
running without AST simplification.
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Table 4.9 shows the results of running through Odin II without AST simpli-

fication by soft logic, and Table 4.10 shows the results of running through

VTR without AST simplification. The results of running through Odin II by

hard blocks are all included in Table 4.21 and Table 4.22 (including all the

examples without or with AST simplification).

# of Nodes # of Connections

484 1120

Table 4.9: Results of the file expression 1.v running through Odin II by soft
logic without AST simplification.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

10 5.51603 34

Table 4.10: Results of the file expression 1.v running through VTR without
AST simplification.

Then the same file is run through Odin II and VTR with AST simplification.

While running through Odin II, we can use GDB to check its AST structure.

Figure 4.4 shows the AST structure after parameters have been reduced, and

Figure 4.5 shows the AST structure after the expression has be simplified.
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Figure 4.4: The AST structure of the expression in expression 1.v after the
parameters have been reduced.
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Figure 4.5: The AST structure of the expression in expression 1.v after the
expression has been simplified.

Table 4.11 and Table 4.12 show the results of running through Odin II and

VTR with the function implemented.

# of Nodes # of Connections

394 874

Table 4.11: Results of the file expression 1.v running through Odin II by
soft logic without AST simplification.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

5 4.27222 34

Table 4.12: Results of the file expression 1.v running through Odin II by
soft logic with AST simplification.
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4.2.2 An Expression with One Set of Brackets

Another Verilog file expression 2.v including an expression with one set of

brackets is designed as follows:

module expression 2(a, b, out);

input [8 : 0] a, b;

output [16 : 0] out;

assign out = a + 52− 2 ∗ (b + 2) ∗ 3 + 47;

endmodule

The AST structure of the expression in the Verilog code running through

Odin II without AST simplification is as shown in Figure 4.6.
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Figure 4.6: The AST structure of the expression in expression 2.v when
running through Odin II without AST simplification.

The results of running through Odin II by soft logic and VTR without AST

simplification are shown in Table 4.13 and Table 4.14.
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# of Nodes # of Connections

260 611

Table 4.13: Results of the file expression 2.v running through Odin II by
soft logic without AST simplification.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

4 3.19054 32

Table 4.14: Results of the file expression 2.v running through VTR without
AST simplification.

When running this file through Odin II with AST simplification, the AST

structure is as shown in Figure 4.7. Table 4.15 and Table 4.16 present the

results of running expression 2.v through Odin II by soft logic and VTR with

AST simplification.
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Figure 4.7: The AST structure of the expression in expression 2.v when
running through Odin II with AST simplification.

# of Nodes # of Connections

175 377

Table 4.15: Results of the file expression 2.v running through Odin II by
soft logic without AST simplification.
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# of CLBs Critical Path Delay (ns) Minimum Channel Width

3 2.79215 34

Table 4.16: Results of the file expression 2.v running through VTR with
AST simplification.

4.2.3 An Expression with Two Sets of Brackets

A more complex expression with two sets of brackets is designed as follows:

module expression 3(a, b, out);

input [8 : 0] a, b;

output [16 : 0] out;

assign out = ((a + 6− 12) ∗ 2 + 34) ∗ 3 + b− 21;

endmodule

By running through Odin II without AST simplification and using Graphviz

to check its AST, the AST structure of the expression part is as shown in

Figure 4.8.
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Figure 4.8: The AST structure of the expression in expression 3.v without
AST simplification.

The results of running through Odin II by soft logic and VTR are shown in

Table 4.17 and Table 4.18.
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# of Nodes # of Connections

283 654

Table 4.17: Results of the file expression 3.v running through Odin II by
soft logic without AST simplification.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

4 3.56141 40

Table 4.18: Results of the file expression 3.v running through VTR without
AST simplification.

By checking the AST of the expression with GDB when running this file

through Odin II with AST simplification, the AST structure is as shown in

Figure 4.9. The results of running expression 3.v through Odin II and VTR

with the function are shown in Table 4.19 and Table 4.20.

# of Nodes # of Connections

155 341

Table 4.19: Results of the file expression 3.v running through Odin II by
soft logic with AST simplification.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

3 2.93482 34

Table 4.20: Results of the file expression 3.v running through VTR with
AST simplification.
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Figure 4.9: The AST structure of the expression in expression 3.v with
AST simplification.
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The three examples above verify that the AST of the expressions in Verilog

can be simplified correctly. Besides, the work of AST simplification reduces

the number of nodes and connections remarkably, which can allow the whole

work flow to be more efficient. Some other cases are also designed for testing,

and the results prove our solution works as expected.

4.2.4 Replace Multiplications and Divisions with Shifts

The following is an example of Verilog code in which multiplications can be

replaced with shifts:

module shift(a, b, out);

input [16 : 0] a, b;

output [16 : 0] out;

assign out = a ∗ 8 + 1024 ∗ b;

endmodule

Figure 4.10 shows the original AST structure of this expression, and Figure

4.11 depicts the AST structure after the multiplications are replaced with

shifts. Table 4.23 and Table 4.24 shows the results of running through Odin

II by soft logic and VTR before replacing multiplications with shifts, while

Table 4.25 and Table 4.26 shows the results after that.
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Figure 4.10: The original AST structure of the expression.

Figure 4.11: The AST structure of the expression after the multiplications
have been replaced with shifts.
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# of Nodes # of Connections

839 2117

Table 4.23: Results of running through Odin II by soft logic before
replacing multiplications with shifts.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

1 1.9037 30

Table 4.24: Results of running through VTR before replacing
multiplications with shifts.

# of Nodes # of Connections

89 122

Table 4.25: Results of running through Odin II by soft logic after replacing
multiplications with shifts.

# of CLBs Critical Path Delay (ns) Minimum Channel Width

1 1.9037 30

Table 4.26: Results of running through VTR after replacing multiplications
with shifts.

Table 4.27 and Table 4.28 demonstrate the results of running through Odin

II by hard blocks before and after replacing multiplications with shifts re-

spectively.
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Comparing the data in the sets of tables, we can observe that the number

of nodes, connections and hard blocks are dramatically reduced after using

shifts to replace multiplications, which verifies that the work can improve

the performance of Odin II.

4.3 Hard Block Reduction

We use benchmarks to evaluate the work of hard block reduction. The Verilog

files in the folders “microbenchmarks” and “full regression test” are executed

by Odin II to verify the correctness. Afterwards, the full benchmarks in the

folder of “Verilog” are run by Odin II and VTR, in which typical data is

gathered as described before.

4.3.1 Verify the Correctness with Odin II

When running the Verilog files in the folders of “microbenchmarks” and

“full regression test”, there are two shell scripts that execute each of the

Verilog files automatically. Thus, the process of testing will begin when the

shell scripts are run. For each Verilog file, there is a pair of input vector

and output vector files. The input vectors and output vectors have been

tested with commercial simulation tools, such as ModelSim. When running

a Verilog file with Odin II, the input vectors are inputs in the simulation and

the according output vectors will be generated after the simulation completes.

Then the output vectors are compared with those in the output vectors file.
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If all the vectors are matched, it proves that the result is correct and our

program can work as expected. The result of simulation for each Verilog file

will show on the screen. When all the files are executed and the correctness

of output vectors is verified, the statement “All tests completed successfully”

will be shown at the end.

4.3.2 Run through Odin II

In this part, the full benchmarks in the folder “Verilog” are used for testing.

Every Verilog file is executed without hard block reduction and with hard

block reduction. Moreover, each file is run by soft logic and by hard blocks

separately.

Table 4.29 demonstrates the results of running benchmarks by soft logic

without hard block reduction and with that function. Table 4.30 and Table

4.31 demonstrate the results of running benchmarks by hard blocks without

hard block reduction and with it separately. The file mcml.v can only be run

by hard blocks, so the results are only shown in Table 4.30 and Table 4.31.

In the tables, “HB” represents “Hard Block” and “HBR” represents “Hard

Block Reduction”. In addition, we select the files whose results are different

between without and with hard block reduction, and choose the number of

hard block adders to compare. Figure 4.12 shows the number of hard block

adders used by these files running through Odin II without and with hard

block reduction.
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From the two sets of tables, we can find that the number of nodes and

connections are obviously decreased with the function of hard block reduction

for some Verilog files. Besides, the hard block adders and hard block subs

are remarkably reduced, even halved, for these files. Thus, it is clear that

the function of hard block reduction can simplify and improve the work flow

when running the Verilog files in which some hard blocks have the same high

level function.
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without HBR with HBR

File Name # of Nodes # of Connections # of Nodes # of Connections

bgm.v 184380 860736 184380 860736

blob merge.v 30351 142573 28957 138655

boundtop.v 114848 390057 114452 389061

ch intrinsics.v 2225 13143 2225 13143

diffeq1.v 11410 30292 11410 30292

diffeq2.v 11216 29645 11216 29645

LU8PEEng.v 271707 1024860 265180 1009237

LU32PEEng.v 2999445 11381454 2976136 11326241

LU64PEEng.v 11273254 42741887 11227614 42634019

mcml.v N/A N/A N/A N/A

mkDelayWorker32B.v 2169744 8131792 2169721 8131723

mkPktMerge.v 33046 116680 33046 116680

mkSMAdapter4B.v 28806 100550 28806 100550

or1200.v 25528 88731 25089 87414

raygentop.v 34681 112533 34374 111642

sha.v 5647 152495 5647 152495

stereovision0.v 49395 155167 49395 155167

stereovision1.v 66744 201893 66422 201157

stereovision2.v 175417 479695 175417 479695

stereovision3.v 1501 5722 1501 5722

Table 4.29: Results of running benchmarks through Odin II by soft logic
without and with hard block reduction.
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Figure 4.12: The number of hard block adders used by the files selected
when running through Odin II without and with hard block reduction.

4.3.3 Run through VTR

The full benchmarks are tested through the whole work flow – VTR. Ta-

ble 4.32 shows the results of running benchmarks without and with hard

block reduction. In addition, we select the files with a different number

of CLBs after running through VTR without and with hard block reduc-

tion, and show the number of CLBs in Figure 4.13. The architecture file

k6 frac N10 mem32k 40nm.xml3 is used for testing.

3Flagship Heterogeneous Architecture (No Carry Chains) for VTR 7.0. – 40 nm tech-
nology – General purpose logic block: K = 6, N = 10, fracturable 6 LUTs (can operate
as one 6-LUT or two 5-LUTs with all 5 inputs shared) with optionally registered outputs
– Memory size 32 Kbits, memory aspect ratios vary from a data width of 1 to data width
of 64.
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without HBR with HBR

File Name # of CLBs Delay (ns) Min Channel Width # of CLBs Delay (ns) Min Channel Width

bgm.v 2930 26.6502 114 2930 26.6502 114

blob merge.v 543 10.3623 72 541 10.1805 72

boundtop.v 233 6.6693 58 233 6.94084 56

ch intrinsics.v 37 4.02589 50 37 4.02589 50

diffeq1.v 36 23.0801 52 36 23.0801 52

diffeq2.v 27 17.0931 50 27 17.0931 50

LU8PEEng.v 2104 113.357 108 2030 115.716 110

LU32PEEng.v 7128 115.235 170 6864 113.653 168

LU64PEEng.v 13835 123.146 220 13288 114.184 228

mcml.v 6609 78.4364 100 6602 78.4471 106

mkDelayWorker32B.v 447 7.44669 76 447 7.44669 76

mkPktMerge.v 15 4.20334 50 15 4.20334 50

mkSMAdapter4B.v 165 6.01455 56 165 6.01455 56

or1200.v 257 13.4198 70 258 13.1521 72

raygentop.v 173 5.10843 70 173 5.10843 70

sha.v 209 14.3067 50 209 14.3067 50

stereovision0.v 905 4.36521 62 905 4.36521 62

stereovision1.v 889 5.82958 102 889 5.82958 102

stereovision2.v 2395 18.0972 162 2395 18.0972 162

stereovision3.v 13 2.73078 34 13 2.73078 34

Table 4.32: Results of running benchmarks through VTR without and with
hard block reduction.

Figure 4.13: The number of CLBs used by the files selected when running
through VTR without and with hard block reduction.

From Table 4.32, we can see the number of CLBs is reduced for some Verilog
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files. But the file or1200.v is an exception – it needs one more CLB with

hard block reduction than without that function. It is because VPR uses

simulated annealing (a genetic algorithm) to randomly decide the ways to

pack a circuit so that it does not exhaustively search every possible solution

to find the minimum. This verifies that the work of hard block reduction

can simplify the whole VTR work flow to some extent for most situations

but also may get a worse solution for some cases. On the other hand, the

minimum channel width can also be affected as the reduction in hard blocks

will change some routing which may affect channel width.

By running three sets of benchmarks through Odin II and VTR respectively,

the correctness of the function of hard block reduction and the improvements

it brings have been verified. From the results shown in the tables above, we

can see with the function of hard block reduction, the circuits are simplified

for some Verilog files, which can improve the whole work flow and make it

efficient.

In this chapter, the three parts – for loop support, AST simplification and

hard block reduction are evaluated. For the prior two parts, typical test cases

are designed and run through Odin II and VTR. For hard block reduction,

three sets of benchmarks are used for testing. By running Verilog files with

and without the software we implemented, data is gathered and shown in

tables. From the results, we conclude that our work makes Odin II more

complete and improves the whole VTR work flow.

82



Chapter 5

Conclusion and Future Work

This thesis presents the work of high-level synthesis and improvements in

Odin II. The work includes three parts: for loop support, AST simplification

and hard block reduction.

The first goal of the work is to allow Odin II to support for loop statements.

A method to extend for loop iterations and change the ASTs is described. By

using typical Verilog files including for loop statements and the functionally

equal Verilog codes to run through Odin II and VTR, the correctness is

verified. The results of running the Verilog file and its matched file are the

same, which proves Odin II can handle for loop statements correctly.

The second part of the work is to simplify ASTs. There are different entry

points to prune an AST, and this thesis chooses to simplify the expressions

stored in an AST. The work is originally for for loop support, but developed
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to handle more complicated expressions. This thesis introduces a method

to read expressions from an AST and simplify them (if the expressions can

be simplified). Moreover, the work also reduces the parameters whose val-

ues have been set, and using shift operations to replace multiplications or

divisions. Benchmarks are used to demonstrate the added software can run

smoothly through the work flow first. Then three typical Verilog files includ-

ing expressions are tested. The AST structures and the results of running

through Odin II and VTR are checked to verify the correctness.

Another objective of the work is to merge hard blocks with the same high-

level function. The thesis details the method to find such operation blocks

and reduce the redundant ones. Full benchmarks including 20 Verilog files

are used for testing. Each file is run through Odin II and VTR with and

without the reduction function. While running through Odin II, the process

is divided into using soft logic and hard blocks. All the results are gathered

and compared. From the demonstration and comparison, we find the nodes

and connections are decreased for some Verilog files. The hard block adders

and hard block subtractors are obviously reduced, even halved, for some files.

This data proves that the work of hard block reduction brings significant

improvements for the whole work flow.

Currently, the work of for loop support just used typical examples to test.

More complex for loops are possible in Verilog and our software may need

to be modified to make it complete. As there are no complex expressions in
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benchmarks, the work of expression simplification can just handle expressions

without complex bracket combinations inside. A more complete algorithm

may be needed. The work of hard block reduction considers addition, sub-

traction and multiplication exclusively now. The reduction work will include

other hard blocks as long as Odin II supports more generic hard block oper-

ations. Another related work to hard block reduction – unused logic block

removal has been completed at this time.

The development on Odin II is ongoing to continue to improve the perfor-

mance and make it complete. Future work includes, but not limited to, com-

plete Verilog language support, power estimation and multiple clock domain

circuits.
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Appendix A

A Verilog File from

Benchmarks – diffeq1.v

module diffeq f systemC(aport, dxport, xport, yport, uport, clk, reset);

input clk;

input reset;

input [31:0] aport;

input [31:0] dxport;

output [31:0] xport;

output [31:0] yport;

output [31:0] uport;

reg [31:0] xport;

reg [31:0] yport;
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reg [31:0] uport;

wire [31:0] temp;

assign temp = uport * dxport;

always @ (posedge clk )

begin

if (reset == 1’b1)

begin

xport <= 0;

yport <= 0;

uport <= 0;

end

else

if (xport <aport)

begin

xport <= xport + dxport;

yport <= yport + temp;

uport <= (uport - (temp * (5 * xport))) - (dxport * (3 * yport));

end

end

endmodule

94



Glossary

FPGA Field Programmable Gate Array

CAD Computer Aided Design

VTR Verilog-to-Routing

VPR Versatile Place and Route

CLB Configurable Logic Block

LUT Look Up Table

BLIF Berkeley Logic Interchange Format

VHDL VHSIC (Very High Speed Integrated Circuit) Hardware De-

scription Language

Verilog HDL Verilog Hardware Description Language

AIGs And-Inverter Graphs

AST Abstract Syntax Tree

GDB The GNU Project Debugger

HB Hard Block

HBR Hard Block Reduction
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