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Abstract

Stock market predictions are highly sensitive to the information contained in finan-

cial articles released daily. While large language models (LLMs) excel on financial

tasks such as named entity recognition, their effectiveness for specialized informa-

tion extraction of financial types (monetary financial aspect of a company such as

revenues, dividends, and cash flows) remains understudied. This work evaluates

methods to improve financial information extraction (IE) with LLMs. We examine

how model size and inclusion of domain specific information in prompting impact

performance. We compare a smaller (GPT-4o-mini) and larger (GPT-4o) model

using two approaches: (1) constrained generation, where models are constrained to

select financial types from a list, and (2) inclusion of definitions in prompts to clarify

ambiguous terms. Our findings reveal that constraining the model’s output does not

outperform post-processing an unconstrained model, definitions in prompts are only

beneficial for larger models, and smaller models can sometimes outperform larger

models.
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Chapter 1

Introduction

Natural language processing (NLP) is a subfield of computer science that uses com-

puters for various applications involving human language data, primarily in text

form. Some examples of common tasks involving NLP include translating from one

language to another, summarization, information retrieval (Jurafsky and Martin,

2026).

One of the primary tools in NLP is the language model (Rosenfeld, 2000), a

computational model designed to predict sequences of words. The most prevalent

language models today are generative models, which take an input sequence, typically

a text prompt, and generate new sequences based on both the input and the vast

corpus of data encountered during training (Radford et al., 2018). These generative

models, built upon the transformer architecture (Vaswani et al., 2017), are commonly

referred to as large language models (LLMs) due to their scale. LLMs typically

comprise of billions of parameters and are trained on enormous datasets, usually

consisting of hundreds of gigabytes of text data scraped from the internet. This

extensive training enables them to acquire broad domain knowledge and perform

a wide range of tasks (Radford et al., 2019). Some popular and influential LLMs
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include GPT-3 (Brown et al., 2020), LLaMA (Touvron et al., 2023), and DeepSeek-

R1 (Guo et al., 2025).

Information extraction is an NLP task consisting of retrieving relevant informa-

tion from an unstructured text source (Jurafsky and Martin, 2026). This is often

posed as a template filling task where the type of information we want to extract

goes into specific slots in a template (Sundheim, 1991). The basic unit of extraction

is an entity, which can be composed of a word or sequence of words that represent,

for example, a person, location, or organization that is found in the text. The slots

in the template can be filled with those entities. For example, a template on infor-

mation relevant to terrorist attacks could have the attacker as one of the slots to fill.

With LLMs, the instructions of the task, including what entities to look for, and the

template can be given as a prompt to the model and the generated output contains

the filled out template (Balasubramanian et al., 2025).

Information extraction (IE) can potentially be applied to any domain, the sys-

tem performing the task just needs to be adapted to align with the specific infor-

mation to be extracted. A domain in which IE can be very useful is finance. News

articles and company reports contain a lot of information that can be used for stock

market prediction. The internet age has led to the easy access of vast amounts of

news releases and reports that are being constantly released every day. Acquiring

the most relevant data as quickly as possible is critical for accurate stock predictions

before prices fluctuate significantly (Fedyk, 2024).

In this thesis we focus on IE from financial text. One of the primary entities to

extract are terms that describe key financial aspects of a company, such as revenue,

debt, cash flow, etc. These terms represent monetary metrics that capture either

a current financial outcome or a projected future performance. We refer to these

entities as “financial types”. While these terms are crucial for stock price evalua-
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tion, they often exhibit ambiguity in documents due to inconsistent standards across

news outlets and reports (McSweeney, 1997). In this thesis we consider the struc-

tured extraction of specific financial types from financial documents, such as news

articles and company reports. For the extraction we consider a variety of approaches

involving LLMs.

The performance of LLMs is often correlated with model size; larger models

typically outperform smaller ones but at a higher computational cost. Thus, this

work explores IE with LLMs in the financial domain and proposes the following

research questions:

RQ1) Does a prompt that focuses on particular financial types perform better than

a more general prompt that considers all the financial types?

RQ2) Does including definitions of the financial types in the prompt improve the

performance of the model compared to a prompt without the definitions?

RQ3) Do small models using a prompt with definitions that focuses on particular

financial types perform better than a larger model that uses a more general

prompt without definitions and that does not focus on particular financial

types?

In RQ1 we focus on exploring how well do generation constraints in the output of a

model help to retrieve the correct information. In this case we make the model only

extract financial types from a select list. We hypothesize that the model will be able

to focus solely on those financial types and ignore any other ones present in the text.

For RQ2 we also tell the model explicitly what to look for but provide definitions

of the financial types to help in distinguishing between similar terms. We expect

that the model will have increased performance from contextualizing the terms from

the definitions. RQ3 serves as a combination of the ideas proposed by the previous

3



RQs but focuses on differences in model size. Specifically we are trying to see if our

proposed methods help a smaller model outperform a bigger model that does not

use the same methods. A high performing smaller model would be preferred to a

larger model as smaller models require less resources to run.

After conducting our experiments, the results did not align with our expec-

tations. For RQ1, constraining the model in financial type classification does not

improve results. For RQ2, the definitions improve results only on a bigger model.

Finally, for RQ3, the methods considered in an effort to improve results were not

sufficient to make a smaller model perform better than a larger model that does not

use such methods. Surprisingly however, the smaller model without constraints and

definitions was able to achieve the highest performance out of all our experiments.

The rest of this thesis is structured as follows: Chapter 2 (Related Works)

covers the historical and recent development of LLMs and IE as well as IE applied

in finance. Chapter 3 (Model) goes into details on the various approaches used to

answer the RQs. Chapter 4 (Materials & Methods) explains our experimental setup

and the evaluation methodology. Chapter 5 (Results) discusses the results from our

experiments and answers our RQs. Finally Chapter 6 (Conclusions) summarizes the

thesis and proposes possible future directions.
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Chapter 2

Related Work

This chapter covers the works related to financial information extraction with large

language models. Section 2.1 covers the development of large language models.

Section 2.2 goes over the development of the field of IE. Finally Section 2.3 covers

various IE systems applied to the finance domain.

2.1 Large Language Models

This section covers an overview of the development of language models from the

n-gram based model, to neural networks, and finally to the recent transformer based

large language models.

2.1.1 N -gram Language Models

The initial proposal of using n-grams to analyze text features was published in a

lecture by Markov (1913). The study used a corpus composed of a text excerpt

from Pushkin’s novel Eugene Onegin, containing 20,000 Russian characters. Markov
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aimed to determine the probability that a given character was either a vowel or

consonant by examining one or two preceding characters. Such sequences, where the

model considers one or two prior instances, are known as bi-grams (two characters)

and tri-grams (three characters), respectively.

Later, Shannon (1948), building on Markov’s work, described a simple language

model also based on bi-grams and tri-grams. He began by generating the next

character in a sequence based on the one to two preceding characters, using sampling

probabilities derived from an artificial language. He then extended this approach to

words in sentences, calculating probabilities based on their frequency in English text.

These probabilities are estimated by counting the occurrences (frequency) of

n-grams in the training corpus. For example, the probability that the next word

generated is “guitar” given the previous word is “acoustic” would be calculated as

the frequency of the bi-gram “acoustic guitar” divided by the frequency of “acoustic”.

However, this approach has limitations. Some words or word sequences may appear

more rarely in a language than others, and if they are absent from the training

corpus, the model may treat them as unknown. In terms of word generation, this

means the model cannot produce all possible word combinations and sentences found

in natural language. To address this sparsity problem, smoothing techniques (Chen

and Goodman, 1996) and alternative probability estimation methods (Katz, 1987)

have been proposed. Another limitation includes the fact that predictions for the

next word rely only on the most recent n words, and while increasing n could improve

accuracy, the resulting computational and memory demands make it impractical

(Goodman, 2001).
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2.1.2 Neural Networks

Recurrent neural networks (RNNs) have their roots in interdisciplinary studies be-

tween cognitive science and computer science. The early work in this area was done

by Rumelhart and McClelland (1986), where they describe how RNNs can be rep-

resented as feedforward networks and how they can be used to learn and process

sequential information.

The major study detailing an RNN that accounts for the temporal (i.e., sequen-

tial) nature of language was conducted by Elman (1990). Instead of representing

time as a spatial dimension, it instead models its effect on processing by giving the

network memory. Memory is implemented by allowing hidden units to receive the

network’s previous output through recurrent connections from a context layer. This

makes RNNs better suited for learning patterns in sequences than simple feedforward

networks. In the same study, Elman also demonstrated how the network can learn

the contextual meaning of words from their occurrence in a sequence.

The first major RNN-based language model was implemented by Mikolov et al.

(2010). Unlike n-gram language models, which are limited in their context size,

RNNs process each word individually and predict the next word based on all pre-

viously processed words in the sequence. However, this architecture began to show

problems when learning from very long sequences. During training, backpropagated

errors tended to either explode or vanish. The long short-term memory (LSTM)

architecture (Hochreiter and Schmidhuber, 1997) was introduced to address these

issues. LSTMs incorporated special memory cells, known as the “constant error

carousel”, with fixed weights to prevent the vanishing gradient problem. Thanks

to these architectural improvements, LSTM language models (Sundermeyer et al.,

2012) could handle and learn from longer sequences of words. These models also

began using word vector embeddings, which further aided in learning contextual
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representations of words within sequences (Mikolov et al., 2013).

These neural network approaches transformed various tasks in natural language

processing (NLP) into sequence-to-sequence problems (Collobert et al., 2011). For

example, in machine translation, an LSTM is used to encode a sentence in one

language word by word, with each word influencing the next, into a vector repre-

sentation. Another LSTM layer then decodes this vector into the target language

(Sutskever et al., 2014). However, with longer sequences, some information from the

beginning of the sequence could be lost. To address this, the attention mechanism

(Bahdanau et al., 2015) was introduced, allowing the decoder to access information

from the entire encoded sequence and not just the most recent state.

2.1.3 Transformer Large Language Models

The most common architecture for large language models today is based on the in-

troduction of transformers (Vaswani et al., 2017). The power of transformers lies in

their self-attention mechanism, where a token attends to various other tokens in a

sequence. Previous LSTM architectures, such as bidirectional LSTMs (BiLSTMs),

attempted to capture broader context by processing sequences both forward and

backward (Peters et al., 2018). However, these BiLSTM models struggle with longer

sequences because processing any given point requires traversing all previous states,

which increases computational demands. In contrast, transformers allow each to-

ken to attend to every other token without sequential dependency, enabling highly

parallelizable processing where each token is processed independently. This design

also facilitates long-range dependencies, as a token at the beginning of a document

can attend to tokens far away without potentially losing information by traversing

sequentially.

Language models using a decoder-only transformer architecture can perform

8



many tasks by training on large amounts of data without task-specific fine-tuning

(Radford et al., 2019). These models frame the given tasks as a next-token predic-

tion task, where a prompt is provided and the model generates predicted tokens as

a response. This type of pre-trained auto-regressive model demonstrates versatility

across various tasks without requiring further training, as it learns from examples

given in the prompt through in-context learning (Brown et al., 2020). Careful prompt

design and structuring thus become critical for executing the desired task and im-

proving performance (Reynolds and McDonell, 2021).

Auto-regressive transformer-based LLMs do contain certain limitations and chal-

lenges that require careful consideration. Primarily, these models can often hal-

lucinate, in other words, they can generate outputs containing factually incorrect

information for a given question. Hallucinations can be intrinsic, erroneously using

information within the given text, or extrinsic, adding information not present in the

input, (Maynez et al., 2020). Manifestations of this issue include fabricating fictional

personas or events, producing inconsistent numerical data, merging events from dif-

ferent timelines, or attributing statements to non-existent individuals or characters

(Rawte et al., 2023).

2.2 Information Extraction

This section focuses on the development of information extraction (IE) tools from

pattern based template filing to applications of large language models.

2.2.1 Basic Tasks and Early Approaches

One of the earliest information extraction (IE) systems is the Fast Reading Un-

derstanding and Memory Program (FRUMP), developed by DeJong (1982). This
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system uses a set of scripts containing events that serve as repositories of knowledge

for different situations a text might discuss. When processing a news release, the

system searches for patterns in the text that match one of the scripts. The identified

entities and events are then assigned roles based on the script, similarly to filling a

template. The downside to this approach was that if an event did not match any of

the scripts, it would not be extracted. Thus, the only solution became constantly

updating the knowledge repository with scripts accounting for all possible scenarios,

which quickly became impractical.

Much of the formalization of IE tasks and systems emerged from the Mes-

sage Understanding Conferences (MUC), sponsored by the US government in the

late 1980s and early 1990s. MUC-1 and MUC-2 established template filling as the

primary IE task for comparing various systems (Sundheim and Chinchor, 1993).

While these early conferences used short naval messages for the task, MUC-3 (MUC,

1991) and MUC-4 (MUC, 1992) increased complexity by using various news re-

leases on terrorist attacks, with some documents containing no relevant informa-

tion (Sundheim, 1991). Most systems tested relied on dictionaries of common and

domain-specific keywords combined with syntactic patterns to identify events and

entities, as demonstrated by the CIRCUS system (Lehnert et al., 1991). By MUC-4,

common approaches began showing problems such as small errors in early process-

ing stages causing cascading negative effects later, difficulties unifying information

spread across multiple sentences, and the need for time-consuming modifications to

adapt to other domains (Sundheim, 1992).

MUC-3 and MUC-4 also formalized the evaluation criteria for IE systems, where

precision, recall, and F1 were established as primary evaluation metrics. These

metrics are based on counting matches between a gold standard and the slots filled

by the system (Chinchor et al., 1993). This evaluation method remains the primary
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way of assessing IE systems today, including in our work.

MUC-6 (MUC, 1995) introduced two new core tasks: named entity recognition

(NER) and coreference resolution. For NER, systems were required to annotate

text by tagging entities such as people, locations, organizations, dates, currency,

and percentages. Coreference resolution involved linking strings that referred to

the same entity using tags. While systems at this conference continued to improve,

they were still largely reliant on complex pattern matching and sentence parsing

(Sundheim, 1995). MUC-7 (MUC, 1998) then introduced the final core information

extraction (IE) task, relation extraction (RE), where systems had to identify and

mark the relationships between entities. All of these tasks make up the core of many

IE systems going forward.

2.2.2 Statistical and Machine Learning Approaches

The field of IE started to shift away from the rigid constraints of working with

complex rule- and pattern-based approaches and toward a more statistical view of

language and the task. Hidden Markov models (HMMs) (Baum and Petrie, 1966)

were the first major shift toward probabilistic approaches. These models use n-grams

to find the most likely sequence of hidden states given a sequence of words, where

the hidden state corresponds to an unobserved variable that explains the observed

sequence. In the case of NER the hidden state is the entity name class while the

observed state is the words in the text. Furthermore, the current entity name class

depends on the previous entity name class and the previous word. Some models

would also include dependence on word features, such as whether there is a capital

at the beginning of the word or if there is a numeric value in the string (Bikel

et al., 1997). Probabilities of these current and previous entities and words would

be estimated to train the model. While the performance of such systems was good

11



for a single task, performing the rest of the core IE tasks required pipeline setups

with multiple models handling different specifications. Smoothing techniques were

also used, as there can be state combinations that might not appear in the training

data.

Most approaches to IE relied on pipeline-based systems with individual models

handling separate tasks, one for NER and another for RE. BiLSTMs began to be

used to perform these tasks jointly in an end-to-end framework to mitigate errors

from the NER model propagating through the pipeline. These LSTMs addressed

IE by training on a sequence tagging task, where, for a given sentence, the model

labels entities and their relations (Miwa and Bansal, 2016). Subsequent work in-

troduced an additional BiLSTM layer to generate context-aware word embeddings

that helped in handling multiple related entities appearing in the same or adjacent

sentences, further improving performance (Zheng et al., 2017). However, entities

further apart still posed issues as the architecture becomes computationally imprac-

tical on longer sequences. Nonetheless, these successes shifted the focus toward joint

IE (performing multiple IE tasks in a single pass), as their performance often sur-

passed the earlier discrete, pipeline-based approaches. Similarly, our work adopts a

single-model approach to perform complete IE.

Some early proposals for applying BERT-based (Devlin et al., 2019) models to IE

involved feeding contextualized word embeddings (Akbik et al., 2018) into existing

IE frameworks. While these context-sensitive embeddings enhanced performance

within those frameworks, experiments demonstrated that supervised fine-tuning of

BERT specifically for IE tasks yielded even better results, albeit at the cost of

longer training times (Wadden et al., 2019). Furthermore, these BERT models can

be trained to output predictions that map directly to template-based structures by

incorporating template span tokens (Du et al., 2021).

12



2.2.3 IE with Large Language Models

Although BERT-type models can deliver good results in IE (Du et al., 2021), their

supervised learning approach limits their versatility. While they excel at learning a

specific task, a new model would typically require further fine-tuning to work prop-

erly on a new task or type of text data. Additionally, their limited context window

size necessitates breaking longer documents into smaller chunks for processing. In

contrast, decoder-based models, which focus on generation, demonstrate versatility

across multiple text types through extensive training data. Unlike supervised mod-

els, they do not require task-specific fine-tuning and can process longer documents

in a single pass (Radford et al., 2019).

However, one of the primary challenges when applying LLMs to IE tasks is

their tendency to hallucinate in their outputs. In IE, hallucinations typically mani-

fest as fabrications, generated information that does not exist in the source text, or

over-generation, where a single entity mentioned multiple times in the text is incor-

rectly extracted as multiple distinct entities. Few-shot prompting has been shown to

mitigate some of these issues in genetics related text (Kodikara and Verspoor, 2024).

The outputs of decoder models can also be constrained to adhere to a predeter-

mined format via constrained decoding (Tromble and Eisner, 2006). This technique

restricts token sampling to ensure the output follows a predefined schema. Addition-

ally, grammar-constrained decoding, which limits entity selection based on syntactic

rules, has improved performance across various IE datasets (Geng et al., 2023). Such

constraints can be implemented as structured prediction by using a JSON schema

as a formatting template so that the token sampling is constrained to follow the

schema. This type of implementation can be accessed via APIs like the OpenAI API

(Pokrass, 2024) and the Ollama API (Ollama, 2024).

LLMs leveraging constrained decoding and JSON schemas have been applied
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to structured information extraction across diverse domains. Models like GPT-3

and Llama-2 have demonstrated their generative capabilities in extracting infor-

mation from material science abstracts, offering greater flexibility than traditional

approaches (Dagdelen et al., 2024). More recently, GPT-4o, GPT-4o-mini, and other

foundation models have achieved high performance in structured IE for unstructured

breast cancer pathology reports using zero-shot prompting (Balasubramanian et al.,

2025).

2.3 IE in the Financial Domain

This section considers how NLP has been applied in the financial domain. It pri-

marily covers previous approaches to IE in the financial domain.

Not many of the early approaches to IE were adapted to focus on the financial

domain. The most well-known rule-based IE pipeline specifically tailored for finan-

cial text was the SCISSOR system (Jacobs and Rau, 1990). This system analyzed

financial news articles gathered from the internet. It employed a hybrid method

combining linguistic parsing of the text with a conceptual knowledge base. When it

encountered possible entities not present in its knowledge base, it looked for iden-

tifiers like Ltd. and Inc. to identify company names. While the performance was

overall good, one of its major limitations was that the length of the articles could not

be too long as it would deviate too much from the hard coded heuristics from the

pipeline. Not many innovations were applied to financial IE beyond demonstrating

how different generic IE architectures could be adapted for finance (Wee et al., 1999).

Later approaches to financial IE incorporated hybrid systems that combined

statistical NLP methods with rule-based methods. In Malik et al. (2011), a dataset

annotated by a domain expert was used to train a statistical model to identify
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and tag various financial entities. These models required tailored feature-generation

schemes for each type of financial entity. However, the rule-based component was

only triggered to handle exceptions, such as over-generated facts and edge cases

that were rare in the training data. A key limitation of this approach was that it

required modifications to extract additional financial information, such as revenue

and earnings per share, since the original method could only handle a few specific

cases such as dividends.

Most of the recent work involving financial IE revolves around the use of trans-

former based LLMs. Since LLMs such as GPT-4 (OpenAI et al., 2024b) are pre-

trained on vast amounts of data to perform various tasks, they can easily be tested on

tasks for specific domains, such as financial IE. Testing done by Li et al. (2023) shows

that these generalized models do not perform as well as finance fine-tuned models

such as BloombergGPT (Wu et al., 2023) on a finance related NER dataset from

Salinas Alvarado et al. (2015) and perform far worse than traditionally trained sta-

tistical models. However, Rajpoot and Parikh (2023) show that with proper prompt

engineering, GPT-4 and other general models can improve performance on a finan-

cial RE task (Kaur et al., 2023). In recent years, various open-source models have

been proposed that are based on general models but are fine-tuned with financial

knowledge (Yang et al., 2023; Liu et al., 2026; tarun7r, 2025) by training on various

financial tasks and datasets (Flowers, 2025). While these models are trained primar-

ily on NER and RE, there is still work to be done on studying the performance of

LLMs for extracting specific financial information, such as revenues and dividends,

which is the focus of this thesis.
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Chapter 3

Model

This chapter describes the approaches proposed in our research and how they are

implemented. Section 3.1 describes the approaches to prompting the model. Section

3.2 covers how the models generate an output with a specified structure.

3.1 Prompting Approaches

The models are prompted with the same base prompt but with two key variables

that change according to the approach taken. One of these variables is the inclusion

or exclusion of definitions for the financial types. The other variable is constraining

or unconstraining the model with respect to what financial types to extract. Each

approach makes the model handle the extraction of the financial types in different

ways.
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• Revenue: represents the total amount of money a company earns from its
core operations before any expenses are deducted. It is also known as sales
or gross revenue and is a key indicator of a company’s ability to generate
income.

• Total Revenue: is the sum of all revenue streams, including:

– Revenue from sales of goods or services

– Other income sources such as interest income, rental income, or fees.
It is the broadest measure of a company’s income before any deduc-
tions.

• Total income: (sometimes used interchangeably with total revenue) refers
to a company’s earnings from all sources, including operating and non-
operating income. It may include:

– Operating revenue from core business activities

– Interest or investment income

– Gains from asset sales

Figure 3.1: Example of financial type definitions in the prompt.

3.1.1 Including Definitions vs. No Definitions

Natural language by its nature contains ambiguity. Even in different domains where

language tends to be more specific with the terminology being used ambiguity can

still exist. The financial types being extracted can also pose some ambiguity between

those that are closely related to each other. What one person might refer to as a

“total revenue” in a report another person might just call a “revenue” in another

article. There is a lack of consistency in the financial domain when talking about

these specific terms. The definitions we provide the model through the prompt, as

a form of in-context learning, should serve as a way of disambiguating between the

terms and help the model better identify the financial types in the documents (Brown

et al., 2020). These definitions were written by a finance domain expert. To know

if the definitions actually improve the model performance we compare this approach

to an approach that does not include the definitions.
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There are 21 financial types that are specifically targeted for extraction in the

articles. The prompt with definitions contains a definition for each of those 21

financial types. For example, suppose we want the model to extract the “EBITDAs”

(earnings before interest, taxes, depreciation and amortization) and the “adjusted

EBITDAs” that are found in an article. The prompt with definitions includes a

section with descriptions of what each of those financial types look like respectively.

On the other hand, the prompt without definitions does not include any such section

and the model has no external guidance on what to interpret about the financial

types. Figure 3.1 contains a few examples of definitions included in the prompt.

They include the financial type term followed by the descriptions and additional

information as shown.

3.1.2 Constrained vs. Unconstrained Financial Types

In our study we choose to focus on extracting only 21 different financial types.

However, there is a large amount of financial types that might appear in a document.

Some appear more often than others and some might be similar to one another. The

constrained approach tells the model what to look for but it also tells the model

what to classify the financial types it encounters as. It is possible that the model

might encounter a financial type that we are not considering but that looks similar

to one that we are. Since the model has to choose from the given selection it could

extract the financial type with an incorrect label. In the unconstrained approach the

model can extract any possible financial type that is present in the article. Then we

can pass the financial type to a separate classifier that maps it to one of the 21 we

wanted or it can classify it as one to be ignored.

The structured output of the model can be constrained through the JSON

schema the model is prompted to follow. In the financial_type field of the JSON
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schema the constraint on what to classify the financial types as is embedded through

the enum class, that is, the model can only choose from the provided financial types.

For the unconstrained method this enum is removed and the model can output po-

tentially any string. Further discussion about the JSON schema is in section 3.2.1.

3.2 Structured Output

The financial types extracted from the documents contain different types of informa-

tion. The model is expected to be able to take this unstructured information from

the documents and turn it into a structured format. We use the JSON format as

the model output because it is easy to read and access with different systems and it

is easy to work with in Python as it is analogous to the Python dictionary datatype.

The following subsections explain the JSON schema that the model reads to generate

an output and how the token sampling from the model is manipulated to adhere to

the schema.

3.2.1 JSON files and schemas

The Listing in this subsection shows the JSON format used in our study. Listing 3.1

on page 20 contains an example of a JSON file generated by the model. It includes

the extracted information of two financial types. This output file is based on a JSON

schema that the model generation is made to follow, see Section 3.2.2.
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1 {
2 "extracted_items": [
3 {
4 "value": 1.21,
5 "value_range": 1.21,
6 "quantity": "billion",
7 "time_frame": "Q3 2024",
8 "currency": "USD",
9 "company_name": "Abercrombie & Fitch",

10 "actual_or_guidance": "actual",
11 "financial_type": "revenue",
12 "article_date": "2024 -11 -26",
13 "period_ending_date": "2024 -10 -31",
14 "general_time_frame": "Q3 2024"
15 },
16 {
17 "value": 1.52,
18 "value_range": 1.67,
19 "quantity": "billion",
20 "time_frame": "Q4 2024",
21 "currency": "USD",
22 "company_name": "Abercrombie & Fitch",
23 "actual_or_guidance": "guidance",
24 "financial_type": "revenue",
25 "article_date": "2024 -11 -26",
26 "period_ending_date": "2024 -10 -31",
27 "general_time_frame": "Q3 2024"
28 }
29 ]
30 }

Listing 3.1: JSON Output Example.

The model output JSON files consist of 11 main fields as shown in Listing 3.1:

• In the structure the "value" and "value_range" fields hold the numeric values

of the financial type. Suppose we have the following text appear in an article:

“the revenue is expected to be between 1.52 and 1.67 billion dollars on the last

quarter of the fiscal year”. The "value" field holds the lower boundary, in

this case 1.52 (line 17 in Listing 3.1), and the "value_range" holds the upper

boundary, here 1.67 (line 18 in Listing 3.1). When there is no range specified in

the text and there is only one numeric value tied to the financial type "value"

and "value_range" are set to the same number similarly to the setup by Li

et al. (2024). Lines 4 and 5 in Listing 3.1 display the result of this scenario.

• The "quantity" field holds a string for the magnitude of the number in

"value" and can only be trillion, billion, million, thousand, one, cent, or per-

cent as established by an enum in the JSON schema.
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• The next field "time_frame" holds the relative time frame in which the finan-

cial type occurs and should be stored preferably in a year subdivision and year

number format like "Q1 2024", "FY 2025", "H2 2023".

• The "currency" field holds the currency of the numeric value in a country

currency code format e.g., "USD"’, "EUR", "JPY".

• The name of the company to which the financial type belongs to is stored in

the "company_name" field.

• The "actual_or_guidance" field stores whether the financial type is an actual

or a guidance. In the financial domain actuals denote financial results that

have already happened, whereas a guidance corresponds to a projection for the

future.

• The "financial_type" field stores the financial type of the "value". In the

constrained approach described in Section 3.1.2 this field can only be selected

from a pool of 21 possible options as specified by an enum in the JSON schema.

In the unconstrained approach, as mentioned in Section 3.1.2, there is no lim-

itation on this string because this enum is omitted, from the schema.

• The "article_date" field stores the date the financial article/report was pub-

lished, preferably in YYYY-MM-DD format.

• The "period_ending_date field stores the ending date of the fiscal year the

company operates on, also stored in YYYY-MM-DD.

• The last field, "general_time_frame", is supposed to hold the general time

frame that is mentioned in the article, however it is not considered for evalua-

tion purposes and is now considered optional.
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Note that all of these values are allowed to be null in the schema covering cases in

which the value does not appear in the document or the model misses capturing

them.

3.2.2 Token Sampling

The JSON schema is passed to the model as a response format through an API.

When a response format is set in the API the API constrains the token sampling of

the model to follow the guidelines given by the JSON schema. This is done through

constrained decoding (Tromble and Eisner, 2006) where the model can only sample

from a limited distribution that is dictated by the schema. For example if the schema

requires the next token to be a closing curly bracket, constrained decoding makes it

so that the only token that can be sampled by the model is a curly bracket (Pokrass,

2024). In addition, since in the constrained approach the financial types require the

model to choose from the provided selection, the constrained decoding sampling is

what stops the model from choosing a financial type that is not desired. In the

schema this selection constraint is established by an enum. Omitting this enum

from the schema allows the model to generate any string and is what enables the

unconstrained approach.
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Chapter 4

Materials and Methods

In this chapter we describe our experimental setup, dataset, and evaluation metrics.

Section 4.1 restates the research questions and goes through the approaches we take

to answer them. Section 4.2 covers how the experiments are implemented. Section 4.3

contains details about the formation of our gold standard dataset used for evaluation.

Section 4.4 covers the system developed for evaluating the unconstrained approach.

Finally, Section 4.5 covers the evaluation metrics used to asses the performance of

our approaches including an example showing the calculation of the metrics.

4.1 Experimental Setup

To answer the research questions we conducted three experiments. The research

questions and their corresponding experiments are described below.

1. Does a prompt that focuses on particular financial types perform better than a

more general prompt that considers all the financial types?

To answer this research question our experiment tests the ability of the model
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to classify financial types. On one test we constrain the model by only allowing

it to choose from a predetermined pool of 21 financial types. That is, we want

the model to read through a document and only look for and identify the

desired financial types. The second test removes the constraint on financial

types from the model. This allows the model to look for and identify any

financial type when reading through the document. To compare the results

between the approaches we map the unconstrained financial types generated

by the model to one of the original 21 financial types from the constrained

approach. Any financial type that does not fit into one of the categories is

labelled as “negative” and ignored in the performance evaluation discussed in

Section 4.5.3. The details about the mapping of financial types can be found

in Section 4.4.

2. Does including definitions of the financial types in the prompt improve the

performance of the model compared to a prompt without the definitions?

In the experiment for this research question we tested the model with two

prompts, one that includes definitions of the financial types and another that

does not. Both tests have the same base prompt that includes the task of infor-

mation extraction of financial types. However one prompt contains a section

with definitions for the 21 desired financial types.

3. Do small models using a prompt with definitions that focuses on particular

financial types perform better than a larger model that uses a more general

prompt without definitions and that does not focus on particular financial types?

Our last experiment focuses on answering the 3rd research question. It in-

volves a combination of the previous experiments and tests. One test involves

including the definitions and financial type constraint. The other test does not

include definitions nor does it include the constraint on financial types.
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constrained financial types unconstrained financial types
with definitions ✓ ✗

no definitions ✓ ✓

Table 4.1: Combination of experiments. A ✓ represents a combination being con-
sidered while a ✗ represents a combination not considered.

The different combinations of the experimental variables can be seen in Table 4.1,

where a ✓ denotes a test being done and a ✗ means that combination is not considered

in any experiment. Furthermore, each combination is tested with models of different

sizes including GPT-4o, GPT-4o mini, and several open source models. We ignore

the combination of the unconstrained financial types and the prompt with definitions

as the latter could work as a soft constraint on the financial types the model looks

for and identifies. The reasoning behind the unconstrained approach is precisely for

the model to not be biased into searching for particular financial types and thus the

definitions could clash with this approach.

4.2 Implementation Details

In this thesis we consider both commercial and open-source models. The commercial

models considered are OpenAI’s GPT-4o (OpenAI et al., 2024a) and GPT-4o-mini

(OpenAI, 2024) as they were the latest models released by OpenAI at the start of

the work on this thesis. Although newer models were released and briefly considered

throughout the course of working on this thesis, specifically the GPT-5 model family,

the monetary cost to process the documents with GPT-5 was significantly higher

than for GPT-4o or GPT-4o-mini while the preliminary performance of GPT-5 was

relatively poor and thus we decided to focus only on the GPT-4o models. These

models were accessed thorugh the OpenAI API. This API offers easy compatibility

with the structured output response format which is what allows us to pass in a
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JSON schema to guarantee an output in JSON format.

For the open-source models we considered a general knowledge model, Llama3.1-

8b (Grattafiori et al., 2024), and two models fine-tuned with knowledge in finance,

Finance-Llama-8b(tarun7r, 2025) and FinGPT-8b(Yang et al., 2023). These three

models were chosen because they are able to run locally without requiring too much

computational power. Both Llama3.1-8b and Finance-Llama-8b are 4-bit quantized

versions and FinGPT-8b is 8-bit quantized. In addition, Finance-Llama-8b and

FinGPT-8b are both based on Llama3.1-8b which means comparing these models

could show how much the fine-tuning can affect performance. Llama3.1-8b and

Finance-Llama-8b were accessed directly from Ollama while FinGPT-8b was down-

loaded from Hugging Face. All three models were ran locally on a binned M4 Mac-

book Air through the Ollama API connecting to the OpenAI API.

The articles are passed to the models as .txt files. Some of the articles contain

tables and images that, when converting to simple text files, get lost or become

unstructured. Most of the images do not contain any relevant information for the

extraction task we consider so the loss of this data is unproblematic. The tables,

however, do often contain relevant information that is expected to be extracted. Our

base prompt contains an instruction explaining the loss of structure of the tables,

intended for the model to reconstruct them when extracting the information.

We use two prompts that differ only in an additional section in one of them. The

prompts are divided into two to three sections. The first section in both prompts

contains the basic instructions about the information to be extracted as well as basic

details about what to look for in the articles. The second section contains a template

example of the JSON output to show the model what the output should look like.

The third section is only included in one of the prompts as it contains the definitions

for the 21 financial types we want to extract.
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4.3 Dataset

The dataset used for evaluating the model was built from the ground up with help

from a domain expert. It consists of 49 JSON files containing various financial types

extracted from 49 financial articles and reports. Specifically we are looking for 21

different financial types as shown in Table 4.2. In its simplest form a financial type

is a monetary value, which could be a range or not, that represents a current or

projected financial result of a company. Occasionally it could also be a percentage.

They can either be a future projection, which is called a guidance, or a current

statement, called an actual. There is a time frame associated with each financial

type that shows when in a fiscal year it happened or is projected to happen.

The domain expert read through the corpus of 49 articles and manually ex-

tracted the desired information into CSV files. These CSV files were then converted

into JSON files in order to compare them with the model output. These 49 JSON

files derived from the 49 articles serve as the gold data set for the performance eval-

uation process. The articles in the data set were gathered from online news releases

such as Morningstar, Canada Newswire, QuoteMedia, and reports from financial in-

stitutions and companies. These articles were collected from the source HTML text

or downloaded as word processing documents and then converted into .txt files to

be passed to the model. They primarily contain unstructured text with occasional

sections inside the article structured as tables.

4.4 Unconstrained Financial Type Classifier

To evaluate the performance of our unconstrained approach, we need a way to com-

pare the unconstrained financial types with the financial types from our gold standard

dataset. To address this issue, we employed a two-step classification system during
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Fin. Type Description

Revenue
Represents the total amount of money a company earns from its core operations
before any expenses are deducted.

Total
Revenue

Is the sum of all revenue streams, including: Revenue from sales of goods or
services; Other income sources such as interest income, rental income, or fees.

Total
income

Refers to a company’s earnings from all sources, including operating and non-
operating income.

GAAP
earnings

Generally Accepted Accounting Principles provide a standardized way to com-
pare financial performance across companies. It refer to a company’s net income
calculated based on standard accounting rules set by the Financial Accounting
Standards Board (FASB).

Consolidated
Revenue

Refers to the total revenue reported by a parent company, including the revenues
of all its subsidiaries after eliminating intra-company transactions.

EBITDA
Earnings Before Interest, Taxes, Depreciation, and Amortization (EBITDA) is a
measure of a company’s operating profitability.

Adjusted
EBITDA

Adjusted EBITDA is a modified version of EBITDA that excludes certain non-
recurring, non-operational, or non-cash items such as: Stock-based compensation,
One-time restructuring costs, Litigation expenses.

Cash flow
Refers to the net movement of cash in and out of a company. Positive cash flow
indicates that a company is generating enough cash to cover expenses, invest,
and distribute to shareholders.

Cash Flow
From
Operations

CFFO, or Operating Cash Flow, measures the amount of cash generated by a
company’s core business operations, excluding financing and investing activities.
It is a crucial indicator of a company’s ability to sustain and grow its business.

Free Cash
Flow

FCF is the cash a company generates after deducting capital expenditures
(CapEx) from its operating cash flow. It represents the cash available to re-
pay debt, pay dividends, and reinvest in the business.

Net income
Also known as net earnings or profit, is the company’s total earnings after all
expenses, including: Operating costs, Taxes, Interest, Depreciation, One-time
expenses.

Earnings
Per Share

EPS represents the portion of a company’s net income allocated to each out-
standing share of common stock. It is a critical measure used by investors to
evaluate profitability.

Debt
Refers to the total borrowed money that a company must repay, including both
long-term and short-term obligations.

Total
debt

Is the sum of all interest-bearing liabilities.

Long-term
debt

Consists of liabilities that are due for repayment beyond one year from the balance
sheet date.

Short-term
debt

Includes liabilities that are due within one year.

Current
debt

Is a subset of short-term debt that includes obligations that must be paid within
the next 12 months.

Debt
Purchased

Refers to a financial transaction in which an investor, company, or collection
agency buys outstanding debt from the original creditor, typically at a discount.

Debt
Offered

Essentially, represents the supply side of debt financing, indicating how much
borrowing an entity is making available to the market.

New Price
Target

Is an estimate provided by financial analysts predicting a stock’s future price
within a specific timeframe.

Dividend
Refers to the total cash payment per share that a company distributes to its
shareholders as part of its profits.

Table 4.2: The 21 financial types considered in this work with a description for each.
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our evaluation process, as described in Section 4.5.3. We developed a dataset con-

sisting of 2,366 instances of unconstrained financial types, gathered by running the

unconstrained LLMs multiple times on the articles. Each unconstrained financial

type was labelled by a domain expert as one of the 21 constrained financial types or

as “negative” if it did not match any of the original 21.

To convert financial types into vectors for the classification model, we used a

vectorizer composed of two merged count vectorizers. The first count vectorizer

applied character n-grams with an inclusive range of 3 to 7, while the second used

word-level tokenization. Both were fitted on the full 2,366 instances of financial types

in our dataset. The base model used for mapping the unconstrained financial types

to the set of the 21 constrained financial types is a Linear Support Vector Classifier

from Scikit-learn (Pedregosa et al., 2011). It was initialized with default parameters,

except for random state=42 and max iter=2000.

The first step of the system involves a binary classification model, initialized as

the base model described earlier, where the classes are either “negative” or “positive”.

To develop this model, we took the 2,366 instance dataset and collapsed all annotated

labels corresponding to one of the 21 constrained financial types into the “positive”

label. For training, we used 80% of this binary dataset and tested on the remaining

20%, resulting in an F1 score of 0.93.

The second step of our system involves a 21-class classifier, also initialized as

the base model, where the 21 class labels correspond to each of the 21 constrained

financial types. To develop this second classifier, we used a subset of the original

financial type data set containing only instances where the annotated label is one

of the 21 constrained financial types. This subset comprised 233 instances. For

training, we used 80% of this subset, and the remaining 20% was used for testing,

yielding an F1 score of 0.84.
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The full system operates by first passing an unconstrained financial type to

the binary classification model. If the model returns the “positive” label, the uncon-

strained financial type is then passed to the 21-class classifier, which returns the final

label. If the binary classifier returns “negative”, that is the final label. For testing

the full system, we used the same 20% testing split as for the binary classifier but

with the original annotated labels (i.e., the 21 financial type labels plus the negative”

label) instead of just positive” and “negative”. This resulted in an F1 score of 0.92.

4.5 Evaluation Metrics

To compare the results of the different models and prompts, we calculated the Preci-

sion (P ), Recall (R), and F1 for every experiment. The output from each experiment

is compared to our gold standard dataset. We iterate through every article in the

data set comparing the gold JSON to the model output JSON. First we count the

number of items in the gold standard, that is the total number of fields in each JSON

file including those with null items; these are items for which there was no data in

the article. We do the same for the model JSON. Then we compare how many items

match between the gold and the model and calculate P , R, and F1 for the currently

processed article. The following section provides details about calculating P , R, and

F1.

4.5.1 Precision, Recall, and F1

This section focuses only on how each evaluation metric is calculated. We will discuss

how the number of matches, used in Equations 4.1 and 4.2 below, is determined in
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Section 4.5.3.

P =
number of matches between output and gold data

number of items in model output
(4.1)

R =
number of matches between output and gold data

number of items in gold data
(4.2)

F1 =
2PR

P + R
(4.3)

We define precision as the number of matches between the model output and

the gold dataset, divided by the total number of items outputted by the model,

see Equation 4.1. In other words, from the things that we got from the model,

what percent did we actually want. Recall is defined similarly but the denominator

becomes the number of items in the gold, see Equation 4.2. This is to say, from the

things that we wanted, what percent did we actually get. F1 is calculated as the

harmonic mean of P and R, see Equation 4.3. We do this for each article in the

dataset and then we calculate the average P , R, and F1 over all documents. For

documents that are empty in our gold data set, we are unable to calculate these

metrics because it would result in a division by zero and so the metrics for those

documents are not considered when calculating the average. Thus the denominator

for the average of each metric is the total number of documents, 49, minus the number

of empty documents. A document is empty when the text article it comes from does

not include any specific financial types. Such articles are fairly common in the real

world, which is why a few are included in our gold dataset as empty documents.

Thus if an article that does not contain any relevant information is passed to the

model, we expect the model to produce an empty output.

We also calculate an aggregated version of the metrics where we take all of the

counts from all articles as if it were one “super document”. That is, we sum up the

counts from all the gold documents, from the model output for all documents, as
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well as all the matches between them and then calculate the metrics for this “super

document”. We include this aggregated version because there are certain documents

in the gold dataset that are empty, leaving us with a division by 0 for the recall in

some articles. Thus, when the gold standard contains nothing we expect the model

to extract nothing. The aggregate evaluation let’s us consider the model output in

the scenario of an empty gold whereas they are excluded in the calculations for the

regular average metrics.

4.5.2 Rate of Extra Rows in Empty Documents

To further evaluate the performance of the model in ignoring unnecessary informa-

tion in documents without relevant information we also measure the rate of rows

generated by the model for documents for which the gold standard is empty. We call

this metric EER or extra empty rate and it is the average number of rows generated

by the model for documents with an empty gold standard, see Equation 4.4.

EER =

number of rows generated by the model for a document
with an empty gold standard

number of documents with an empty gold standard
(4.4)

4.5.3 Identifying Rows to Compare

In order to compare the model output against the gold dataset it is necessary to

identify which row from the model output is analogous to which row from the gold.

Here we denote a “row” to be the sequence of fields related to one financial type, in

essence the sections between the curly brackets inside the extracted_items array

of the output shown in lines 3 through 15 in Listings 4.1 and 4.2. We go through the

model output from each article and start iterating through the rows from the Gold.

32



We compare the current row from the Gold to each row from the model output.

First we consider the "actual_or_guidance" fields, line 10 in Listings 4.1 and 4.2.

If they are the same we then check that the "financial_type" fields are also the

same, line 11. For unconstrained financial types we use the classifier described in

Section 4.4. If they are the same we do a final check on the "value" field, where we

multiply the value by the magnitude in the "quantity" field to determine wether

the amount represented in the Gold is equivalent to the amount represented in the

model output. The "value" in the Gold in Listing 4.1 is 1.25, multiplied by the

"quantity" of billion giving 1,250,000,000, which is equivalent to the "value" in

the Model Output, 1,250, multiplied by its "quantity", million. If this final check

returns true we consider the rows to be referencing the same financial type from the

article and can proceed to count the matches between the rows.

1 {
2 "extracted_items": [
3 {
4 "value": 1.25,
5 "value_range": 1.25,
6 "quantity": "billion",
7 "time_frame": "FY 2021",
8 "currency": "CAD",
9 "company_name": "CN",

10 "actual_or_guidance": "guidance",
11 "financial_type": "debt_offered",
12 "article_date": "2020 -04 -30",
13 "period_ending_date": null ,
14 "general_time_frame": null
15 }
16 ]
17 }

Listing 4.1: Gold Output Example
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1 {
2 "extracted_items": [
3 {
4 "value": 1250,
5 "value_range": 1250,
6 "quantity": "million",
7 "time_frame": "Q3 2021",
8 "currency": "CAD",
9 "company_name": "CN",

10 "actual_or_guidance": "guidance",
11 "financial_type": "debt_offered",
12 "article_date": null ,
13 "period_ending_date": null ,
14 "general_time_frame": null
15 }
16 ]
17 }

Listing 4.2: Model Output Example

From here we check the equivalence of every field between the current gold row

and the analogous model row. We describe this process below using the example in

Listings 4.1 and 4.2.

• The "actual_or_guidance", "financial_type", and "value" fields have al-

ready been assessed in the previous step so they can now each add 1 to the

match count. For our example in Listings 4.1 and 4.2 current matches = 3.

• Then we continue by checking the "value_range", where we use the same

process that we did for "value", i.e., taking into account the "quantity"

field. In this case for our example we get another match, current match count

= 4.

• For checking the "quantity" field since the equivalence check for "value"

returned true it means that the "quantity" in the gold and model rows are

equivalent so we count them as a match, current matches = 5.

• The "time_frame" is evaluated by first parsing the string to check for two

things, the year subdivision and the year number. For our example, line 7 in

our gold sample contains "FY" as the year subdivision and "2021" as the year

number. Parsing the model output sample we get "Q3" and "2021". Although
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the year numbers are the same, the year subdivision is different and thus the

time frames are not considered a match and our count does not increase, current

matches = 5.

• For "currency" we check that both strings are exactly the same, in this case

they both are "CAD" so the match count increases, current matches = 6.

• Checking the "article_date" also requires an exact match to increase count.

On our example since "2024-04-30" in the gold is not equal to "null" in the

model output the count remains the same, current match count = 6.

• The"period_ending_date" is checked the same way as the previous field.

Both examples are "null" so the counter increases by one, current matches =

7.

The only field not considered is the "general_time_frame" as this is an optional

field.

With the full count of the matches we can now calculate P , R and F1. The total

number of items in the model output and gold are both equal to 10. We get this

from counting the number of fields being considered which are all of those between

lines 4 and 13 in both Listings 4.1 and 4.2. We calculate P from Equation 4.1 and

get 7/10 = 0.7, 7 matches over 10 items from model. From Equation 4.2 for R we

also get 7/10 = 0.7, 7 matches over 10 items from gold standard. Thus we can now

calculate F1 based on Equation 4.3, resulting in 2(0.7)(0.7)
0.7+0.7

= 0.7.

Note that we are not calculating P, R, and F1 individually for each row. The

metrics are calculated only after having identified all of the rows in the model output

that are analogous to rows in the gold. Suppose that in our example we had 2 rows

total in the gold and 3 rows total in the model output but only one row was analogous

between them, e.g., the same one we considered from Listings 4.1 and 4.2. Then the
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count of matches would remain the same, 7, but the total number of items in the

model output would be 30 and the total number of items in the gold would be 20.

In this case P would give us 7/30 = 0.2333, R would be 7/20 = 0.35, and F1 would

be 2(0.2333)(0.35)
0.2333+0.35

= 0.2776.
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Chapter 5

Experimental Results

In this chapter we present the results gathered from our experiments. Section 5.1

covers our main results with the commercial models and answers each of our research

questions. Section 5.2 discusses other observations from our results and discusses the

results for the open-source models.

5.1 Overview of Results

Average Aggregate
# Defs Cons Model

P R F1 P R F1 EER
1 No Yes gpt-4o 0.328 0.468 0.353 0.274 0.433 0.336 2.167
2 No Yes gpt-4o-mini 0.355 0.461 0.381 0.299 0.455 0.361 4.667
3 No No gpt-4o 0.447 0.407 0.396 0.467 0.418 0.442 0.000
4 No No gpt-4o-mini 0.505 0.413 0.435 0.521 0.415 0.462 0.167
5 Yes Yes gpt-4o 0.402 0.530 0.426 0.365 0.468 0.410 1.667
6 Yes Yes gpt-4o-mini 0.360 0.438 0.374 0.309 0.408 0.352 3.167

Table 5.1: Results from all experiments with OpenAI models. The best score for
each evaluation metric column is shown in boldface.

The results for all of our experiments with commercial models are shown in Table

5.1. The first column, “Defs”, shows whether the prompt used included definitions,

“Yes”, or not, “No”. Similarly, column 2 (“Cons”) shows whether the schema used
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contained the financial type constraint, “Yes”, or not, “No”. Column 3 contains the

name of the model used. Columns 4 through 6 contain the average P , R, and F1

respectively and columns 7 through 9 contain the aggregated or “super document”

versions of those metrics; see Section 4.5.1 for the differences between these metrics

and how they are calculated. The last column, EER (extra empty rate), contains

the average number of rows generated by the model on documents where the gold is

empty; see Section 4.5.2 for an explanation of this metric, and how it is calculated.

5.1.1 Results for RQ1

Does a prompt that focuses on particular financial types perform better than a more

general prompt that considers all the financial types?

We can answer this question by looking at rows 1–2 of Table 5.1 for the con-

strained approach and rows 3–4 for the unconstrained approach. Focusing on GPT-

4o only at first, we can see that the unconstrained approach, row 3, that considers

all financial types has a considerable higher F1 (0.396 average and 0.442 aggregate)

than the constrained approach, row 1, that focuses on 21 financial types only (0.353

and 0.336). This is an increase of 12.24% in performance for the average and 31.52%

for the aggregate. Similarly, GPT-4o-mini also has improved F1 between the uncon-

strained, row 4 (0.435 and 0.462), and constrained, row 2 (0.381 and 0.361), setting

going up by 13.97% for average and 28.07% for aggregate, respectively. From these

results we can determine that the answer to this research question is “no”. In other

words, a prompt that focuses on particular financial types does not perform better

than a more general prompt that considers all the financial types.

When wanting to extract specific information from text with a model it might be

natural to assume that by being explicit about what to look for the model should be

better at getting the information that we want based on studies on in-context learning
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(Brown et al., 2020; Reynolds and McDonell, 2021) and constrained decoding (Geng

et al., 2023). However as our results show this is not the case for this particular

problem of financial information extraction. This seems to be because when we are

constraining the model output we are not just making the model look for a specific

set of financial types, but we are also making the model label what it encounters only

as one of those specified financial types. What this means is that if there is a financial

type that is not being considered, say an EBIT (earnings before interest and taxes),

but that is similar to one that is considered, in our study an EBITDA (earnings before

interest, taxes, depreciation and amortization), if the model extracts it by mistake

it would only be allowed to label it as one of the financial types in the provided

set. This is not the case for the unconstrained approach because, while it allows the

model to extract any financial type present in a document, it also allows it to label

it with any financial type and thus we get less propensity for miss-classification and

the financial types that are not considered can just be ignored.

For a direct example of this error let’s consider the following excerpt from one

of the article in our dataset:

“... adjusted its expected earnings before interest and taxes (EBIT) for

2024 to 5.8 billion euros ...”

Our gold data set for this article does not contain the value present here, specifi-

cally the 5.8 billion euros, as "EBIT" is not one of the financial types we focused on

in this study. However, this value did appear in the output of GPT-4o-mini with

constrained financial types and definitions in the prompt as an "EBITDA" and in

the output of GPT-4o-mini with the constrained approach without definitions in the

prompt as an "earnings per share". Both of these model-approach combinations

are penalized in the evaluation, specifically in the precision, lowering the percent-

age of items shared between the model output and the gold data set, see Section
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4.5.3 for evaluation details. In contrast, the output of of GPT-4o-mini with the

unconstrained approach and no definitions in the prompt extracted this value as

"earnings before interest and taxes" which makes the whole row be ignored in

the evaluation process as the classifier described in Section 4.4 labels this financial

type as "negative".

5.1.2 Results for RQ2

Does including definitions of the financial types in the prompt improve the perfor-

mance of the model compared to a prompt without the definitions?

For this question we can look at rows 1–2 of Table 5.1 for our control without

definitions and rows 5–6 for the approach with definitions. For GPT-4o with defi-

nitions, row 5, the F1 was higher (0.426 average and 0.410 aggregate) than without

definitions, row 1 (0.353 average and 0.336 aggregate), by 20.83% for the average

and 22.13% for the aggregate. On the other hand, GPT-4o-mini with definitions,

row 6, had slightly worse F1 (0.374 average and 0.352 aggregate) than without the

definitions, row 2 (0.381 average and 0.361 aggregate), having a decrease of 2.04%

for the average and 2.44% for the aggregate. From these results it seems that the

definitions help improve performance in bigger models while slightly decreasing per-

formance in smaller models. Thus, the answer to our research question is “yes”, at

least for larger models.

One possible explanation for why only the larger model benefited from the

definitions is that larger models tend to be more sensitive towards in-context learning

(Shi et al., 2024). Since the definitions are given to the models through the main

prompt, higher capacity towards learning from the information that appears in the

prompt could lead to these better results for the larger model.
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5.1.3 Results for RQ3

Do small models using a prompt with definitions that focuses on particular financial

types perform better than a larger model that uses a more general prompt without

definitions and that does not focus on particular financial types?

To answer this question we can primarily focus on rows 3 and 6 of Table 5.1.

Row 3 shows the results for the larger GPT-4o model without definitions and using

the unconstrained approach while row 6 shows results for the smaller model GPT-4o-

mini with definitions included and using the constrained approach. We can see that

the performance of the smaller model, row 6 (0.374 average and 0.352 aggregate),

did not surpass that of the larger model, row 3 (0.396 average and 0.442 aggregate),

having an F1 decrease of 5.68% for the average and a decrease of 20.34% for the

aggregate. From these results we can determine that the answer to this research

question is “no”. In other words, a small model using a prompt with definitions that

focuses on particular financial types does not perform better than a larger model

that uses a more general prompt without definitions and that does not focus on

particular financial types.

Based on the results from the previous research questions we know that including

definitions does not help the smaller model but it does help the bigger model. In

addition, the unconstrained approach leads to better performance. This combination

of factors makes it so that the approach considered for the smaller model in this

research question results in a lower advantage than initially hypothesized. What is

surprising however is that when reversing this approach combination between the

model sizes, i.e. an unconstrained smaller model without using definitions (row 4)

vs. a constrained larger model with definitions (row 5), the results for the smaller

model not only beat the larger model but also achieve the highest score of all our

experiments.
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5.2 Other Observations

Across the results we see a trade-off between P and R where some approach com-

binations increase one of these metrics while decreasing the other. Specifically we

notice that using an unconstrained schema without definitions (rows 3–4 in Table 5.1)

tends to increase P and decrease R when compared to using a constrained schema

without definitions (rows 1–2), on both model sizes. Similarly, including definitions

and using the constrained schema (row 6) also increases P while reducing R when

compared to not including definitions and still using the constrained schema (row

2) at least for the smaller model. For the bigger model this last comparison does

not hold as both P and R increased. Since one of the main uses for the extracted

information is for stock prediction, a higher incidence of relevant information with

some missing information, i.e., high P and low R, is slightly preferred over having no

missing information with too much irrelevant or incorrect data, i.e., high R and low

P . With a higher P we can guarantee that the extracted information is accurate and

useful for the stock prediction while having a low P could indicate a high incidence

of erroneous items that could incorrectly affect the predictions.

Looking at the model size, the smaller GPT-4o-mini had higher average and

aggregate F1 scores than the larger GPT-4o in two out of the three approach combi-

nations considered. Notably the combinations that did not include definitions in the

prompt (rows 1–2 and 3–4) had GPT-4o-mini achieving a higher score than GPT-4o,

while the only combination where this was reversed, GPT-4o beating GPT-4o-mini,

was when the definitions were present (rows 5–6). Why this is the case is not entirely

clear, but at least for the definitions, it could be because the bigger model is better

at learning from the prompt than the smaller model (Shi et al., 2024).

The model approach combination with highest performance was GPT-4o-mini

without definitions and with an unconstrained schema, row 4. This combination
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achieved the highest score in P and F1 for both the average and aggregate evaluation

metrics. For both average and aggregate Rs, however, the best performance came

from GPT-4o with definitions and with a constrained schema, row 5, which also

achieved the second highest F1. The fact that the aforementioned combination with

GPT-4o-mini achieves the highest F1 is great news for deploying this combination

at scale as the average cost per processing an article is around 93.5% less than the

combination with the second highest F1 that relies on GPT-4o. This is an average

per article of 0.10¢ for running GPT-4o-mini vs 1.55¢ for running GPT-4o (values in

cents of USD) which may not seem like much of a difference by itself but for running

hundreds of articles a day every day the cost can quickly add up.

Looking at the EER column, the combination with the lowest rate of model

generated rows in documents for which the gold standard is empty is that with no

definitions and with the unconstrained approach (rows 3–4). Both models got very

low rates, with GPT-4o getting 0 and GPT-4o-mini getting 0.167. It is notable

that the bigger model tended to have a lower rate than the smaller model in all

combinations.

5.2.1 Results for Open-source Models

Average Aggregate
# Defs Cons Model

P R F1 P R F1 EER
1 No Yes llama3.1-8b 0.112 0.243 0.137 0.102 0.209 0.137 5.333
2 No Yes finance-llama-8b 0.033 0.027 0.017 0.015 0.017 0.016 1.333
3 No Yes fingpt-8b 0.000 0.000 0.000 0.000 0.000 0.000 1.000
4 No No llama3.1-8b 0.206 0.191 0.181 0.214 0.172 0.190 0.833
5 No No finance-llama-8b 0.015 0.009 0.011 0.016 0.009 0.011 7.167
6 No No fingpt-8b 0.003 0.007 0.004 0.024 0.006 0.009 0.167
7 Yes Yes llama3.1-8b 0.151 0.252 0.170 0.110 0.210 0.144 5.000
8 Yes Yes finance-llama-8b 0.055 0.045 0.037 0.039 0.028 0.033 0.333
9 Yes Yes fingpt-8b 0.017 0.005 0.007 0.010 0.005 0.007 4.500

Table 5.2: Results from all experiments with open-source models. The best score for
each evaluation metric column is shown in boldface.
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The previous discussions have only considered the results for the OpenAI mod-

els, whereas this section will focus on the open-source models.

The results from the open-source models were overall much lower than those for

the commercial models. Specifically, the models fine-tuned for the finance domain,

FinGPT-8B and Finance-Llama-8B, scored very poorly. This poor scoring could be

indicative that this task of financial information extraction is too complex for the

size and quantization levels of these models. In addition, the financial tasks trained

into the fine-tuned models was primarily targeted towards sentiment analysis and

although IE was also included in training, this was targeted more towards named

entity recognition and not the task of specific finance IE covered in this thesis. Thus,

we report their results in Table 5.2, but we will only discuss the scores for the non-

fine-tuned model, Llama3.1-8B, which performed best of the open-source models

considered.

We observe that the unconstrained approach, row 4, shows a significant im-

provement in the F1 score (0.181 average and 0.190 aggregate) compared to the

constrained approach, row 1 (0.137 average and 0.137 aggregate). This represents a

32.12% increase in the average and a 38.69% increase in the aggregate. These results

are relatively consistent with the larger commercial models and further support our

discussion for RQ1 in Section 5.1.1.

Furthermore, we observe that the inclusion of definitions, row 7, yields signif-

icant improvements in the F1 score (0.170 average and 0.144 aggregate) compared

to not including definitions, row 1. This corresponds to a 24.09% increase in the

average and a 5.12% increase in the aggregate. These results align with trends seen

in the larger models and further support our discussion for RQ2 in Section 5.1.2.

We also note a trade-off between P and R as discussed in Section 5.2. Specifi-

cally, the unconstrained approach (row 4) shows an increase in P and a decrease in R
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when compared to the constrained approach (row 1), similar to the trends observed

in the larger models. Additionally, similar to the results for GPT-4o (rows 1 and 5

in Table 5.1), the inclusion of definitions (row 7 in Table 5.2) improves both P and

R compared to not including definitions (row 1), but with the increase in P being

smaller than the increase in P using the unconstrained approach (row 4) compared

to the constrained approach (row 1).
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Chapter 6

Conclusions

Making accurate stock market predictions relies on extracting relevant information

from financial news releases and company reports. In this work, we explored vari-

ous approaches to financial information extraction (IE) using large language models

(LLMs). These approaches emerged from distinct characteristics of working with

LLMs. First, we examined the effects of constraining the model to specific financial

types it could extract. Second, to disambiguate between similar terms and refine

the earlier constraints, we incorporated definitions of the financial types into the

prompt. Finally, we also investigated how model size impacts the performance of

these approaches. Thus, this thesis presented and addressed the following research

questions:

RQ1) Does a prompt that focuses on particular financial types perform better than

a more general prompt that considers all the financial types?

RQ2) Does including definitions of the financial types in the prompt improve the

performance of the model compared to a prompt without the definitions?

RQ3) Do small models using a prompt with definitions that focuses on particular

46



financial types perform better than a larger model that uses a more general

prompt without definitions and that does not focus on particular financial

types?

Our results for RQ1 indicate that constraining the extraction of financial types per-

forms worse than the unconstrained approach because the model tends to misclassify

financial types not included in the constrained list as one of the considered financial

types, particularly when there is semantic similarity between an unconsidered finan-

cial type and one in the constrained set. However, for the unconstrained approach,

financial types not in the target set can be filtered out using a trained classifier

that distinguishes between the considered and unconsidered types. For RQ2, our

findings suggest that including definitions of financial types in the prompt is most

beneficial for larger models, whereas smaller models exhibit little to no improvement.

This discrepancy may stem from larger models being more easily influenced through

in-context learning, and thus giving more attention to details in the prompt, than

smaller models (Shi et al., 2024). Finally, regarding RQ3, our results show that a

smaller model with definitions and constraints does not outperform a larger model

without these approaches. However, we also observe that a smaller model without

definitions or constraints can sometimes surpass the performance of a larger model

across any given approach combination. Specifically, using this combination with

GPT-4o-mini achieved the highest performance out of all our tests, meaning that

applying this method at scale requires a much lesser financial cost than using a

larger model.
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6.1 Future Work

In this work, we primarily conducted experiments using two commercial models from

OpenAI, GPT-4o and GPT-4o mini, as well as several open-source models. Future

work could focus on testing additional models from diverse families and sizes, includ-

ing both commercial and open-source options, to further generalize and strengthen

the conclusions of this study. Another promising direction for future work involves

fine-tuning models specifically for this particular task of financial IE. While some of

the open-source models tested in this work were selected due to their pre-existing

financial knowledge, none were explicitly trained for this specific type of financial IE,

which extends beyond basic entity recognition. As Dagdelen et al. (2024) demon-

strate, fine-tuning for complex, domain-specific IE tasks yields significant perfor-

mance improvements, a strategy that could be considered to enhance the task ad-

dressed in this work. The primary goal of the IE task in this work was to extract

information for stock market prediction, where the extracted data serves as input for

a predictive model that estimates stock prices. A potential future exploration could

involve training a LLM to directly read through documents, e.g. company reports

and news releases, and output stock predictions, bypassing the IE step entirely.
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