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Abstract

Authenticated Encryption with Associated Data (AEAD) ciphers are widely
used in transport security, especially since their use is mandatory in TLS 1.3. They
are valued for providing both confidentiality and data integrity with minimal per-
formance cost. However, AEAD ciphers are rarely used for encrypting data at rest.
While major cloud providers use AEAD to encrypt individual objects in object stor-
age, other types of storage systems typically do not. In this thesis, we examine how
AEAD encryption methods can be integrated into software-defined storage (SDS)
systems and evaluate their impact in terms of performance, scalability, and security.
We use Ceph as a case study, as it is one of the most widely used open-source SDS
platforms. Our goal is to make our findings applicable to other SDS solutions as
well. Our evaluation indicates that AEAD ciphers are a viable option for encrypting

data at rest in SDS environments.
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Chapter 1

Introduction

In recent years, software defined storage (SDS) systems have become increasingly
popular because these systems can be hosted on-premise and have been proven to
be a more cost-effective and cost-stable alternative to hosting data in cloud storage
systems [1]. As a result, these systems are also increasingly being used to store sensi-
tive data [2]. Such sensitive assets should be stored at rest in a manner that enables
only authorized parties to access and modify them, while keeping them confidential
from unauthorized parties [3]. However, based on our review of SDS systems, we
found that most did not verify whether or not the ciphertext being read had been
tampered with by an unauthorized source. Instead, these solutions relied on “poor
man’s authentication” [4], that is, they do not implement proper authentication al-
gorithms. Instead, they rely on the fact that manipulating ciphertext produces a
random byte pattern that should be detected as an error in the upper layers of the
input and output (I/O) stack. This problem also extends to metadata, which for
example can describe the location of the data. If an attacker swapped the metadata
for two different ciphertexts, the decryption result would be valid plaintext, and an

application might not detect any unauthorized changes.



Table 1.1: Client-Side Encryption & Ciphertext Integrity Verification in common
Software Defined Storage Systems

SDS System Client-Side | Integrity Integrity Integrity
Encryption | Verification® | Verification | Verification
for BS** for files

Ceph[6] Yes No No No
Hadoop[7] Yes No N/A No
OpenStack Swift[8] || Yes No N/A N/A
Lustre[5] Yes No N/A No
GPFS[9] Yes No N/A No
Azure[10] Yes Yes No No
AWSJ[11] Yes Yes No No
Google Cloud[12] Yes Yes No No

*Provide tools to enable client-sided integrity verification of ciphertext for any storage
interface

**Provide solution to enable a client-sided integrity verification of encrypted data in block
storage

For example, in Table 1 we can see that all typically used SDS systems like Lustre [5],
Ceph [6] and cloud-based systems provide means for client-side encryption. However,
SDS systems most often do not provide means to verify the integrity or authenticity
of the received ciphertext. Only the major cloud providers do this in their object
storage interfaces, while other storage interfaces lack this feature. We theorize that
this is the case because cloud providers adapt to security trends more quickly than

community-managed open-source SDS systems.

Figure 1.1 illustrates two possible scenarios in which an attacker can manipulate
ciphertext in an SDS system. In both scenarios, without any ciphertext verification
methods in place a client cannot deterministically determine if the read ciphertext it
received from the storage node has been illegally modified or forged by an attacker.
By doing so, an attacker could induce errors in the client or, by reusing old recorded
ciphertext with forged metadata, cause desired behavior to occur. Since SDS systems

are typically distributed systems it is enough for the attacker to compromise only one
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Figure 1.1: General Attack on SDS System [13]. (1) Unauthorized modification on
authorized storage server. (2) Attacker poses as storage server.

node for this attack to be successful. In the second scenario an attacker managed to
authenticate itself as a storage node and can thus provide the client with arbitrary
data. Again, if an attacker were to send valid ciphertext with forged metadata then
a client would not be able to discern that. For example, if a client wants to fetch a
file called “client_A.txt” an attacker could send him the encrypted content of the file
“client_B.txt”. If the files have equivalent valid structures, the application will not
throw any syntactical errors. To identify the attack, users must discern any semantic

problems, which may result in the attack going undetected.

While these common attack scenarios have largely been neglected in the context of
security at rest, especially within the domain of SDS systems, it is vital to acknowl-
edge their potential implications and develop strategies to address them effectively.
Therefore, the aim of this thesis is to integrate and evaluate several methods of ensur-
ing ciphertext integrity within SDS systems. We implemented our methods within
the widely adopted SDS Ceph [6] to realize our proof-of-concepts to subsequently
generalize our methods to other SDS systems. We chose Ceph because, with over

1 EiB (almost 2 EiB at the start of 2025) of data stored across the clusters partic-



ipating in the Ceph user study [14], it is one of the most widely used and mature

open-source SDS systems.



Chapter 2

Background

This chapter introduces essential fundamentals on which all of our SDS encryption
methodologies are based. First, we will introduce a fundamental information secu-
rity model and then give an introduction within SDS systems. Specifically, we will
introduce Ceph the SDS system our solutions are based on. Next, we will examine
the difference between an I1/0O path in a traditional UNIX-based system compared to
SDS systems. Subsequently, we present several approaches to SDS encryption along
an SDS I/0 path. Finally, cryptographic primitives used throughout this thesis are

introduced.

2.1 Information Security

A very commonly used information security model is the CIA-Triad, which consists
of the goal dimensions Confidentiality (C), Integrity (I) and Availability (A) [3].
The central idea behind this triad is that any decision in an information system
will somehow affect the balance between these three dimensions, because although

all three dimensions are critical to the security of information systems, they are in
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Figure 2.1: Confidentiality, Integrity, Availability (CTA) Triad [13]

conflict with each other (according to the CIA-Triad model). Depending on the
context, the CIA-Triad can be defined differently [3]; here we refer to the CIA-Triad

definition of the US Department of Justice’s E-Government Act [15].

The dimension of Confidentiality is about keeping information accessible only to
authorized parties [15]. This is commonly achieved using encryption methods, where
the information contained within a ciphertext cannot be accessed (understood) unless

the necessary keys are provided to only those with authorized access.

In contrast, Integrity is ensuring that information is only modifiable by authorized
parties [15]. This can be implemented using access control methods where only
authorized users can access certain information. From a cryptographic perspective,
the integrity of ciphertext is typically maintained using an additional authentication

tag that can only be created and verified by authorized sources.

Lastly, availability is about ensuring that information is accessible in a timely man-
ner [15]. Denial-of-service attacks, for instance, aim to disrupt the availability of
information by overwhelming a service with requests, causing legitimate requests to

take longer to process or not to be processed at all [3].

These dimensions are in a conflicting relationship with one another, which is fre-

quently illustrated as a triad shape, as depicted in Figure 2.1. For example, en-



crypting data will increase confidentiality but will decrease data availability since
new systems (and overhead) need to be introduced to make encryption feasible, like
a key management system. Therefore, to design information security systems, it is
crucial to evaluate each modification to an existing information system within its
context and requirements [3]. After all, a 5ms encryption overhead for tape storage

systems is not as significant as a bms overhead for a car crash system.

2.2 Software-Defined-Storage Systems

Software-Defined-Storage (SDS) systems are about aggregating storage resources into
one (or multiple) software endpoints . In the SDS model, storage is decoupled from
hardware in such a way that it does not matter to the users of the system where the
data is physically stored [1] [16]. However, SDS systems often provide more services
than just storage itself, for example they often duplicate data to make it available
in outage scenarios and implement other means to make services more resilient and

performant [1].

All SDS systems consist of clients that issue I/O requests to the system and storage
nodes that work based on these requests. The storage endpoints of SDS systems
are often based on common I/O interfaces like block storage, file storage or object

storage [1].

Today, every large storage system will use some form of SDS system to manage large
amounts of physical storage [1] [16]. However, many of these are closed source SDS
systems used by common cloud vendors e.g. AWSI[17], Azure[18], Google Cloud[19].
But there are also open-source alternatives that reveal how these systems work, like

Hadoop[20], Lustre [5] or Ceph [6].



2.3 SDS System: Ceph

Ceph is an SDS system that was primarily designed to store large amounts of data in
a very resilient manner on commodity hardware [6]. This is mostly realized through
the direct communication between storage nodes in Ceph, known as Object Storage
Daemons (OSDs), and clients. Hence, scaling up the storage resources (adding more
storage nodes) also increases the number of clients that can be served. To achieve di-
rect communication between clients and storage nodes without a middleman, clients
place data according to the CRUSH algorithm [21]. This placement algorithm com-
putes which OSD should store a set of data, ensuring that when a set of data is read,
CRUSH can locate the OSD with the highest chance of holding the data. To locate a
a set of data with CRUSH a client needs to know the cluster layout! and the logical
position and name of the desired resource within the Ceph cluster [6]. After a set
of data is written to an OSD, it replicates the data to other OSDs so that the data
can still be accessed in the event of an OSD failure. By default Ceph configurations,

each data set is replicated across three OSDs.

Ceph can be used as a file store, block storage, and as an object storage following the
S3 specification [22][6] even though its backend, specifically the CRUSH algorithm,
and OSD only work on object storage logic. To achieve this, all Ceph clients are
responsible not only for finding the appropriate OSD to perform 1/0, but also for
mapping I/O from all supported storage formats to an object format and vice versa
[23]. The protocol responsible for this mapping and for 1/O between clients and
storage servers is called “Reliable, Autonomic Distributed Object Store” (Rados)
[23]. Figure 2.2 gives an abstract overview on what a write looks on a Ceph client.
First, an application issues an I/O request to a Ceph storage interface. In this Figure,

the application issues a request to the Ceph block storage (RBD) interface. Then,

IThis is distributed repeatedly to all Ceph clients. The cluster layout consists of, among other
things, the TP addresses of OSDs and other Ceph components.
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Figure 2.2: Ceph Client Write Workflow

the block storage request is mapped to a Rados object, and finally, the write request

is issued to the Ceph cluster.

The Rados protocol is one of the central components of the Ceph architecture. In
Ceph, a Rados object is uniquely identified by its membership in a Rados pool and
its name. Access to these objects is typically granted in terms of pool affiliation and
could be further restricted by the use of namespaces within a pool. Therefore, read

and write permissions in Ceph are primarily based on Rados pool permissions [23].

The block storage interface in Ceph is called “Rados Block Device” (RBD) [6] and
functions like a typical UNIX block device [24]. This interface is most often used
by systems that manage virtual compute resources, like virtual machines, and need
a scalable block storage service [25]. In contrast, the Ceph filesystem (CephFS) is
primarily used to expose a scalable and high performance filesystem to end users
[6]. CephF'S introduces a new component, the metadata server (MDS), which is re-

sponsible for managing file metadata. By using one (or multiple) MDS the CephF'S



filesystem can be mounted by several clients at the same time. Lastly the S3 compat-
ible object store is called “Rados Gateway” (RGW) [6] and works differently than the
other interfaces. In contrast to RBD and CephFS, RGW can be accessed by using
an HTTP S3 client, therefore clients in RGW do not directly communicate to OSDs
through Rados but rely on a Rados Gateway. This gateway will receive HTTP(S)

calls from clients, that will then transmit these requests via Rados to storage servers
[6].

A core performance issue with Ceph is its write performance [25], because a write
in Ceph involves a distributed transaction across 3 OSDs [6]. Using Rados a Ceph
client writes data to an appropriate primary OSD chosen through CRUSH. After
the primary OSD writes the data, it replicates the data to a secondary OSD, and
once that secondary OSD has written the data, the primary OSD consults another
secondary OSD to replicate the data. Only after the second secondary OSD has
completed the write operation does the primary OSD give the client acknowledgment
that the write operation is complete. Replicating data in this sequential manner has
massive performance drawbacks, but it has persisted within the Ceph architecture
because it guarantees a high degree of durability in case of failures [6]. In contrast,
read operations are substantially faster in Ceph because they involve a single read

operation from one of the three OSDs that replicated the data [6].

2.4 1/0 Path to Storage

Figure 2.3 illustrates the typical I/O path of an operating system. At the highest
layer, a user application wants to perform I/O to hardware, which is at the lowest
layer. However, since the user application is not permitted to be coupled to a specific
piece of hardware, the OS is responsible for mediating between 1/O from the user

application and the hardware [26]. The layers in between implement the functional-

10



User-level 1/0 Software

Device-independent OS
software

Device Drivers

Interrupt handlers

Hardware

Figure 2.3: I/O Path in an Operating System from User I/O to Hardware [26]

ity which makes up the mediation process of the OS. To perform the mediation, the
operating system exposes a general interface to the application? and internally per-
forms these operations using device drivers that know how to handle these operations
on specific hardware [26]. In the case of storage systems, I/O is about performing

read or write operations to a storage medium.

SDS systems follow the same general I/O path, but unlike Figure 2.3, which assumes
a single computer system, an SDS system will involve several such OS I/O stacks
which are put on top of each other, since SDS systems involve a cluster of computers
[1]. Figure 2.4 gives two examples on how an SDS client could perform I/O to an
SDS cluster node. In the case of Client A, the application is not aware of the SDS
cluster since all I/O calls are done through the operating system. This happens, for
example, if an application reads from a CephFS file which is mounted on a Linux
system. In such a case, the application does not have to call any specific CephFS
function. Instead, the application will use the system call open() and the operating
system will figure out how to open a CephFS file using the CephFS driver library
inside the Linux kernel [6]. In the case of Client B, the application incorporates an
SDS Driver library to perform I/O to the SDS cluster and is therefore aware of the

SDS system. For example, if an application wants to open a CephFS file directly,

2For example generic write() or read() functions

11



it can incorporate the CephFS user space library and use the ceph_open() function.
Once the I/0 request has reached an SDS cluster node the SDS daemon receives the
request and starts the I/O to the actual storage medium like seen in the Figure 2.3.
Henceforth, an I/O path as seen in Client A will be called a kernel space Client and

client B, a user space client.

Client A Client B
Application 1/0 Application 1/0
Operating System SDS Driver Lib
SDS Driver

Cluster Node !
SDS Daemon

Operating System

Device Drivers

Storage Hardware

Figure 2.4: SDS I/O Path from Application I/O to Storage Hardware

In addition, there are several opportunities along this I/O path to cache data to po-
tentially speed up I/O [26]. The application, the operating system, the SDS driver,
or even the cluster node SDS daemon may employ caches to speed up 1/O. For in-
stance, the Ceph, the RBD and CephFS drivers implement a client local cache to
increase 1/O performance. For both Ceph frontends the main benefit of relying on
caches is to speed up write operations in Ceph [25]. Figure 2.5 demonstrates why
write performance is improved when, for example, CephF'S employs its cache (anal-
ogously for RBD). On the left side, the application writes data to CephF'S through
the operating system, this data is written to the CephFS cache. After the data has
been written to the cache the application receives the acknowledgment that the write

operation has been completed. In the background, CephFS will asynchronously flush

12



With CephFS Cache Without CephFS Cache
Application I/O Application 1/0
Ack(7)
Write (1) Operating System Ack(3) Write (1) Operating System
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Write (2)
> CephFS Cache Write (2) l
Write (3) ) Write (5)
ASynC Flush Prlmary
Write (1) Write (3
Prlmary { | Ack (@) OSD Ack(e)
Ack (2) OSD  ack(@) Secondary Secondary
OSD
Secondary Secondary OSD

Figure 2.5: Caching on the Ceph client versus no caching.

data in the cache to the primary OSD that will replicate the data using a distributed
write transaction. In contrast, on the right side, CephFS does not employ caching.
Thus the writing application only receives the write acknowledgment after the data
has been replicated across all three OSDs. This direct write process requires much
more time than writing the data to a local client cache, so a common way to speed

up I/0O in Ceph is to leverage client caches [25].

2.5 Storage Encryption Opportunities

In Linux systems, block storage is the preferred storage backend for the most com-
monly used Linux filesystems, like ext4 [27] [24]. Therefore, performance is of upmost
importance when designing a block storage system since any performance penalty
in block storage will propagate to the overlying I/O stack [26]. This focus on per-
formance is also reflected in the various possibilities for encrypting storage data in

general.

13



Section 2.4 provides clues about the implementation of current block storage encryp-
tion methods. Most layers seen in Figure 2.4 could be used to encrypt data. At the
lowest layer (hardware layer) data encryption can be implemented via the physical
storage hardware [28]. These hardware modules typically implement block storage
encryption standards since storage devices typically operate on block storage logic.
This, however, requires specialized storage hardware, which is often associated with
higher costs and was shown to be exploitable in the past [28]. This is why most of
the time encryption is typically implemented in software, especially since software is

easier to update should new exploits become known [28].

The next upper layer where encryption is found is at a device driver layer. Here the
encryption format is coupled with the device logic. For example, the CephFS driver
found in the Linux kernel implements a file system encryption whereas other drivers

could implement any kind of encryption standard that fits their storage device [6].

At the device independent operating system software layer, encryption is imple-
mented on an operating system level and can therefore be used by any application
that requires 1/O independent of the storage backend used. In Linux, this is imple-
mented by dm-crypt [29] for block storage encryption or fscrypt [30] for file storage

encryption.

Finally, at the highest level of the I/O path, application-level encryption is typically
implemented using cryptographic libraries and selected according to the application
use case. For example, a web server application may use OpenSSL [31] to encrypt

its messages using HT'TPS conformant ciphers.

14



2.6 Cryptographic Basics

Storage encryption (encryption at rest) is usually implemented using symmetric ci-
phers due to their higher performance in comparison to asymmetric ciphers®. Specif-
ically most solutions rely on the AES cipher [32] but depending on the security

requirements, the operation mode of AES will be different.

The AES cipher internally consists of separate state boxes which during the en-
cryption/decryption process are filled with data to encrypt/decrypt [32]. During
encryption these state boxes are deterministically combined e.g. XORed, shifted,
substituted to make the output look like randomly generated data. Through de-
cryption, all of the previous combining of state boxes can be reversed to produce the
original plaintext. To initialize these state boxes a secret key and an initialization
vector (IV) must be supplied and only afterwards can the data be supplied to en-
crypt/decrypt [32]. Naturally, anyone who manages to reproduce this initial state of

the substitution boxes is able to decrypt any previously decrypted data.

For some ciphers, the IV is not allowed to be repeatedly used with the same key,
otherwise using two (or more) ciphers created using the same IV and key pair can
be enough to recompute the initial state of the AES state boxes [33] [34]. When an
IV and key pair are not allowed to be used more than once the IV is called a nonce

[32].

2.6.1 Storage Encryption

In block storage encryption, the Linux Unified Key Setup (LUKS) [35] is a widely
used protocol to define, among other things, how and where the data encryption keys

are stored. To encrypt a block device using LUKS, the block device must first be

3However, asymmetric ciphers will still be used for example to encrypt symmetric keys in key
stores.
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formatted. Most importantly, the LUKS header has to be written, which includes an
encrypted data encryption key (DEK) for each encrypted LUKS partition contained
within the block device. Each of these DEKSs is encrypted using a passphrase that
is not stored on the block device. Instead, the passphrase must be provided by
the entity accessing the device to successfully access the encrypted partition. For
example, in a Linux environment this passphrase must be provided when mounting
a LUKS encrypted partition. If the passphrase is not provided or the environment is
unaware of the LUKS formatting of the partition, plaintext data can be written to
the partitions and potentially corrupt the encrypted partition and render it unusable

135).

LUKS and most block storage encryption solutions rely on the AES-XTS cipher [36]
which is, according to a National Institute of Standards and Technology (NIST)
recommendation, the preferred cipher for block storage encryption [36]. The rec-
ommendation is based on the fact that, of all AES modes designed to protect ci-
phertext confidentiality, XT'S offers the best balance between defending against data
modifications and performance [36]. In essence, AES-XTS is incapable of detecting
modifications to the ciphertext made by an unauthorized party. The output of such
ciphertext with an unauthorized modification will only result in a seemingly random
byte pattern, which might be detected by an authorized application reading the data
[37]. This method is also called “poor man’s authentication” [4] since the integrity
and authenticity of received ciphertext is based on chance rather than deterministic
means. Additionally, AES-XTS can read and write blocks in any order without need-
ing to read previous blocks (crucial for random block access), which among other

characteristics leads to the fast runtime of the AES-XTS cipher [37].
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2.6.2 Authenticated Ciphers

To protect the integrity and confidentiality of ciphertext, different methods have to be
employed. But unfortunately, all of these methods include some form of ciphertext
expansion [38]. This is because protecting the integrity of the cipher necessitates
the creation of an authentication tag that is typically 96 to 256 bits long. This
is very problematic since there is no standard solution as to where an additional
authentication tags should be ideally stored [38]. Therefore, all solutions employing
authenticated encryption store the resulting authentication tags according to their
specific use case. For example, a common method in object stores is to concatenate
the object data with the authentication tag. Decrypting an object entails retrieving

the entire object to obtain the authentication tag and object data [11].

There are two common methodologies to establish ciphertext and metadata authen-
ticity [38]. One is about encrypting data and then computing a hash-based message
authentication code (HMAC), which outputs an authentication tag. To achieve this
an encryption key has to be provided to the HMAC function. If the ciphertext,
metadata, or authentication tag is modified by a party without the secret key, an
authorized party holding the key will be able to detect the alteration. The other
method is about using authenticated encryption with associated data (AEAD) ci-
phers, which combine the process of encrypting data and computing the correspond-
ing authentication tag (also combine the process of decrypting data and verifying
the authentication tag). Again, if the ciphertext, metadata or authentication tag is

modified without the secret key, then a party with a key will be able to detect this.
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Chapter 3

Related Work

This chapter will introduce relevant work from the field of storage encryption in
traditional Linux-based systems and SDS systems, in particular Ceph. Ultimately,
we review opportunities to address ciphertext expansion, i.e., storing authentication

tags in Ceph and present fundamental methods to benchmark an SDS system.

3.1 Encryption in SDS Systems

SDS systems typically encrypt data according to their storage use case and are not
following any specific standard. For example, file-based SDS systems like Hadoop
[7], Lustre [5], GPFS [39] and CephFS [6] all implement file encryption in their own

unique way without following a unified standard.

For instance, Hadoop implements a transparent end-to-end encryption based on
encryption zones with unique encryption keys that are handled by the Hadoop key
manager [7]. In contrast, Lustre implements encryption according to the model
proposed by StorageTek secure filesystem [40]. Each of these solutions are bound

by the same filesystem principles, however the way keys are dealt with and which
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cipher suits to allow is widely different. However, we see the trend of fscrypt [30]
being continuously adapted by Lustre, and CephFS as their filesystem client-side
encryption solution. Still, none of the previously mentioned SDS systems provide

AEAD encryption support.

Additionally, Ceph is the only one out of the regarded SDS systems that has ex-
plicit support for dm-crypt [29] or any other LUKS-based block storage encryption
solution. Without this explicit support, SDS administrators could still adopt these
technologies. However, they would need to adopt a separate toolset to store the keys

for each LUKS partition, to make such an adoption feasible on a larger scale.

3.2 Standard for Authenticated Encryption

In 2007, IEEE published the IEEE 1619 standard (last revision in 2018) on how
to handle authentication encryption with ciphertext expansion in large-scale storage
systems [38]. The standard was conceptualized with tape storage devices in mind,
but its principles can be generalized to incorporate SDS systems. This is possible

because the standard does not require any specific storage backend technology.

The standard consists of 5 components and their interaction is illustrated in Figure
3.1. The host component is responsible for writing or reading plaintext data to the
cryptographic unit. This cryptographic unit itself is responsible for encrypting and
decrypting provided data, and for procuring the necessary cryptographic parameters
(e.g., keys) for the encryption and decryption operations. This unit is controlled by
a controller which is responsible for starting or stopping the cryptographic unit and
for handling cases where an unauthorized ciphertext modification has been detected.
The cryptographic unit can request keys from a key management system which is

responsible for handling the key lifecycle like key rotation, or generation. Lastly, the

19



Host Controller

T T
B2 5 o @ DEK/KEK/
= O = S = AAD
) o3} () = g ST T T T T T T T T TS TS S ST '
:>-<- % o 1 :
v
Crypto Unit Crypto/DEK ' EDEK ArKr?'y
——— Lot
< DEK Parameter: Key Wrapping chieve
Encryption DEK - DEK. " EPEK| . ... :
¥ ' Nonce T i
' H Key L
Decryption Radom Bit ' Unwrapping < Key Manager
Generator : f
A T
: pemmomen EDEK___._! Legend:
; UR—
Ciphertext 7 g?lat”e Data Flow
—_—
orage Operation | | Optional Data Flow
______________ N
Storage Medium

Figure 3.1: IEEE 1619 Framework

storage medium represents the component via which the cryptographic unit either
stores cipher text after the encryption operation or retrieves the cipher text in the

event of decryption [38].

The standard outlines two general strategies for the provision of cryptographic keys
to the encryption and decryption routines. The simplest specified strategy is to use
a plaintext DEK (called cipher key in the standard) provided by the key manager
to directly encrypt or decrypt the data. The other strategy consists of using key
wrapping to protect the DEK at rest. To accomplish that, the key manager provides
a key encryption key (KEK) to the cryptographic unit to encrypt (wrap) DEKs with
it. These wrapped DEKs can then be stored by the key manager or the storage

medium.

20



Metadata Metadata
¥ )

Data Data

Figure 3.2: Dm-Integrity Data & Metadata layout [42]

3.3 Authenticated Encryption within the Linux

Kernel

The Linux Kernel also implements a mechanism in kernel space to perform I/O in
an authenticated manner to storage resources. This functionality is addressed in the
dm-integrity kernel module [41]. This module mostly deals with the logic to store
ciphertext and its associated authentication tag and leverages the dm-crypt module

to perform the actual cryptographic primitives.

Dm-Integrity stores the authentication tags in metadata sectors interleaved between
the data sectors, as shown in Figure 3.2. The idea behind this design is that a single
4KB metadata sector can store all the necessary authentication tags for multiple
4KB sized data sectors. Thereby, access to metadata is more efficient, especially for
sequential 1/O operations. Additionally, dm-Integrity provides a means to recover
from undefined states caused by outrages. For these cases, it maintains a journal
mechanism that provides atomic writes and reads of data and its corresponding

authentication tag [41].

The central limitation of both dm-crypt and dm-integrity is that both solutions rely
on a block storage backend. However, SDS systems often depend on alternative stor-

age backends. For instance, Ceph utilizes an object storage backend. Consequently,
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the deployment of dm-crypt and dm-integrity in SDS systems is constrained.

3.4 Encryption in Ceph

Ceph already implements encryption mechanisms along its I/O stack, but none of
them tackle securing the integrity of stored ciphertext [2]. Ceph currently implements

client-side encryption and server-side encryption approaches.

From a client-side perspective, encryption is implemented at a Ceph interface level
within CephFS and CephRBD. However, these solutions are separated from each
other because they implement encryption according to their respective data format.
CephRBD the block storage interface of Ceph, encrypts its data using the AES-XTS
cipher that should only be used within a block storage context [43] and stores the data
encryption keys according to the LUKS standard [35] [2]. Ceph userspace libraries
and kernel space drivers may implement different means of encryption. For instance,
the CephRBD kernel space driver does not incorporate AES-XTS encryption with

LUKS, whereas the user space library provides such an implementation.

In contrast, server-side encryption is done on the storage nodes (OSDs) or the
CephRGW layer. In the CephRGW the Rados gateway handles encryption after
receiving data from the client. Subsequently, the gateway retrieves keys from an
external key store to encrypt the client-provided data. The encrypted data is then

committed to the storage servers.

OSDs have the capability to encrypt data provided by clients by leveraging Linux
kernel functionality via the dm-crypt kernel module [29]. Once the data is committed
to the OSDs, it will be sent to the OS of the OSDs to commit the data to its storage
medium. In this step, the tool dm-crypt can be enabled to encrypt or decrypt the

data. To complete this procedure, the storage medium must be initialized as an
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encrypted storage medium. This ensures that the disk is correctly formatted, and
the operating system can access the dm-crypt drive. The formatting used for an
encrypted disk follows the LUKS standard. This initialization process is handled by
Ceph through the OSD provisioning tool ceph-volume [6]. This tool will generate a
passphrase to format the storage medium according to LUKS and creates a virtual
dm-crypt mapper device on top of the storage medium. Any I/O to this mapper
performs the corresponding encryption and decryption operation to the underlying
storage device [29]. When such a dm-crypt virtual device is shut down, the encryption
keys are discarded, thus these keys must be reloaded when the device is restarted.
However to access them the previously generated passphrase is needed. Therefore,
when the passphrase is generated it will be transmitted to the monitors during the
initialization process. If the OSDs require the recreation of the dm-crypt mapper
to mount the encrypted storage medium, the passphrase can be obtained from the

Ceph monitor components.

3.5 Metadata Stores in Ceph

The most critical element in implementing authenticated encryption in a storage
system is identifying the optimal location for storing the resulting authentication
tags [38]. This storage should not cause too much of an overhead in comparison to
the actual data storage and should have an availability similar to that of the data
storage. This is because when data is decrypted, both the authentication tag and
the encrypted data must be present to start the decryption process, otherwise this
process will be load-stalled. Worse, if the authentication tag is no longer available,

then data will be lost.

Harnik et al. [2] conducted research on Ceph RBD LUKS encryption solution and

discovered that the sector IVs are constant. This is not recommended [36] since it
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makes the pattern recognition inside the ciphertext easier, especially when such a
pair potentially encrypts TB of data. Therefore, they looked into how they could
store a unique IV for each sector that changes randomly on each write to that sector
within Ceph. To achieve this, they [2| experimented with different ways to store
additional metadata for each encryption block. Method a) included storing between
encryption blocks similar to the dm-integrity approach, method b) involved storing
the data at the end of the partitions and method ¢) involved storing it at a Ceph
internal key value store called OMAP. The same methods can also be used to store

the unique authentication tag for each block of data.

3.6 Methods for Benchmarking SDS Systems

In general, methodologies for evaluating performance can be categorized into two
distinct groups: microbenchmarking and macrobenchmarking [44] [45]. Their defini-
tion can be derived directly from the definition of micro and macro. According to the
Cambridge Dictionary, macro refers to “relating to the whole of something, rather
than its parts” [46] and since micro is the opposite of macro, we can define it as “re-
lating to a part rather than the system it belongs to”. Thus, macrobenchmarks are
designed to measure the performance of an entire system rather than its individual
components [44] [45]. Most importantly, the benchmarks and the benchmark setup
should be chosen to reflect realistic conditions under which the system will operate.
In contrast, microbenchmarking is about benchmarking a part of the system [44]
[45]. The focus of the benchmarks is to understand the part of the system within a
limited set of indicators and conditions and does not have to be benchmarked under

realistic conditions.

Many approaches within the SDS literature perform microbenchmarking. An im-

portant factor for this is that within the smaller scope of conditions in mircobench-
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marking enables easier reproducibility for other researchers [44]. For example, in the
original publication of Ceph [6] microbenchmarking was performed on each Ceph
cluster component to understand their individual performance characteristics to es-
timate how specific cluster deployments affect performance. Another example is
Harnik et al. [2] who used microbenchmarking to determine the performance over-

head of adding randomly generated nonces to the CephRBD LUKS implementation.

On the other hand, macrobenchmarking an SDS system is predominantly conducted
by businesses because they are interested in knowing how their setup will perform

once it is in production mode [47].
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Chapter 4

System Design

To demonstrate the feasibility of integrating integrity protection of ciphertext into
SDS systems, three proof-of-concepts will be provided within the SDS system Ceph.

This chapter presents these three solutions.

The proposed solutions are:

e Rados AEAD encryption
e AEAD Encrypted NBD Server

e OSD AEAD encryption

4.1 Threat Model

As stated in the introduction, the fundamental premise of our solutions is to safe-
guard end users or applications from consuming unauthorized modified encrypted
data within the context of SDS systems. This encompasses not only the cipher-
text itself, but also its unencrypted metadata. The main objective is to detect when

unauthorized encrypted data is being directed to authorized clients. This is a critical
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capability to prevent attackers from using compromised storage resources to exploit
applications [48]. This is of great importance in a current storage environment, where
small and medium-sized companies with less security awareness and skills than large
cloud providers are increasingly using SDS systems to store large amounts of data
[1]. AWS has many physical mechanisms in place, such as guards and strict physical
access control, to protect disks from physical tampering [49], but a small business is

unlikely to replicate this level of security.

Practical attacks our system should be able to handle, but not limited to are:

1. Physical tampering to manipulate hardware storage
2. Man-in-the-middle attacks where an attacker modifies, or forges encrypted data

3. Attacker gains access to snapshot store

Overall, our solution should be able to detect unauthorized modification of encrypted

data as long as an attacker does not have access to the secret keys.

4.2 Cryptographic Considerations

All of our following approaches will rely on AEAD ciphers as opposed to HMACs,
because AEAD ciphers are faster at encrypting and authenticating data than us-
ing a separate encryption and authentication algorithm. This is because AEAD
ciphers integrate the authentication tag generation into the encryption process and
are hence generally faster than sequentially encrypting data and then computing the

authentication tag [38].

The most commonly used AEAD cipher is the AES-GCM cipher. The problem

is that the AES-GCM is inherently sequential, which serves as a bottleneck [34].
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Therefore, the AEGIS cipher [50] will be used since it is faster than AES-GCM [34].
But the main advantage of AEGIS over AES-GCM in the context of an SDS system
is that it can be used with randomly generated nonces. AEGIS as well as AES-GCM
use a key and nonce to initialize the AES state machine to encrypt or decrypt data.
However, since AES-GCM only supports 96-bit nonces this should not be generated
randomly because of collision [51]. In AES-GCM if a key and nonce pair is reused,
an attacker holding multiple! ciphertexts (encrypted under the same key and nonce)
can recover the AES-GCM internal authentication key to authenticate any data they
want [52] completely breaking the integrity guarantees of AES-GCM. In addition an
attacker can recover plaintext information if they know the plaintext of one of the
ciphertexts? [33]. In AEGIS (and AES-GCM) the nonce should also not be re-used
because that makes the ciphers attackable to known-plaintext or chosen-plaintext
attacks to recompute the secret key [50]. Nonce-reuse is especially important to
consider within the context of Ceph (SDS systems) because snapshots of Rados
resources are very common [2]. By using a randomly generated nonce for each newly
encrypted block, it will not be possible to break the encryption even with multiple

snapshots.

In light of this limitation, our approaches incorporate the AEGIS-256 algorithm.
This is mainly because our solution is working within a large scale distributed sys-
tem, therefore with a shorter nonce length of 96bits in AES-GCM it would be nec-
essary to implement a protocol to synchronize clients based on nonces that have
already been utilized with a key to adhere to NIST standards [33][53]. According
to NIST, not more than 232 ~ 4 billion ciphertext with randomly generated nonces
[33] should be encrypted under one key. To put it into an SDS system context, 4

billion ciphertext are created when around 17.5TB of data are encrypted in 4KB

!Two might be enough.

2Essentially if key and nonce is reused to encrypt C1 and C2 in AES-GCM and they are xored
the following relation is true: C'1 @ C2 = (P1 @ Keystream) @ (P2 @ Keystream) = P1 & P2 .
Hence if P1 or P2 is known the other can be recovered.
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blocks?. The cluster we will use for benchmarking in the subsequent sections has a
total capacity of 211TB, therefore should we encrypt only 8% of stored data with
one key this seemingly high limit will be reached. Therefore, to safely use AES-GCM
in an SDS context, we would need to implement a nonce synchronization protocol.
Such a protocol could incur a significant amount of overhead* and any security flaws

inside this protocol could compromise the entire design.

The only remaining concern with choosing AEGIS over AES-GCM is that it is not
included as an approved cipher in the IEEE 1619 standard [38]. However, we think
this is because during the last revision of IEEE 1619 in 2018 [38] the AEGIS cipher
had not even started its standardization process [34]. At present, AEGIS is still
undergoing standardization. Yet, given that the cipher primarily relies on existing
techniques that have already been approved in other ciphers, AEGIS is likely to
pass the standardization process, and we think it will be eventually approved by the
IEEE 1619 standard. For all the aforementioned reasons, such as the inadequate
nonce length in AES-GCM, we maintain our position that, even by employing the
AEGIS cipher, which has not yet been included in the approved list of IEEE 1619
ciphers, AEGIS remains the superior option. Given the research-focused nature of
our work, we deemed it appropriate to incorporate the innovative AEGIS cipher, to

also validate the effectiveness of AEGIS.

To integrate the AEGIS-256 algorithm into the Rados and NDB encryption solutions,
we rely on the Libsodium library [54] and for the OSD encryption we use the AEGIS

Linux kernel module [55].

Since the reuse of a nonce under the same key can leak the keys in AEGIS [34]

3For example, in dm-crypt[29] encryption block sizes (sectors) can range from 512bytes up to
4KB. When the encryption block size is 512bytes large, then 4billion ciphertexts are created when
only around 2TB of data are written. Later, our solution use an encryption block size of 4KB.

4For instance, in the context of client-side encryption, the client would be required to query the
cluster for the current nonce each time it wanted to encrypt data, instead of randomly generating
the nonce themselves.
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we must use a reliable random number generator (RNG). The RNG used in this
project is the one implemented in the Libsodium [54] library. When running on a
UNIX-based system, it will use the urandom device [56] as an entropy source which

is generally considered an adequate source of entropy [57].

4.3 Key Management

The following solutions all rely on symmetric secret keys used by the employed en-
cryption algorithm. For our solutions to achieve any security benefits, it is imperative
that those keys stay unknown to non-authorized entities [58]. However, Ceph itself
does not provide any general key storage solutions and instead relies on external key
storage systems [25], which can be unsuitable for use by SDS systems. For example,

some key store solutions may not be able to scale out like a Ceph cluster.

The key storage system used in this thesis was developed by Minh Truong [59] and
is specifically designed to be used in concert with Ceph. The key storage system
itself will be a collection of stateless containers that can be scaled up and down
depending on the requested traffic. These containers will get their state and data
from a PostgreSQL [60] database backend. Although the storage backend is loosely
integrated, this allows its replacement with other more scalable storage backends

should the need arise.

In the present setup, Ceph pool read and write permissions are decoupled from
permissions on the keys. This was done because the current Ceph permissions system
is too opaque for us to validate its security and therefore, we deemed it necessary
to decouple it. In addition, the Ceph permissions system relies on text files with
shared secrets as their main authentication method, which seems unsafe. The current

version of the key store relies on a pre-shared secret which is entered manually on
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startup however, a later version will enable the usage of the Lightweight directory

access protocol (LDAP) [61] system to share the secrets.

4.4 Ceph Rados Encryption

An examination of the present Ceph capabilities reveals that data is encrypted either
via a client sided Ceph interface, such as RBD, or on the server side. However, all
Ceph interfaces rely on Rados, which serves as a storage backend for the upper layers.
We theorized that if this layer offered encryption, any Ceph layer’s data could be
encrypted with minimal extra development effort since all Ceph layers already rely
on it. Therefore, we decided to add a crypto module into Ceph Rados to enable
universal usage of AEAD encryption in Ceph. Our proof-of-concept implementation
was created using the Ceph-Common user space library because implementing our
solution in kernel space would have meant an exponential increase in development

effort.

Figure 4.1 illustrates how a write works within our current AEAD Rados integration
with the RBD layer, but the same general structure is also true for our CephFS
integration. The I/O path is unaltered until the Rados layer, at which point the
crypto module becomes involved. It encrypts the data and subsequently returns it
to Rados, which commits it to the cluster. To encrypt data, we employ the previously

presented key store to manage our keys.

The only difference between the RBD and CephFS integration of AEAD Rados is
that in CephF'S the metadata is not encrypted. In our solution, only the CephFS file
content is encrypted because using our current approach we can only encrypt data
that is going directly from the client to the storage nodes. In CephFS, the MDS

servers are responsible for managing, caching and reading or writing file metadata

31



integration.

/~ Ceph Client | I

Application
RBD |[RGW| ...
——~
‘ Rados
\ Crypto Module Key Store

Figure 4.1: Architecture Client-Sided AEAD Integration

Ceph Client
‘ Application ‘
)’

CephFS
)

‘ Rados ‘ﬁ
‘ Crypto Module } Key Store

File Metadata

File Content

Figure 4.2: CephFS Rados AEAD Integration

to the OSDs and hence they must receive such metadata in clear text. Therefore, we
decided not to encrypt the metadata because it would require sharing keys with the
server-side MDS component, which would violate our client-side encryption policy.
Figure 4.2 illustrates how the client directly fetches file contents from the OSDs while
it fetches file metadata from the MDS instead. However, it also demonstrates that

the general architecture outlined in the previous Figure 4.1 is consistent with this

In this approach, instead of encrypting entire Rados objects, the objects are en-
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crypted in independent blocks. In Rados, objects are by default 4MB in size. How-
ever, most I/O from Ceph upper layers, such as RBD, is typically about 4KB in size
[27], thus encrypting entire 4MB Rados objects would incur an excessive overhead.
Therefore, Rados objects were encrypted in 4KB chunks, with each chunk having a

unique nonce and authentication tag.

For this solution, we implemented two key strategies. In both variants, each Rados
object is encrypted with a unique DEK and nonce pair. Each of these pairs are iden-
tified by the Rados object qualifiers: object name, object pool and object namespace.
However, the DEK itself is not stored in the key store but instead encrypted with a
unique KEK (called encrypted DEK (EDEK)) for each Rados namespace or pool and
stored as Rados object metadata. This is a common methodology in object-based
storage backends, for example in the SDS system MinlO [62] and other S3 like object
stores [17] [11]. The two key strategies vary on which component is responsible for
encrypting the DEKs (EDEKSs). In key strategy A), the DEKs are encrypted by the
key store and can only be decrypted by the key store. In this strategy, the KEK
does not leave the key store. Unlike in strategy B), where the KEK is given to the

client to encrypt and decrypt the DEK.

Evidently, key strategy A) will be slower than B), while at the same time strategy
B) provides more security. Yet, by incorporating key strategies A) and B) into our
work, we will gain deeper insights into how different key strategies affect the overall

storage system by evaluating both approaches.

In both strategies, to store a newly encrypted Rados object, the crypto module
has to query the key store to generate a new DEK. In strategy A) the response will
contain the new DEK and the corresponding EDEK. Unlike in strategy B) where the
client produces EDEK himself using the KEK provided by the key store. Once the

plaintext DEK and corresponding EDEK are obtained, both key strategies function
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identically. First, the crypto module generates a nonce and encrypts the objects.
Then the EDEK and the nonce of the object are stored as the object’s metadata.
For already existing objects, the crypto module reads the metadata of the object to
retrieve the EDEK. In strategy B) this EDEK is decrypted by the crypto module

itself, while in strategy A) the EDEK is sent to the key store for decryption.

Another central challenge for using AEAD encryption is to accommodate the length
expansion of encrypted data, i.e., the generated authentication tags [38]. The most
common method to solve this challenge is to store the ciphertext on the same storage
medium as the authentication tags [2] as seen in dm-integrity [41]. However, these
previous approaches were implemented on block storage logic, which is less suited
to Rados, as it is an object store. Consequently, the decision was made to store
the authentication tags as Rados object metadata, as this aligns better with the
object store architecture of Rados. Additionally, the encrypted DEKs (EDEKSs) and
nonces will be stored as object metadata and not in the key store. This is done
because Ceph’s large storage capacity easily handles storing as many EDEKSs as
Rados objects, even when dealing with billions of Rados objects. Not all key stores
are capable of storing billions of keys; however, storing EDEKs as Rados object

metadata allows most key stores to be used in concert with this approach.

Even from a performance perspective, using the Rados metadata to store DEKs,
authentication tags and nonces should not adversely affect performance. A previous
study demonstrated that storing data as Rados object data or as metadata provides

comparable performance [2].

Figure 4.3 illustrates how our solution works from an IEEE 1619 perspective using
key strategy A). In it, the Rados layer acts as the host, providing arbitrary data
in an object format from any upper Ceph layer. Crypto Ceph is the cryptographic

unit responsible for encrypting and decrypting data while the key store is respon-
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sible for generating, encrypting and decrypting DEKs. Though key strategy B) is
entirely aligned with the IEEE 1619 standard, strategy A) differs in the way keys
are procured. In the IEEE standard, key wrapping can only be performed within
the cryptographic unit like in strategy B), but in strategy A) key wrapping is done
on the key manager because it enables a higher level of security. In strategy A) the
EDEKSs are encrypted or decrypted by the key manager because the KEK is not
exposed outside the key manager. This increases security, as exposing this KEK
carries an increased risk of leaking it and potentially the ability to decrypt PB worth

of data (with just a single leaked KEK).

The crypto parameter storage caches decrypted DEK according to an LRU (least re-
cently used) strategy. We chose this strategy because we expected that for frequently

used data, using this strategy would result in a significant performance gain.
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4.5 NBD AEAD Service

The Rados integration seen in the previous section was integrated within the source
code of Ceph and is therefore not directly usable in concert with other SDS systems.
Therefore, we decided to make another solution which can be seamlessly integrated
into SDS backends. The network block device (NBD) protocol can be used to expose
a block device independent of the storage backend technology. Thus, creating an

NBD service that AEAD encrypts data could be used with any SDS system.

Our developed NDB service relies on a user space library, which takes care of com-
munication with any SDS block storage backend (any block storage backend works
here). However, due to the lack of other comparable SDS block storage backends,

CephRBD is currently the only backend available.

Figure 4.4 characterizes how the NBD service works with Ceph. First, the application
issues an 1/0O request to the operating system, for example opening a file. If the file
was saved on the NBD device, the OS will use our NBD service, which uses the
user space LibRBD and LibRados libraries to communicate with the Ceph cluster.
The NBD service exposes two functions, read() and write(), which are implemented
using the corresponding LibRBD read() and write() function. Between these function
calls, encryption is implemented. For instance, when the NBD write() function is
invoked, data is encrypted and subsequently, an RBD write() is initiated to store
that encrypted data. In contrast, the LibRados library is used to store the resulting
authentication tag inside the object’s metadata. We have to employ two Ceph user
space libraries because the libRBD library does not expose any Rados functionality
like accessing the object store. Figure 4.4 illustrates that the NBD service runs on

the same host as the application, but this does not have to be the case since the

NBD service is reachable via TCP.
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In this approach, one DEK is used to encrypt one entire block device. It is generally
recommended to not encrypt too much data using one DEK and nonce pair [38][2],
therefore for each sector a different nonce is employed. This should not result in a
significant increase in overhead, as the nonce will be stored alongside the authenti-
cation tag for each sector, therefore the authentication tag and nonce can be fetched
together. The specific sector sizes must be selected by the RBD client when the NBD
server is initialized; the default option is 4KB. As I/O to block storage systems is

typically 4 KB large [27] the data will be encrypted in 4KB chunks.

Figure 4.5 illustrates how the NBD service works from an IEEE 1619 perspective.
The general structure is reminiscent of the previously shown Ceph Rados integration.
However, a central difference is seen in the storage medium, because instead of relying
solely on Rados to store the data, we instead rely on RBD and Rados user space
libraries to store data. In this setup, the RBD layer is responsible for storing the

actual block data and Rados will be used to store the sector metadata like nonce
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Figure 4.5: NBD AEAD Integration from an IEEE 1619 Perspective

and authentication tag.

A central challenge that arose from using RBD and Rados separately was that Ceph
has no built-in solution to handle concurrent I/O to the same sector. This challenge
is exemplified in Figure 4.6, when one client writes to a sector while another reads, a
race condition is created. When NBD client A wants to commit data to sector 3 they
have to write data to the RBD device and modify the corresponding authentication
tag in the Rados object key value store. However, if client B wants to read sector 3
they also have to read the authentication tag 3. This is a race condition because the
outcome of such a situation is undefined. In the Ceph Rados integration solution, we
did not face these problems because Rados was used to perform I/O to meta- and
object data. Consequently, the execution of the write object data and write metadata
commands could be consolidated within a single Rados transaction, thereby ensuring

the atomic execution of these commands and the mitigation of any potential race

38



Rados

. authtag3, nonce3 [ <€—
Write Sector 3 g

Client A authtag2, nonce2

authtag1, nonce1

Read Sector 3

Client B

Figure 4.6: NBD AEAD Service Race Condition

A

Sector 1 Sector 2 Sector 3

RBD Block Device

conditions. Committing RBD and Rados data does not happen in a single Rados
transaction, thereby causing a race condition. As a result, these race conditions may
occur in cases where NBD clients perform concurrent I/0O. To mitigate this issue, we
used the Rados lock mechanism and created a lock for each sector so that concurrent

writes and reads will end in a consistent state.

4.6 OSD Encryption

Finally, AEAD encryption has also been implemented at the OSD level, specifically
when OSDs transfer data to their storage device. In contrast to the other two
approaches, this is a server-side encryption approach. Currently, OSD encryption in
Ceph is only done using dm-crypt [29], which can only provide data confidentiality,
but by using the dm-Integrity kernel module, data integrity can also be protected
[41]. This requires modifying existing Ceph mechanisms for initiating and accessing

encrypted OSD storage resources.

When an OSD volume is initiated, the underlying storage device is formatted ac-
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cording to LUKS using the cryptsetup tool [63]. To include integrity protection, the
specified cipher was chosen to be an AEAD cipher. Next when the formatted de-
vice is opened, the cryptsetup tool will initialize two device mappers instead of one.
The overlying device mapper will still be a dm-crypt device, but it will now commit
data to a dm-Integrity device to enable verifying the integrity of read data. These
encryption operations are performed in a 4KB block, akin to the Rados encryption

solution.

Additionally, dm-integrity both implements a journal to guarantee that the writing
of authentication tags and encrypted data is done in an atomic manner [42]. This is
because should the encrypted data be written but not the corresponding authentica-
tion tag (or vice versa) then the entire disk will lose its authenticity. For example, if
in case of a power outrage only the new authentication tag is committed then later
if the device is mounted again and this sector is read, dm-integrity will throw an
integrity verification error. However, this journal also acts as a write cache for any
I/O being written to dm-integrity. The journal is implemented in a fixed sized region
on the disk itself and after data has been committed to the journal the corresponding
write operation is acknowledged. This journal is effectively a crash-safe queue that
the dm-integrity mapper continues to work on after a restart. Should the journal be

full, then any additional writes will be blocked like in similar cache implementations.

Figure 4.7 gives a perspective from an IEEE 1619 view, how an OSD daemon encrypts
the data using AEAD ciphers. This figure assumes the dm-crypt and dm-integrity
mapper have both already been initialized. If not, then the OSD daemon needs to
fetch the secret passphrase stored on the Ceph monitor to decrypt the EDEK stored
on the block device. Once they are initialized, the operating system forwards the
I/O request to the dm-crypt mapper device. Typically, the sector number to which
I/0O is performed is used as AAD, but the operating system could pass additional

metadata (for example storage device name) that could be used as AAD. In the event
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Figure 4.7: NBD OSD AEAD Encryption from an IEEE 1619 Perspective

of a write, encryption is performed, and the resulting ciphertext, authentication tag,
and nonce are passed to the dm-integrity which is responsible for storing them. On
a read operation, dm-crypt will forward the read request to dm-integrity, which will
retrieve the necessary data, authentication tag, and nonce. This allows the dm-crypt

device to decrypt the data and return plaintext to the operating system.

As a cipher mode, we chose the aegis128 cipher in which the keys are 128 bits and
resulting authentication tags are 128 bits long®. As the nonce generation mode, we
chose the random option, where each nonce will be randomly generated for each

sector. This way, a key and nonce pair will not be reused.

5This was done because our benchmark system did not support the aegis256 kernel module and
only supported the aegis128 kernel module[55].
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Chapter 5

Methods

This chapter presents the methodology we developed to evaluate the previously pre-

sented solutions for establishing ciphertext and metadata integrity in SDS systems.

The main evaluation criteria for assessing all the presented solutions are performance,
security and scalability. These indicators were selected because they provide practical
insights into the viability and possible adoption of our solutions into other SDS
systems [1]. Scalability was selected because SDS systems are commonly used to
meet the demands of expanding data storage needs. Mitigating this feature would
make our solution infeasible for many SDS use cases. Additionally, the security of the
approaches needs to be assessed to understand how our solutions improves security
within SDS systems. Finally, the performance is evaluated, since lower performance,

even with enhanced security, is likely to hinder adoption.

To assess the performance, we will execute several benchmark suites and measure key
performance indicators like I/O operations per second (IOPS) and throughput. The
objective of these benchmarks is to evaluate the overhead incurred by our AEAD
solutions in comparison to their plaintext baseline. Using this methodology, we can

estimate how much performance is lost if a Ceph cluster without encryption were to
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adopt our approach.

To assess the scalability and security of our approach we will rely on qualitative
methods. Overall, our qualitative methods are about comparing each solution with
a plaintext and encryption baseline. To assess security, we will compare how our ap-
proaches and baselines align with the IEEE 1619 standard and compare the degree
to which the CIA triad objectives are addressed. Additionally, relevant attack sce-
narios in the field of data integrity protection will be presented to compare how each
solution and baseline fares with each attack. Lastly, the scalability of each solution
is evaluated by comparing the scalability of a Ceph cluster adopting our solution to

that of a plaintext Ceph cluster, as it reflects the desired scalability characteristics.

5.1 Quantitative Methods

The performance of our developed approaches is assessed in a quantitative manner.
To this end, a set of benchmarks will be run on our developed approaches and their
plaintext baselines to measure the performance of the executed I/O. By evaluating
the difference in measured performance metrics, we can estimate how much perfor-
mance is lost by using our approaches. Our benchmarking methodology is based
on microbenchmarking! because we focus on how our solutions perform within the
context of Ceph using a set of artificially created I/O operations. Overall, the bench-
marking methodology is inspired by Harnik et al. [2] who used the flexible I/O test
(FIO) tool [64] to measure the overhead of a new encryption feature in RBD against

an unmodified RBD baseline.

Table 5.1 gives an overview of all the developed solutions and their plaintext base-

lines. For the Rados AEAD encryption solutions, the goal is to evaluate its per-

1Defined in Section 3.6.
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Table 5.1: Quantitative baselines of Implemented Approaches

’ New AEAD Approach H Baseline ‘

Key Strategy A) Rados AEAD Encryption || RBD, FS with Plaintext
Key Strategy B) Rados AEAD Encryption || RBD, FS with Plaintext
NBD AEAD Service NBD with Plaintext
OSD AEAD Encryption OSD with Plaintext

formance under the most common Rados use case to gauge how much performance
is lost. Therefore, Rados is not directly used in the evaluation to perform I/0. In-
stead, I/O is performed by the RBD and CephFS frontends? which use Rados as
their storage backend. The plaintext baseline of Rados encryption is using the de-
fault implementation of Rados which does not perform any encryption. Similarly,
I/O requests in the OSD encryption evaluation will come from the RBD frontend
since generally OSDs receive I/O requests through a Ceph frontend [6]. The OSD
plaintext encryption baseline is a default OSD with no encryption capabilities. Fi-
nally, the NBD server will receive I /O requests through the NBD Linux kernel module
[65] because this is a common way to issue I/O to an NBD server [66]. The NBD

plaintext baseline will only rely on libRBD to perform I/O to the Ceph cluster.

5.1.1 Experiment Setup

In our benchmark setup, each physical computer has a single responsibility. The
Ceph cluster used in the benchmarks is formed by a Storninator server, while the
client and key store run on separate computers. The client computer (depicted
as a laptop in Figure 5.1) executes the FIO benchmarks and the Ceph frontend
library® that enables communication with the Ceph cluster. Meanwhile, another

computer (depicted as a desktop PC in Figure 5.1) hosts the key store specified in

2The frontends themselves will be used in plaintext mode. Encryption is only performed by
our Rados encryption solution.
3For example, the RBD or CephFS library.
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the System Design Section 4.3. The network distribution of these machines and their
communication links are shown in Figure 5.1. The client communicates with the key
store and the Ceph cluster through the public UNB network. Given this setup, our

benchmarks will reflect I/O scenarios of a single Ceph client to a Ceph cluster.

The 45Drives Storinator used to host the Ceph cluster consists of 3 servers. Each of
these servers consists of two CPUs operating at 2.00 GHz with 12 threads, 128 GB
main memory, 500 GB of SSD storage, and 15 5.5TB hard drives. The Cluster was
deployed using the Cephadm tool [67] and runs the Ceph Squid release. Each of the

three servers will run 13 OSDs, resulting in a total of 39 OSDs.

Throughout all benchmarks, the employed Ceph pool consists of 1024 placement
groups. These placement groups are responsible for placing and replicating data
across all available OSDs [6]. The value of 1024 placement groups was selected
based on a commonly used heuristic that considers the number of OSDs [68]. The
pool data replication strategy in all of our experiments will replicate each Rados

object three times across three OSDs?* and no data compression will be used.

4Each OSD has to be on a different server to ensure that data is available even if two out of
the three servers are no longer available.
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The client is running the I/O evaluation tool FIO to benchmark our solution. This
is realized by FIO generating an I/O workload based on a configuration file, which is
then issued to the Ceph cluster via the specified Ceph frontend. For instance, Rados
encryption is benchmarked with RBD as the Ceph frontend. To achieve this, FIO
uses the RBD user space library that uses Rados as its storage backend. The client
is hosted on a Lenovo ThinkPad E15 4th Generation with 16GB main memory and

an AMD Ryzen 7 5825U CPU.

Lastly, the key store runs on a Dell desktop PC and has an Intel Core i7-8700 CPU
and 32GB of main memory. The employed key store can scale its frontend to serve
more client requests. However, in all benchmarks we only employ one frontend to

serve the key request coming from the client.

5.1.2 Benchmarking Considerations

Our approach is based on microbenchmarking. For creating corresponding artificial
I/O workloads, FIO is used. The core feature of FIO is to define I/O workloads
via various configuration options. The I1/O workloads we use are artificial, but they
still reflect I/O scenarios that are used to evaluate SDS performance [6][27][2]. One
important factor to guarantee this in FIO is the block size configuration. The FIO
block size parameter regulates how much data is written or read per /O request. By
adjusting the block size, we can assess how our solutions handle workloads with a high
volume of small I/O requests or a low volume of larger requests. The selected block
sizes are 4KB, which is the designated encryption block size and a commonly used
block size [27], as well as 8KB and 16KB. By configuring FIO with 8KB and 16KB
block sizes, we can measure how larger requests affect our the resulting encryption

overhead of our solutions.

With FIO, we can also configure the level of concurrency for 1/O operations. In
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our setup, the client is limited to a maximum of 15 threads. To avoid overloading
the client machine, we limit the FIO configuration to four concurrent in-flight 1/0

requests.

As mentioned in the Background, Section 2.4, to speed up the write performance in
Ceph a common methodology is to employ caches on the client [25]. To determine
the impact of these caches on our solutions, we incorporate direct write benchmarks
that do not leverage these caches and cached write benchmarks that utilize the caches
but only the Rados encryption benchmarks. We have not implemented any caching
mechanisms for the NBD server, and consequently all NBD write benchmarks are
direct writes. Moreover, the writes in the OSD encryption solution benchmarks will
also be executed in a direct manner. This is because adding client cached write
benchmarks are inappropriate to evaluate the performance of the OSD encryption
solution because it is a server-side encryption approach. Such benchmarks would not
include the duration for the distributed write transaction to complete, i.e., the server-
side storage overhead. But for OSD encryption, we specifically need to evaluate the
server-side encryption overhead, therefore writes in the OSD encryption benchmarks
will also not utilize a client-side cache. Instead, the OSD encryption benchmarks
leverage a server-sided cache that is within the dm-integrity kernel module. Specif-
ically, the write journal implemented to guarantee atomic write of authentication
tags and data also acts as a server-side write cache. We will run benchmarks with

this journal enabled and disabled to gauge the influence of this write cache.

Each permutation FIO configuration with a unique 1/O size (one 1/O size for se-
quential, another larger one for random I/0), block size (4KB, 8KB, 16KB), I/O
mode (random read, write and sequential write and read) and if applicable write
caches enabled and disabled, is repeated 10 times. Since we evaluate four solutions

(see Table 5.1) along with their corresponding baselines we run FIO 2040 times®. To

SNBD 240 times, OSD Encryption 360, Rados encryption with Key strategy A) 720, Rados
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minimize the time required for benchmarking, each run is limited to five minutes.
Hence, a FIO run either terminates after performing the total 1/O size or after the
time limit has run out. This should not pose a threat to validity, as key indicators

like throughput or IOPS converge within a few seconds of starting the benchmarks.

5GB of sequential I/O takes around 5 to 10 minutes with Ceph client-caches en-
abled. Therefore, all sequential benchmarks will be of this size. However, random
operations should be drawn from a larger I/O range to minimize the effectiveness
of the DEK cache used by the Rados encryption solutions®. Instead, random I/O
will be performed on a 64GB I/O range to minimize any DEK caching effects. How-
ever, since 64GB of I/O will take roughly an hour in our setup the 5-minute time

limitations will most often terminate these.

The central metric we used from the FIO benchmark to identify the overhead as-
sociated with our encryption solutions is IOPS. This metric was chosen because
it normalizes our benchmarks down to a second, thereby ensuring that our results
are independent of 1/O size performed. This is useful for projecting the impact
of our solutions on other unmeasured 1/O sizes”. To compute the TOPS loss dis-
cussed in Section 6.1 (Runtime Performance Evaluation), we take the median of the
mean IOPS from 10 benchmark runs and compare it to the baseline IOPS median,
calculated using the same methodology. Another metric we use is the mean 1/0
throughput. This indicator aggregates how much data per second is being written
or read from the client to the Ceph cluster. Once more, this metric normalizes our

results to the second, allowing us to estimate how our solutions would perform in

encryption with Key strategy B) 720 (double than OSD encryption because we use RBD and
CephFS as a frontend)

6Currently the static size of the DEK cache in all of our solutions is 1000. Since in our ex-
periment setup each Rados object is 4MB large a 5GB range will consist of 1250 Rados objects.
Therefore, DEK cache hits will happen with a high likelihood.

"It is important to note that IOPS measured by FIO refer exclusively to the I/O operations it
has directly provisioned to the Ceph frontend. It does not account for other operations, such as
the OMAP operations initiated by the Rados encryption backend to serve an I/O request.
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different configurations. Lastly the latency of a single I/O request was also used as

an indicator. To determine the latency overhead, the same method to compute the

TIOPS loss was used.

5.1.3 Rados Integration

The user space Rados AEAD implementation is a storage backend for RBD and
CephFS. Consequently, the evaluation focuses on evaluating it as a storage backend

for these layers.

To execute the benchmark on an RBD image we use the FIO ioengine rbd [69] to

directly connect to the RBD device with FIO. This setup is shown in Figure 5.2.

For the benchmarks that employ write caches, the cache is located in the RBD com-
ponent, seen in Figure 5.2. The RBD cache will follow a write-around policy because
it is the default option for RBD [70]. In this cache policy, writes are acknowledged
after being written to the RBD cache and are then immediately flushed to the Rados
backend. According to the default RBD settings we used, a write to the cache will
only be blocked if there is more than 24MB of unflushed data in the RBD cache.
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In RBD, write-around policy only differs from the RBD write-back policy in that
the write-around cache does not serve read requests, but this is irrelevant for our

benchmarks since reads will always be direct [70].

CephF'S does not have such an ioengine in FIO therefore to run the benchmarks the
CephF'S filesystem will be mounted using the FUSE kernel module [71]. This kernel
module makes it possible to mount filesystems in user space, which is necessary since
our approach was implemented in the CephF'S user space library. CephFS metadata
isn’t encrypted, and as such, the benchmarks are only intended to measure the
difference between reading and writing file content, not creating files or reading file

metadata.

The CephFS cache in this setup consists of two interacting cache layers. The first
cache is situated in the FUSE kernel module and implements a Linux page cache
[71]. The default caching strategy in FUSE [72] and the one we employ is the write-
through policy that ensures data is written to the cache and the CephFS frontend
before a write is acknowledged [71]. The second cache is in the CephFS frontend

itself, because CephFS itself implements a cache, but file data in CephFS can only
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be cached if the user has the necessary capabilities [6]. For example, if two clients
open the same file then the CephF'S frontend will never cache any data and data will
always be flushed to the Ceph cluster to keep the file content consistent across the
two clients. However, given that our system is configured with a single client, the
CephF'S frontend will always be able to cache file data. This cached data will then
be asynchronously flushed to the Rados backend, which will write it to the Ceph

cluster.

The respective RBD and CephFS Rados encryption baselines run with the same

setups but with Rados encryption disabled.

5.1.4 NBD Encryption

Figure 5.4 illustrates the experimental setup and how the different components in-
teract with each other. To make the NBD service available to FIO it first has to be
mounted by an NBD client. The NBD client we used is the default Debian implemen-
tation [73]. FIO and the NBD client communicate via the operating system, while
the NBD client and server communicate via TCP. The RBD and Rados user space
libraries employed in the NBD server are taken from the Ceph Ubuntu repository
[74]. The baseline of the NBD service will exclusively use RBD to perform plaintext
I/O to the Ceph cluster.

5.1.5 OSD Encryption

Figure 5.5 illustrates the experiment setup to benchmark the OSD encryption so-
lution. Any I/O to the OSDs in this experiment is performed via the CephRBD
frontend. All the OSDs will be mounted directly on a dm-crypt mapper device [29],

which will perform all the necessary cryptographic primitives. In turn, this dm-crypt
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mapper will be mounted on a dm-integrity mapper [42]. This mapper will be respon-
sible for implementing the logic for storing the authentication tag and ciphertext. In

the plaintext baseline, all the OSDs will be mounted on the raw storage device.

To evaluate the write performance of OSD encryption, we will run two separate write
benchmarks, one making use of the dm-integrity journal (acts as a write cache) and
the other performs direct writes to the storage device. To ensure that a dm-integrity
device is created without a write journal, we initiate dm-integrity mapper devices
with the direct mode. However, this mode does not guarantee atomic write; therefore,
in case of outage, the integrity of the storage device might be lost [42]. Additionally,
the work queue of dm-crypt, which by default is active for HDD devices, is turned off
in all benchmarks. Therefore, any 1/O submitted to dm-crypt will be synchronously

worked on [75] and then passed down to dm-integrity.
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5.2 Qualitative Methods

The evaluation criteria, security and scalability are assessed in a qualitative manner.
We decided to evaluate security qualitatively because we were unable to identify a
set of metrics that provided sufficient insights for a quantitative assessment. For
scalability, we identified quantitative metrics that revolved around measuring how
much serving capacity is lost by increasing the client count. Unfortunately, due to
the lack of available client devices, we decided to evaluate scalability qualitatively

using theoretical scaling scenarios instead.

Specifically, to assess the security of our approaches, we compare the degree to which
they achieve the goals of the CIA-Triad against a set of baselines. Additionally, we
compare how well the baselines and presented approaches mitigate attack scenar-
ios where attackers leverage the lack of data integrity mechanism in SDS systems.
Where appropriate, we also compare the alignment to the IEEE 1610 standard. The
baselines will be the plaintext baseline and a baseline that implements encryption.
Similarly, for scalability, we compare the scalability risks and bottlenecks of our

solutions against the same baselines. The result of the evaluation will be a rating
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Table 5.2: Qualitative baselines of Implemented Approaches

’ Solution H Baseline
Key Strategy A) and B) Rados AEAD || Plaintext, S3 client-side Object En-
Encryption cryption [17]
NBD AEAD Encryption Plaintext, RBD Encryption
OSD AEAD Encryption Plaintext, OSD Encryption with AES-
XTS

whether the solution has more, less or the same level of scalability or security criteria

compared to the baseline.

Table 5.2 illustrates the respective solutions and their baselines. For all Rados AEAD
encryption variants we will compare against a plaintext baseline and a baseline that
encrypts objects using an AWS S3 client-side object encryption library [17]. The
AWS S3 baseline was selected due to its widespread usage in the context of object
encryption. For the NBD encryption solution we compare against its plaintext base-
line and against the RBD LUKS encryption implementation [76]. This encryption
baseline was chosen because RBD LUKS implements AES-XTS encryption which is
commonly used to encrypt block devices. Lastly the OSD AEAD encryption solu-
tions will be compared against the plaintext baseline and OSD encryption that uses
AES-XTS. This encryption baseline was chosen because per default OSD encryption
is done with AES-XTS, therefore comparing against this baseline is comparing our

solutions against the most common Ceph OSD encryption solution.

5.2.1 Security

To evaluate the confidentiality of the different solutions, we examine and compare
what has to happen for confidentiality to be compromised. Specifically, we determine
how keys are managed and which and how cryptographic methods are used. This is

because the secrecy of keys and usage of cryptographic methods are vital to achieving
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confidentiality [3].

For availability, we examine the runtime dependencies of the solutions and their
baselines and determine the consequences whether those dependencies fail. Solu-
tions with more required runtime dependencies that cause them to be unavailable
in case of failure than their baseline are considered to have worse availability than
their baseline. In our evaluation, the plaintext baseline is considered to have the
most superior availability since this baseline processes only the required dependen-
cies to enable I/O. Therefore, all the dependencies we will examine are additional

dependencies which are unnecessary in the plaintext baseline.

Lastly, for integrity we compare the responses the solutions and their baseline have

against ciphertext that is modified in an unauthorized manner.

The following enumeration lists all the questions we will specifically look into:

e Confidentiality

— What needs to happen to lose confidentiality?
— How are keys managed?
— What ciphers are used?

— How is access to keys and data managed?
o Availability

— What are required runtime dependencies?

— What happens if runtime dependencies fail?
o Integrity

— Does the solution provide a means to verify integrity?

5]



To compare the IEEE 1619 alignment, we will focus on whether the keys are managed
according to the specified guidelines and if a specified algorithm is used. However,
this is only performed if an encryption baseline implements some form of authenti-

cation encryption with length expansion.

Finally, we compare how the encryption baselines and solutions respond to attack
scenarios in which data is modified by an unauthorized party. Specifically, we will

look at the following leading questions:

e Can the method identify unauthorized data modifications?

e How would the method respond to unauthorized data modifications?

5.2.2 Scalability

To evaluate scalability, we compare how the presented solutions can scale out in
comparison to the baselines. The most relevant is how the method would react
to an increase in the number of clients and storage nodes, since native Ceph can
theoretically handle this without creating a single point of failure. To achieve this, we
theoretically scale out the number of clients and storage nodes® to compare against
the baseline to identify components or interaction which limit additional scaling.
The plaintext baseline offers the greatest scalability because it is not affected by any

encryption overhead.

5.2.3 Qualitative Baselines

The encryption baselines were selected to exemplify the most frequently used encryp-

tion methods in the context of our solutions. For example, in the context of block

8Without considering physical limitations such as limited network bandwidth.
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devices, it is common to use the AES-XTS cipher with LUKS [36] [2]. Therefore, the
NBD and OSD encryption solutions rely on LUKS with AES-XTS as their baseline.
All used plaintext baselines refer to the variant of our solutions without encryption
being enabled. For instance, in Rados encryption, the plaintext baseline will not
use any encryption and will perform I/O on the default strategy. In contrast, the

encryption baselines implement some form of encryption.

Rados encryption is a solution which encrypts data within the context of an object
store. One of the most commonly used cloud object stores is the AWS S3 object

store therefore we use it as an encrypted baseline for Rados encryption.

In S3 client-side encryption [17] baseline objects are encrypted as a whole using a
DEK. This DEK is encrypted through a KEK and will be stored as object metadata.
Each client has a local KEK keyring which acts as a KEK cache. The currently rec-
ommended cipher for using S3 client-side encryption is AES-GCM. It is important
to note that this baseline is not a finished product, but rather a collection of libraries
for implementing client-side encryption in S3. If someone uses this collection with-
out following best practices like paying respect to the limitations of the provided
cryptographic method, these become vulnerable to attacks. Therefore, we assume

that the S3 client-side encryption baseline follows these best practices.

The baseline for the NBD solution is an NBD server that employs LUKS with AES-
XTS to encrypt its data. This baseline was chosen to reflect the most common way

to encrypt a block device and can currently be used in Ceph to perform encrypted

I/O to RBD images.

Specifically, our encrypted baseline will leverage the LUKS capabilities of libRBD
[76]. To use LUKS, a libRBD device has to be formatted using a secret passphrase
which is not stored on disk. The formatting process involves writing the LUKS

header that includes all necessary information to perform encrypted I/0O to the block
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device. Within the header for one encrypted partition, LUKS stores a DEK that is
encrypted using the secret passphrase. To use the LUKS formatted RBD device the

secret passphrase has to be provided to decrypt this DEK.

Finally, the OSD encryption baseline will employ OSD encryption using the AES-
XTS cipher. This baseline was chosen because it represents a common method to
encrypt block storage devices. This applies especially in the context of Ceph, because
by default the OSD encryption uses AES-XTS. This encryption baseline employing
AES-XTS is analogous to the OSD encryption solution. The only major difference
between the baseline using AES-XTS and our solution is that our solution employs

dm-integrity and dm-crypt while the other solely relies on dm-crypt.
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Chapter 6

Evaluation

This chapter contains the evaluation of the three presented solutions. All evaluations
are driven by comparing the implemented solution to previously chosen baselines to

determine the advantages and disadvantages of each solution.

6.1 Runtime Performance

To evaluate the performance, we focus on the indicator IOPS to assess the perfor-
mance difference using our approach against the corresponding plaintext baseline.

In addition, throughput and latency measurements are also provided.

For illustrating the data, we employ barplots from the seaborn library [77]. They are
designed to display the central tendency of a data set. The height of each column
within such a barplot will be the median value of the input values. Additionally, the
barplot will contain a 95% confidence interval errorbar computed using bootstrapping
[77]. These confidence intervals are represented as black lines around the median.
For the TOPS loss illustrations, the barplot column height represents the median

IOPS loss using the previously described methodology (see Section 5.1.2).
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6.1.1 Rados Encryption

Figure 6.1 illustrates the IOPS loss, relative to the plaintext baseline, for sequential
and random writes using the Rados encryption solution with key strategies A) and
B), that rely on local caching. First, we observe that overall, sequential writing
regardless of key strategies, incurs a small overhead of around 1%. In contrast,
the IOPS loss of random writes is significantly higher, reaching almost 80% for key
strategy A). The sequential write overhead is the same for both variants because
in sequential I/O, both can take full advantage of the LRU DEK cache. Therefore,
only for every 4MB sized Rados object one DEK has to be fetched, causing a similar
amount of overhead. However, the situation is entirely different for random 1/0O,
since the DEK caches are rendered useless. Every 1/0 will likely land on a different
object, therefore prompting the retrieval of a new DEK. The problem is that this
DEK retrieval stalls the Rados write operation since the DEK has to be available
before the data in the write request can be encrypted. Accordingly, in both key
strategies the write operation is stalled and can proceed only once the plaintext
DEKs are obtained. Hence, the speed of obtaining a DEK is the central limitation
for random write performance. Naturally, key strategy B) experiences less IOPS
loss than strategy A) because it can immediately decrypt the EDEKs once obtained
from OMAP. Whereas, in strategy A), the keys once obtained must be transferred
to the key store via HT'TPS and then returned. This additional overhead causes a

significant slowdown.

However, this slowdown decreases as the block size of each 1/O request increases.
The reason is that with larger block sizes less writes per second are being sent to

the Ceph cluster since the throughput is already at capacity!. As IOPS decreases

For example the write throughput for 4KB block size is in A) at around 11MB/s. With a
16KB block size, this throughput is not four times larger, but it is still around 11 MB/s. This
means that fewer operations have to share the common 11 MB/s throughput, hence less operations
per second. See Figure A.1 that illustrates the plateauing throughput.
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Figure 6.1: Median IOPS loss of write operations with RBD frontend in comparison
to plaintext baseline employing local caching.

with larger block sizes due to limited throughput, fewer DEKs are requested per
second, resulting in less measured IOPS loss (less encryption overhead). But if
throughput were increased by using larger block sizes, thus maintaining a constant
IOPS rate, this performance gain would not be reflected in our measurements because

the number of requested DEKs per second would also stay constant.

Figure 6.2 illustrates the write performance of the Rados backend with the RBD
frontend without using the RBD caches. Again, we can see the central tendency
that random I/0 is slower than sequential I/O, but this time, the random write
overhead is significantly less for both solutions. The main reason for this is that
without the RBD cache, less IOPS can be requested because it takes longer for the
client to receive the write acknowledgment?. As a result, the central tendency that
the less IOPS result in less overhead is also found here. This is especially true for

Rados encryption solutions A) where the overhead of a random write of 4KB block

2Without caches, FIO measurements include the time for the distributed write transaction.
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Figure 6.2: Median IOPS loss of write operations with RBD frontend in comparison
to plaintext baseline employing no caching. Positive IOPS due to benchmark envi-
ronment. See Section 7.1 for further information.

size is almost 10 times smaller than when using caches.

For sequential writes almost no performance difference is measured compared to
employing RBD caches. This is because, in both benchmarks with and without
RBD caches, the central overhead driver is fetching the DEKs. This overhead is
similar across all benchmarks because in both, the DEK can most often be retrieved
locally from the DEK cache. Although we measure a slight performance increase for
Rados encryption B), this must be measurement jitter, instead the overhead should
converge to about 0%. These measurement jitters are likely caused by network
and cluster latency because without relying on client caches, these benchmarks are
more affected by the network and other Ceph cluster overhead?(further discussed in

Section 7.1).

For reads, Figure 6.3 presents the IOPS loss of read operations in comparison to the

3In the CephFS benchmarks this positive IOPS loss for Rados encryption B) is not measured
see appendix Figure A.2. Instead, the sequential encryption overhead converged to 0%
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Figure 6.3: Median IOPS loss of read operations with RBD frontend in comparison
to plaintext baseline.

plaintext baseline. The Figure presents a similar situation seen in the previous Figure
6.1 representing write IOPS loss. Overall sequential 1/0O is faster than random I/0O
again due to the influence of the DEK cache®. Again, the disparity between sequential
and random I/0 is greater in key strategy A) because once the EDEKSs are obtained,
they must be decrypted by the key store, which imposes more overhead than simply
decrypting them on the client as seen in strategy B). In key strategy A) we see the
trend that the larger the block size is, the less the IOPS loss is. This is because with
larger block sizes there are less IOPS overall due to the limited throughput, therefore
decreasing the number of keys fetched per second. In comparison, in key strategy B)
the throughput is increased by increasing the block size thus keeping IOPS constant

across all block sizes which explains the almost constant IOPS loss.

Overall, these results demonstrate that the more keys per second are requested the

4Important to note for reads the sequential IOPS loss is not equivalent because in variant B)
Rados object and OMAP data is fetched sequentially. In contrast, in variant A) first the OMAP
data with the authentication tags and nonces is fetched and then the actual read operations is
performed therefore the sequential read IOPS loss is higher than variant B).
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more IOPS loss is measured. However Rados encryption performs best, in larger
block size scenarios with lower IOPS and fewer number of keys fetched per second,
or at best with cached keys. From these results, it is clear that it is not the encryption
process itself driving the performance loss, but rather the fetching of all the necessary
data, i.e. keys, authentication tags, nonces and object data to start the encryption

process.

The previous figures all illustrated results collected using RBD as the Rados encryp-
tion frontend. The general trends observed in the RBD interface are also manifested
when employing CephF'S as the frontend for Rados encryption. Especially for reads
and direct write operations the performance loss is almost the same. However, for
random writes with data caching, CephFS shows a significantly higher IOPS loss
than RBD?®. This stark difference in overhead is also reflected in the latency over-
head. For CephFS the median latency overhead for a random write request is at least
three times higher than seen in RBD (see Figure 6.4). In contrast, the sequential
write performance is almost identical in both frontends. Therefore, we conclude that
the difference in performance for cached random writes in RBD and CephF'S occurs
because Rados encryption stalls for fetching DEKSs in CephFS which cascades into a

larger overhead than in RBD.

We theorize that this increased cascading in CephF'S relative to RBD is due to their
different benchmark setup. In both CephFS and RBD, the cache writes are blocked
when the cache is full. Flushing the cache is used to unblock writes to the cache,
but in RBD the cache is informed more quickly that a flush was successful, allowing
writes to be unlocked more quickly. In the RBD setup, FIO can directly issue an 1/O
request to the Rados backend using the libRBD user space library that is included

into FIO. Therefore, if a flush is successful, it will be informed via a call back function

5See Figure A.3 in appendix A. For example, the IOPS loss for a 4KB random write in RBD
with Rados encryption key strategy B) is approximately 25% but when using the CephFS frontend
it is around 60%. Same trend is observed for key strategy A) just larger overhead.
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Figure 6.4: Median Write Latency Overhead in CephFS and RBD.

included in the library. Conversely, in our setup the CephF'S library is mounted onto
the operating system of the client using the FUSE kernel module. The FUSE page
cache operates in write-through mode, meaning that a write is acknowledged once
the write is committed to the FUSE page cache and the CephFS frontend. The
CephF'S frontend then asynchronously flushes data to the Rados backend to write
the data to the Ceph cluster. The caching process used in the CephFS setup, we
suspect, cascades the Rados encryption stall to fetch the DEK more than in RBD,
because there is more overhead involved for the Rados backend to inform the FUSE

page cache that a flush has been successfully performed, and writes can be unblocked.

6.1.2 NBD AEAD Encryption

For the NBD encryption solution, we can see a significant performance difference
depending on the block size. Figure 6.5 illustrates on the left graph the IOPS loss of
sequential and random read operations under different block sizes and on the right

graph shows the total throughput of the NBD solution and the baseline. On the left
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graph, we recognize that the sequential read operations yield more IOPS loss than
the random read operations. At best, we measure only an IOPS loss of around 7%
for random reads at a 4KB block size but with sequential reads this goes up to an

40% TIOPS loss.

The main reason for this can be seen in the right graph showing the throughput.
Under our benchmark setup the throughput plateaus at around 2,000 KB/s for se-
quential reads independent of the block size® but for random reads the throughput
is not plateauing and instead increases steadily with an increase in block size. For
random read operations, the throughput is significantly lower for the plaintext base-
line and most importantly closer to our encryption solution throughput. Hence, we
can conclude that the encryption overhead is smaller when the baseline performs at

a lower throughput, like with a small block size or random reads.

The primary driver for sequential read throughput to plateau at around 2,000 KB/s
is that the read operation is not parallelized. In essence, for each read request, irre-
spective of its size, a loop is traversed that performs a 4 KB read until all requested
data has been read. For example, in the case of a 16KB read this loop would be
traversed 4 times. Moreover, reading from the OMAP and the RBD image is also
not parallelized either, so a 16KB read would result in 4 OMAP and 4 RBD read
requests, all completed sequentially. By comparison, in the baseline, a 16KB request
would result in a single RBD request, producing less overhead. Therefore, block sizes

larger than 4KB result in the same throughput for sequential reads.

Figure 6.6 presents the IOPS loss of random and sequential writes under varying
block sizes of our NBD encryption solutions against the baseline. For sequential

writes the overhead is generally higher than for random I/O operations. In contrast

50ur solution plateaus at around 2,000 MB/s throughput but this throughput measured by
FIO does not include the OMAP requests issued by the NBD server in response to a FIO I/0
request.
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Figure 6.5: NBD IOPS loss and Total Bandwidth for random and sequential read
operations.

to the read operations, we parallelized the write operations to libRBD and libRados,

but this parallelization is only effective for random 1/0.

In contrast to the read operation, a non 4KB large operation will result in one
OMAP and RBD request. For example, a 16KB write request will be encrypted in
4KB chunks and the resulting ciphertext is committed in one 16KB RBD request.
Meanwhile, all the resulting authentication tags and nonces for each 4KB block are
also committed in one OMAP request. The problem is libRBD and libRados both
use an exclusive lock to synchronize the Rados object when it is written to. If one
library already has the exclusive lock over the Rados object, the other library has to
wait. Moreover, since our setup allows for up to 4 concurrent I/O requests, 8 write
operations (4 OMAP and 4 RBD) must concurrently initialize an exclusive lock.
If all the writes are committing to the same object (mostly the case in sequential
writes), 7 write requests have to wait. Whereas if they write to different objects

(mostly the case in random writes) only the RBD and OMAP write to the same
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Figure 6.6: NBD IOPS loss for random and sequential write operations.

object are stalling each other. For smaller block sizes, this causes a larger IOPS
loss for sequential writes because less data per request is committed. For instance, a
4KB sequential write request will result in eight stalling write requests. But the same
applies to a 16KB write request, so a 16 KB write request is more efficient because it
can commit more data while being hindered by the same number of stalls. Therefore,
we measure a decrease in IOPS loss for sequential write, the larger the block size is.
In contrast, the IOPS loss plateaus for random writes because, regardless of block
size, writing data to a Rados object causes at least one libRBD and one libRados

write to stall each other, resulting in a consistent IOPS loss of around 12%.

6.1.3 OSD Encryption

Figure 6.7 illustrates the read IOPS loss when employing OSD encryption. In general,
the performance loss is smaller than 10% with the highest being an 8% IOPS loss in

with sequential read at a 4KB block size. Most of this overhead is caused because
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Figure 6.7: Read IOPS loss using the OSD Encryption solution.

by employing dm-integrity every Ceph client read operations will result in two read
operations’ to the OSD storage device®, for reading the data and authentication tag.
Most importantly, the smaller the block sizes, the greater the overhead is because
with smaller request sizes it can less effectively read data and the corresponding
authentication tag. At 4KB, the overhead is the largest because the encryption block
size for dm-crypt and dm-integrity was chosen as 4KB. Hence, at a block size of 4KB,
one read must be issued to read the data and another read for the corresponding
authentication tag. In contrast, for block sizes larger than 4KB, it can retrieve the
authentication tags more efficiently by obtaining multiple authentication tags at once

by, for example, issuing one large read request.

Next, Figure 6.8 presents the write overhead of the OSD encryption solution em-

ploying the dm-integrity journal. We can observe that, in contrast to the previous

"In practice at a certain read size dm-integrity may also decide to issue one larger read to read
the data and corresponding authentication tag sector.

8See Figure 3.2 in Section 3.3 to revisit how dm-integrity stores data and authentication tag in
a block device.
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solutions, no IOPS loss is measured but rather a significant IOPS increase for the
random write operation. This phenomenon is a result of employing the dm-integrity
journal. First, in the plaintext baseline, all OSDs are mounted on the raw HDD
drive but in the OSD encryption solution the OSDs are mounted on a dm-crypt
mapper device. In turn, this dm-crypt is mounted to a dm-integrity mapper device
and this mapper mounts the raw HDD drive?. Second and most importantly, dm-
integrity implements a write journal where it stores the ciphertext and corresponding
authentication tag and once a write request is in this journal, a write request is ac-
knowledged [42]. Therefore, this journal acts as a write cache and speeds up write
operations. This is the key to understanding the measured increase in performance
because in HDD devices, random writes are very slow in comparison to sequential
writes. Therefore, the plaintext baseline has lower performance since it is mounted
on the raw HDD device where no cache is employed to conceal the slow write speeds
of the HDD. In contrast, in these benchmarks the OSD encryption solution employs
such a cache; therefore, the slow random write speed of the HDD is not captured in

the OSD solution benchmarks.

In addition, the dm-integrity journals have a limited capacity of around 60MB in
our setup. However, for random writes this capacity is never reached because for
each new write request (with a high likelihood) another OSD will work on the write
request. Therefore, the journal is always empty and can completely acknowledge
any new random write request, thereby increasing the IOPS performance by around

20%.

Conversely, this dm-integrity write cache is not as effective to increase performance
for sequential writes because the HDD is faster with sequential write operations.
Thus, at a block size of 4KB only a performance increase of around 3% is measured

but with increasing block size the HDD sequential write speed increases, therefore

9See 3.2 in Section 3.3.
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Figure 6.8: Direct Write IOPS loss using the OSD Encryption solution with dm-
integrity journal.

increasing the IOPS loss. We can expect that with even larger block sizes that the

overhead would increase until the maximum write speed of the HDD is reached.

Without the dm-integrity cache, the performance results are very different, as shown
in Figure 6.9. In it, we can recognize that sequential writes produce an overhead of
around 23%, and for random writes, even 35%. This enormous performance drop is
observed because these benchmarks include the time dm-integrity needs to commit

the authentication tag and data to disk.

There are two central overheads involved that can explain this phenomenon. First,
as explained in Section 3.3, data and authentication tags are stored in two distinct
sectors. Therefore, one write to dm-crypt will be split into two writes to the storage
device in dm-integrity. The second issue arises when not all authentication tags in
a sector are written at the same time. In such a case, dm-integrity will need to
execute an additional read request to read all the authentication tags in an authen-

tication tag sector and then combine it with the new authentication tags. However,
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Figure 6.9: Direct Write IOPS loss using the OSD Encryption solution without dm-
integrity journal.

this additional read operation would not be necessary if the write operation were to
overwrite all the authentication tags in an authentication tag sector. In our experi-
mental setup, this happens at a block size of 1024KB, which we did not benchmark.
Most importantly, due to Ceph’s distributed write transaction being conducted se-
quentially across three OSDs, all this server-side overhead builds up, consequently

resulting in this slowdown in performance.

6.2 Security

To evaluate the security, we first compare how the CIA goals are addressed by our
solutions against their respective plaintext and encryption baseline. Afterward, we
compare how solutions and their baselines handle the attack scenarios that involve

unauthorized data modifications.
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6.2.1 Rados Encryption

The S3 client-side encryption [17] baseline ensures information confidentiality in a
manner similar to the Rados encryption key strategy B). Both methods employ
an AEAD encryption algorithm to decrypt the data. Most importantly, in both
variants, the client possesses a KEK that is used to decrypt the DEK, which is
stored as object metadata. As a result, if the client is compromised and the KEK is
leaked, any object that has its DEK encrypted with that KEK will be compromised.
For Rados encryption, if no Rados namespaces are used, this could mean that all
objects within one Rados pool (potentially millions of objects) are compromised.
In contrast, in key strategy A) the EDEK is stored as object metadata and has to
be delivered to the key store to be decrypted. This means in key strategy A) a

compromised client does not leak the KEK.

In S3 client-side encryption the recommended cipher is AES-GCM [17] whereas in
our approach it is AEGIS [34]. In Section 4.2 we already discussed the benefits of
using AEGIS, but for the S3 use case, using AES-GCM should be sufficient. This
is mainly because objects are encrypted as a whole. Accordingly in S3 client-side
encryption, on each write a new DEK and nonce can be generated as opposed to
our approach where for each modified 4KB block a new nonce with the same object
DEK needs to be generated. As a result, the 96-bit nonce is unlikely to pose a
security risk in S3 client-side encryption because the 128- or 256-bit DEK is also
newly generated, greatly reducing the chance that a randomly chosen nonce and

DEK will be repeated!?.

From these comparisons, it is clear that our solutions and the S3 baseline provide a
similar level of confidentiality or, in the case of key strategy A), even a higher level

of confidentiality is reached because the KEK is never exposed outside the key store.

10See Appendix B to see the amount of times the nonce needs to randomly generated for this to
become a security issue.
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From an integrity perspective, the S3 baseline and Rados encryption both detect
unauthorized data modifications on read. From a cryptographic level, forging au-
thorized ciphertext should be similarly difficult, regardless of using AES-GCM or
AEGIS.

The availability of the S3 baseline and Rados encryption strategy B) suffer similar
constraints. Both depend on a key store!! on startup to provide them with the
initial KEK, but afterwards the client could function without them (as long as keys
are not rotated). Key strategy B) mandates that the key store has to be available
throughout its runtime or else 1/O will fail. The DEK cache alleviates this problem
to some extent, but due to its limited capacity, it cannot be used as a key store
replacement. Based on this, we conclude that Rados encryption key strategy B) and
S3 have a similar availability. In contrast, key strategy A) is severely constrained by
its runtime dependency on the key store, resulting in lower availability than the S3

baseline and key strategy B).

Lastly, both S3 baseline and Rados encryption align with the IEEE 1619 standard.
The S3 baselines could even be considered IEEE 1619 compliant because, unlike
our Rados encryption approaches, the S3 baseline employs the specified AES-GCM

algorithm for encryption.

6.2.2 NBD Encryption

The RBD LUKS baseline and the NBD solution provide comparable levels of confi-
dentiality. Both use a KEK!'? to decrypt a DEK and similarly the entire block device
is encrypted using one DEK. Therefore, in both cases when the DEK is leaked, the

entire block device is compromised. The major difference comes from the employed

1183 client could be initialized locally but a best practice is to rely on the AWS key store.
128pecifically in LUKS a passphrase needs to be provided to decrypt DEK. But it works in the
same way a KEK does.
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AES operating mode. The LUKS baseline employs AES-XTS whereas the NBD
server uses AEGIS. For confidentiality there is a major downside to using AES-XTS
since changes are committed in 32byte blocks [2]. Therefore, an attacker who can
provide input to the system and can see the output could determine which 32-byte
blocks are responsible for what. Using this technique the attacker may learn impor-
tant information about the ciphertext. Most importantly since AES-XTS does not
provide any means to verify ciphertext integrity the attacker could even change the
ciphertext to learn how the system behaves if a specific 32byte block contains garbage
data. In our approach any changes can only be seen in 4KB chunks. Therefore, for

such attacks our solution provides more confidentiality.

Finally, the availability of the LUKS baseline and the NBD solution are similar.
The only additional dependency both require more than the plaintext baseline is the
key store. This dependency is required upon startup because the key store provides
the KEK to the NBD server for decrypting data. The rest of the runtime should
the key store be unavailable, the LUKS baseline and NBD server are still available.

Therefore, their availability is comparable.

6.2.3 OSD Encryption

The OSD dm-crypt AES-XTS baseline and our OSD encryption solutions provide
similar levels of confidentiality for stored data. Both solutions would lose all confi-
dentiality if their respective KEKs were compromised, since they are used to decrypt
the DEK that encrypts the entire block device. However, their central security dif-
ference stems from the usage of the AES-XTS in the baseline versus the usage of
the AEGIS cipher in our solution. First, as explained in the previous NBD security
Section 6.2.2, with AES-XTS modifications to encrypted data can be recognized in
32bytes (or 16bytes if AES-128 is used) chunks [2]. Whereas when an AEAD cipher
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is used in dm-crypt, modifications can only be detected at the chosen block size
which in our case is 4KB. Furthermore, using the AES-XTS cipher an attacker can
modify ciphertext without alarming the system. Hence, an attacker is able to modify
ciphertext to potentially learn which data sectors are responsible for storing specific
data. In contrast, in our approach using AEGIS (or other AEAD ciphers) any unau-
thorized modifications would immediately lead to the OSD shutdown and response
from an administrator. As a result, our solution provides greater confidentiality

against attacks that exploit the lack of deterministic integrity verification.

Lastly, the OSD AES-XTS baseline and our OSD encryption solutions achieve the
same availability as the plaintext baseline. This is because the OSD encryption
solution and its OSD AES-XTS baseline require the same runtime dependencies as
the plaintext baseline. Specifically, the OSD AES-XTS baseline and our solutions
require the Ceph monitor to be up on a restart or initialization to provide or store
the secret passphrase. Should the monitor not be available then this operation will
fail and an encrypted OSD would not be available. But, if no Ceph monitor is
available then even a plaintext OSD would not be available to Ceph clients because
the Ceph monitors are responsible for managing and distributing the cluster state,
i.e. CRUSH map to Ceph clients. Hence, our OSD encryption solution exhibits the

same availability as a plaintext OSD.

6.2.4 Attack Scenarios

The following attack scenarios highlight the strengths and weaknesses of our solutions
against their encryption baselines, as well as how they compare to each other. In
these scenarios, the plaintext baselines will be ignored as they are not resistant to

any of these attacks.
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Figure 6.10: Scenario Attack on Storage Hardware

6.2.4.1 Scenario Attack Storage Hardware

In this scenario, we assume that an attacker manages to access the underlying storage
hardware either via physical or logical means. Figure 6.10 illustrates this scenario

within the context of the SDS 1/O path.

In the case of a physical attack all of our presented solutions mitigate the attack.
For OSD encryption any unauthorized modifications would be detected, and it would
respond by deleting the decryption device mapper. Therefore, the OSD would stop
working but another OSD holding the data duplicates could step in to perform the
I/O. An administrator would be able to identify the compromised OSD by examin-
ing the system log, which would provide the reason for the shutdown. Consequently,
the administrator could formulate a response to address this security incident. Af-
ter the administrator addressed the security incident the storage hardware must be

reformatted before it can be mounted by an OSD again.

The OSD encryption baseline employing AES-XTS would not be able to determin-

istically detect the unauthorized modification. Instead, it would have to rely on
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the application or person reading data from the OSD to determine if unauthorized
modifications have been performed. Most importantly even if an administrator is
notified, they would have to troubleshoot where the modifications along the SDS

I/O path are occurring (see Figure 6.10).

Like our OSD encryption solution, the NDB server and the Ceph Rados solution
would also respond by shutting down. However, an administrator would need to
review the client logs to identify which OSD provided the corrupted data to address
the issue. This is because neither the RBD nor the Rados library directly exposes
which OSD node they communicated with to receive the data, as they abstract this
information. But the information which OSD the client communicated with is still

present in the system logs.

The NBD baseline employing AES-XTS also cannot detect these modifications and
will therefore continue to serve I/O requests. However, the Rados baseline employs
the AES-GCM cipher. Consequently, if an object data is modified in an authorized
manner on the storage medium, the baseline will respond by throwing an error and
stopping I/O. Again, it would be up to the administrator to figure out where the

illegal modification occurred.

In the event of a logical attack on the storage hardware, such as remote code execu-
tion rights in a storage node, the effectiveness of OSD encryption (our solution and
the OSD baseline) is lost. This is because if an attacker gains access to the dm-crypt
mapper device, they can perform authorized 1/O to the storage hardware. Mean-
while, the other solutions would still be able to indicate unauthorized modifications

to ciphertext data even if multiple storage node, are breached in this manner.
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Figure 6.11: Scenario Man-In-The-Middle Attack

6.2.4.2 Scenario Man-In-The-Middle Attack

In a man-in-the-middle attack scenario in Ceph, an attacker inserts themselves be-
tween the client and the OSDs, as illustrated in Figure 6.11. In Ceph this may be
done by breaching the authentication system or via IP-Spoofing [3]. Most impor-
tantly, we assume that through the successful man-in-the-middle-attack they man-
aged to circumvent the security-in-transit mechanisms like transit encryption imple-
mented in Ceph. In a man-in-the-middle scenario, the attacker can listen and record
data transmissions between the client and server, but they may also alter data trans-

missions. This scenario assumes that the attacker will modify data transmissions.

The OSD encryption solution and its baseline would be ineffective in mitigating such
an outlined man-in-the-middle scenario. Worse yet, the man-in-the-middle could
even read the data in plaintext and could send arbitrary data to the client. This
is because OSD encryption with AEGIS or AES-XTS is a server-side encryption

approach and thus data is not encrypted between a Ceph client and OSDs.

In contrast, the NBD baseline employing AES-XTS would at least ensure that data

which the man-in-the-middle reads is encrypted. However, should the data be mod-
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ified, this method would not be able to detect those changes.

Only the NBD, Ceph Rados solution and the Rados baseline ensure that data is
not only encrypted but also identifies unauthorized modifications to the ciphertext.
Most importantly, these systems will also detect if the attacker modifies metadata.
For example, switching the names of two valid encrypted objects will be detected by
our system. However, it should be noted that neither solution will be able to detect
where the ciphertext was modified. Since these solutions are designed to detect any
unauthorized modifications, they do not indicate where the modification occurred.
As a result, a system administrator would still need to determine where the system

has been compromised.

6.2.4.3 Scenario Attacker has Access to Snapshots

A central security challenge for encrypting data in SDS systems are snapshots of
encrypted storage resources [2]. Snapshots are read-only backups of a given storage
resource and are very commonly used to backup virtual resources like virtual block
devices in CephRBD [2]. Therefore, the OSD encryption solution and its baseline will
not be considered in this scenario because Ceph snapshots are used for virtual storage
resources not physical ones. The encryption of these virtual resources presents po-
tential security challenges, since snapshot mechanisms are typically decoupled from

the cryptographic primitives used to encrypt the virtual resource.

In the NBD LUKS baseline employing AES-XTS each sector will always be encrypted
using the same IV. This is because the IV in this implementation is always the sector
index [2]. In AES-XTS mode a sector (typically 4KB long) is encrypted in 16 bytes
(for AES 128-bit) or 32 bytes (for AES 256-bit) sized sub-blocks. If the IV (and
key) are reused for encrypting a sector, an attacker can exchange any of these sub-

blocks from different snapshots to produce a valid decryption result for those sub-
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blocks [2] [43]. This outcome occurs because the sub-blocks are encrypted using the
same IV and key across the snapshots. This modified encrypted sector can be easily
misinterpreted as valid plaintext, especially given the absence of integrity verification
mechanisms in AES-XTS [2]. Exploiting this, an attacker could for example forge

ciphertext using snapshots to make the system behave in a certain manner.

In contrast, the NBD and Rados encryption solutions are resistant against these
types of attacks because they employ the AEGIS AEAD cipher. In our solutions
each block is 4KB large therefore an attacker can only recognize data changes at this
scope. Additionally, each of these blocks has a unique identifier so in case a cipher
block is exchanged with another cipher block and decrypted the AEGIS decryption
process would fail. But even with the AEGIS cipher, reusing a nonce under the same
DEK can lead to different vulnerabilities [34]. Therefore, in these approaches the
nonces are randomly generated to mitigate nonce reuse. In addition, in AEGIS-256
nonces are 256bits long, therefore the chance of randomly generating the same nonce
twice under the same DEK is low (see Appendix B). Even with millions of snapshots
of TB-long RBD images, our solution should provide an impractical probability of

reusing nonces [34].

The S3 client-side encryption baseline employing AES-GCM follows the same limi-
tation that a nonce reuse under the same DEK can compromise the DEK. But in
contrast to our Rados solutions AES-GCM only supports 96bits long nonces. To
mitigate this in the S3 clients only whole objects can be encrypted and on each write
a new DEK and nonce are randomly generated. Therefore, the change of randomly
choosing the same DEK and nonce for a write is minimal. As a result, even with a
large number of snapshots of S3 objects it will be infeasible to expect that a nonce

and DEK pair repeat (see Appendix B for the birthday paradox formula).
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6.3 Scalability

To evaluate scalability, we compare the ability of our solutions to accommodate an

increase in client and storage node count in comparison to their baselines.

6.3.1 Rados Encryption

In Rados encryption and the S3 baseline, the encryption overhead is placed on the
clients because they perform the encryption and decryption operations and retrieve

the keys. Therefore, any scalability bottlenecks must be found on the client side.

The central scalability bottleneck for an increase in client count is the limited scal-
ability of the employed key store, especially in the context of key strategy A). In
this strategy, an I/O operation on a Rados object without a cached DEK will always
result in an additional request to the key store. The used key store can be scaled
up because each key store instance is containerized. In our setup the key store back-
end is a PostgresSQL [60] database that can handle several hundreds of concurrent
requests even on commodity hardware. Nevertheless, the key store is a scalability
bottleneck that is not present in the plaintext baseline. Thus, Rados encryption

using key strategy A) has lower scalability than the plaintext baseline.

In contrast, in Rados encryption key strategy B) or S3 encryption where the KEK
is exported to the clients, the key store only has to be requested at the start of
an 1/O session. Therefore, even key stores with a low scalability should be able
to accommodate a larger number of clients concurrently due to low frequency in
key requests. Therefore, we conclude that Rados encryption using key strategy B)
and the S3 baseline has slightly lower scalability than the plaintext baseline. This is
because while a key store using these key strategies can accommodate a large number

of clients, they still pose a threat to scalability.
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Figure 6.12: NBD Scaling exemplified.

6.3.2 NBD Encryption

In contrast to the other solutions the encryption overhead of the NBD solution and
its baseline can be placed on the server or client side, since the NBD server can run
on the client or server. In our quantitative experiments the NBD server was situated
on the client, but it could also be situated on another server. Figure 6.12 illustrates
how the NBD solution would scale out when each client hosts the NBD server. In
such a case since the NBD server is hosted on each client to access an RBD image
it can scale like a Ceph cluster. Nevertheless, if the NBD server is hosted on the
client or on a different host, it would suffer from the limited scalability of the key
store. This should not be a significant concern even for larger systems, since the
NBD server only needs to retrieve the KEK once at startup. Therefore, this solution

has a scalability level similar to the plaintext baseline but slightly lower.

6.3.3 OSD Encryption

The OSD encryption solution and its baseline using the AES-XTS cipher provide the

same scalability as the plaintext OSD baseline. This is because all the encryption
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Figure 6.13: OSD Scaling exemplified.

overhead is placed on the OSDs, and these OSDs rely on the same Ceph components

as the plaintext baseline, thereby avoiding potential scalability bottlenecks.

For Ceph OSD encryption, the monitors save the encryption keys and replicate
them among all monitors in case of a monitor outage. The keys only need to be
fetched when OSDs are initiated or restarted after a failure which is an uncommon
event. Therefore, except for startups encrypted OSDs do not rely more on other
Ceph components than their non-encrypted counterparts. Figure 6.13 demonstrates
how scaling works with encrypted OSDs; each OSD employs one dm-crypt device
and just like in a plaintext cluster the clients directly communicate with the OSD.
Thus, increasing the number of OSDs with encrypted OSDs will lead to enhanced
storage capacities which can serve a greater number of clients. Consequently, this
solution exhibits comparable scalability capabilities to a plaintext cluster, as it does

not possess additional dependencies.
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Chapter 7

Discussion

This chapter compares the previously presented and evaluated solutions and discusses
their advantages and disadvantages against one another. Additionally, this chapter
will discuss central threats to validity of our overall evaluation strategy, limitations

to our approaches and lastly how our system can be adopted into other SDS systems.

7.1 Runtime Performance

The central idea underlying the evaluation was to compare the performance of the
presented approaches against the plaintext baseline to determine the overhead intro-
duced by the use of our solutions. With this comparison, it becomes clear that all
the presented solutions exhibit certain performance disadvantages. For example, the
NBD solution has fastest direct random writes, but the read performance is worse
than seen in the other solutions. Or although the OSD solution manages to achieve
a performance boost if the dm-integrity journal is used, without it write performance
is significantly worse. Lastly, the Rados encryption key strategy B) exhibits a low

overhead for direct write operations but is significantly higher once RBD caching is
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activated.

Focusing on cached writes, an inspection of IOPS loss indicates that OSD encryption
is the most effective solution, particularly when compared to Rados encryption key
strategy A) in a random 1/O scenario. However, this discrepancy mainly stems from
the varying key strategies employed by each method. This is clearly seen when
looking at the sequential I/O performance, where Rados encryption does not have to
fetch keys on every 1/O request. Here, the overhead for sequential writes is around
5% across all block sizes for Rados encryption. The difference becomes apparent in
the random I/O modes, where Rados encryption solutions must fetch and decrypt
the EDEKSs, as opposed to dm-crypt, which has already loaded the plaintext DEK.
This is why in the 4KB scenario we measure an IOPS loss of around 20% for cached
writes versus none in OSD encryption. This again highlights that the key strategy

is the central barrier to performance in the Rados encryption approach.

However, when examining the non-cached writes the Rados encryption solution em-
ploying key strategy B) exhibits a better performance than both NBD encryption and
OSD encryption. Most notably the OSD performance drops immensely without the
usage of caches while Rados encryption becomes faster. Without the dm-integrity
journal, write I/O will only be acknowledged once it has been fully written and
most importantly this overhead is incurred as often as data is replicated!. On the
other hand, the performance of Rados encryption increases when caching is disabled
because, in such a scenario, FIO measurements include the time spent on the dis-
tributed write transaction. Even the previously slow Rados encryption strategy A)

now exhibits a write overhead of less than 10%.

For read operations, both OSD encryption and Rados encryption with key strategy

B) exhibit an overhead of less than 10% for random and sequential reads. For Rados

I'Which is three times in our benchmark setup and is the Ceph default option.

86



encryption key strategy A) and B) the sequential read overhead is low because by
using the DEK cache no extra OMAP read has to be triggered and thus the overhead
mostly consists of calling the AEGIS encryption process. For random reads, the
overhead with key strategy B) is again low (around 5%) because EDEKs in OMAP
are fetched concurrently with encrypted data. Similarly, OSD encryption requires
two reads instead of one to retrieve both the authentication tag and the encrypted

data. Therefore, it is reasonable that both solutions share a similar overhead.

Nevertheless, our benchmarks omit some elements to establish which of these solu-
tions shows the best performance out of these three within an SDS context. Most
critically we think the benchmark setup gave the OSD solution an advantage over

the other client-side approaches.

A significant factor is that we could not disable the dm-integrity authentication tag
sector cache, which improves the I/O performance results in the benchmarks. We
noticed the existence of such a cache by comparing 1/O requests® from the dm-
integrity device mapper that was being used by an OSD to the underlying disk.
By examining this, we discovered that a 4KB write most often did not trigger a
read. However, a read operation should have occurred, because inserting a 32byte
authentication tag into a 4KB authentication tag sector requires first reading the
entire sector. Since I/O on the employed disk can only happen in 4KB sectors we
concluded that dm-integrity must implement a cache for authentication tag sectors to
avoid reading the authentication tag sector on every write. To validate this, we used
FIO directly on a dm-integrity device to perform a random write on a 64GB range
and with this we identified the previously missing read requests. On closer inspection,
we noticed that when an OSD is mounted on a dm-integrity device mapper (with dm-
crypt in between), write requests from our benchmarks all lead to a similar region.

This is because, even for random I/O, where I/O can happen in a 64GB range in

2We used iostat[78] and blktrace[79)].
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our benchmarks, each OSD only has a part of the 64GB range. Accordingly, the
dm-integrity cache for storing authentication tags to mitigate reading before a write
is very effective. In our benchmarks we used 39 OSDs hence each OSD must store
around 1.6GB of data which results in around 4MB of authentication tags which is
feasible to cache since each of the three servers has a main memory of 128GB. As
far as we are aware we cannot disable the cache without modifying the dm-integrity
kernel module. Consequently the random I/O modes were unable to show the worst-
case overhead that could be incurred by OSD encryption. In contrast, we were able
to accomplish a worst-case scenario for Rados encryption with random 1/0O, making

the comparison with OSD encryption unbalanced.

Additionally, our benchmarks did not account for the central limitation of OSD
encryption that the server-side now has an additional task to perform other than
pure I/O with the same number of resources. In particular, we did not measure the
server-side overhead of responding to an encrypted I/O request. For the client-side
approaches, the server-side overhead consists of the increase in OMAP operations,
that when compared to the OSD encryption approach, should not impose an excessive
overhead on the server-side, because these are plaintext operations. In contrast, OSD
encryption solutions lead to more server-side encryption overhead because each OSD
has to encrypt each 1/O operation performed to disk with its dedicated dm-crypt
and dm-integrity device mapper. For example, in one server in our setup, 10 OSDs
are hosted each employing 10 dm-crypt and 10 dm-integrity devices that perform

I/O concurrently and all these devices must share the resources of one server.

We employ only four concurrent 1/0 requests from a single client. With more con-
current requests from multiple clients, the OSD encryption performance would likely
degrade (relative to the plaintext baseline) for all clients due to the shared and
limited compute resources on the servers. In contrast, the client-side encryption

approaches, such as Rados encryption, do not cause overall cluster-wide slowdown
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when the number of concurrent requests from multiple clients increases, since the
performance overhead is primarily incurred on the client side. Referring to the re-
sults of the scalability section, this server sided overhead can be compensated by
adding more host machines with more OSDs. However, should server-side resources
(like server capacity) be limited and the Ceph cluster is overloaded with I/O requests
the client-side solutions should be preferred because they add a smaller server-side

performance overhead.

Consequently, a central limitation of our methodology is that we kept the number
of concurrent 1/O constant in our benchmarks. Throughout all benchmarks, we
allowed up to four concurrent (in-fly) requests. However, in a real-world scenario
this number might be significantly higher. While we chose this number due to the
limited number of resources on the client device, it would have been of great benefit
in evaluating the parallelizability of our approaches if we had run the approach that
allowed multiple in-fly request configurations. Although allowing more concurrent
requests would have increased the benchmarking effort significantly, for example,
choosing three different in-fly requests would have tripled the number of required
FIO benchmark runs. Overall, for our client-side solutions we expect that, if a higher
in-fly request configuration was to lead to an increase in IOPS and throughput, then
we can expect a performance drop for the Rados encryption and NBD solutions. But
most importantly this performance drop would be on a per-client basis and would
not be transmitted to other clients. In contrast, for OSD encryption, any overhead

incurred impacts all other Ceph clients performing I/O operations on the cluster.

A separate methodological concern is that all benchmarks are 4KB aligned. Since
this is the same size as our chosen encryption block size, 4KB aligned 1/0O represents
the most advantageous configuration for our solutions. A 4KB alignment for bench-
marks is a common assumption for evaluation storage systems [80][2][81][41]. For

example, FUSE[71], RBD|2], OSDs[82] were all evaluated with 4KB aligned bench-
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marks. Therefore, using our benchmark gives an average case perspective on how
our solutions will deal with I/O. But to provide more insight into the worst-case
performance of our solutions, a non-4KB aligned approach should be chosen. This
is because all of our presented solutions can only perform I1/O in 4KB chunks. For
example, a 512byte read will become a 4KB read and the unnecessary read data is
discarded. A 512byte write on the other hand will result in a 4KB read and then
a 4KB write. This worst-case perspective is relevant within the context of CephFS
only, where no I/O block alignment is required?; for block storage interfaces where

a block alignment is required, a 4KB alignment is not a limitation [27].

Another problem with the employed methodology is that it did not maintain a con-
stant level of background disturbances (noise) when the benchmarks were executed.
Specifically, some results indicate that some encryption solutions benchmarks were
faster than the plaintext baseline, a claim that should not be possible without clear
reasoning?. This means that some background noise like network latency must be
more when the plaintext baseline was benchmarked and less when the encryption so-
lutions were benchmarked. This would explain these inconstancies, especially since
they are only a few percentage large. For example, for direct writing in Rados
encryption key strategy B) the non-cached write performance is a little bit faster
(around 2%) than the plaintext baseline but when CephFS was used in the frontend
the non-cached write overhead was around 0% which would match our expectations
(see Appendix A.2). As mentioned, one reason for these results could have been
inconsistent network traffic when the benchmarks were run because the client, key
store, and Ceph cluster communicate over a public network. Another central driver
for these inconsistencies within our result data is the OSD scrubbing mechanism

[25]. With scrubbing, an OSD validates whether all the data replicates are consis-

3Although even CephFS was in the original publication benchmarked with 4KB aligned 1/0

[6].

4For example, the increase in performance for cached write in OSD encryption had a clear
reason.
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tent with each other. To achieve this, the OSD must utilize additional network,
CPU, and storage resources. But scrubbing is not continuous, instead each OSD is
assigned its scrubbing time slot within a day for light scrubbing or within a week for
deep scrubbing. The light scrubbing happens daily and involves comparing objects
attributes like size, but weekly deep scrubbing involves comparing Rados object data
from other OSD on a per-byte basis. We did not turn off scrubbing while running
the benchmarks because we thought it would affect all benchmarks equally since the
cluster consisted of 39 OSDs and through a Ceph configuration only three OSDs at
maximum would have scrubbed. Yet, since deep scrubs only happen once a week,
we assume that benchmarks at the beginning of the week were more affected by this
effect, since they were mostly finished with scrubbing by the end of the week. We
conclude that both of these factors are the causes for all measured inconsistencies,
but they are not enough to undermine our overall methodology. To illustrate, the
most significant inconsistencies observed in the benchmarks are approximately 2%
faster than the plaintext baseline. For a network-distributed SDS system with nu-
merous factors influencing performance [25], such as the one used in our benchmark

setup, we consider this to be an acceptable noise level.

Lastly, we are confident that the performance results reflect the general performance
trend of our developed solutions on other physical configurations. This is because
even though we relied on microbenchmarking the artificial /O scenarios we evaluated
against reflect common 1/O scenarios. Still our results can only reflect the general
trends that will occur should we benchmark our solutions on other setups. For
example, all the physical storage devices employed in our benchmarking Ceph cluster
were HDD devices of the same type. Therefore, our benchmarks inherently reflect

the performance trends of this technology.
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7.2 Security

In the evaluation we assessed the security of our presented solution by comparing
the degree to which they address the CIA-Triad objectives regarding an encrypted
and plaintext baseline. This provided us with an overview of the strengths and
weaknesses of each of our solutions in the context of the CIA triad. Furthermore,
the scenarios underscored these characteristics within the context of attacks that can
leverage the lack of data integrity projection measures. In summary, we saw that our
solutions provide better or a similar level of security than their respective baselines.
We reached this conclusion because all our solutions reached at least the same level
of confidentiality as their encrypted baselines because under the condition that their
keys are not leaked the encryption should not be compromised. Regarding avail-
ability, our solutions also achieved the same level of availability as their encrypted
baseline since both become unavailable only when keys are unavailable. But in com-
parison to the plaintext baseline, Rados encryption and the NBD approach achieve a
lower availability. Finally, our solutions implement deterministic ciphertext integrity

which guarantees a higher integrity level than the baselines®.

Out of the three solutions, OSD encryption provides the least security given that it
is lower in the SDS 1/O stack, while the NBD server and Rados encryption solutions
provide more security because they are higher in the SDS I/O stack. For example,
OSD encryption is ineffective against a man-in-the-middle attack or when a Ceph
storage node itself is breached because dm-integrity is mainly designed to mitigate

physical attacks to the storage medium [41].

In contrast to the OSD encryption solution, the NBD and Rados encryption solu-
tions provide a more secure alternative. Since these approaches operate higher at a

level in the SDS I/O stack, more I/O layer’s benefit from their security guarantees.

5Except Rados encryption and the S3 baseline.
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However, the key strategy employed in the NBD server poses fewer risks than the one
employed in the Rados encryption with key strategy B). Here an entire Rados pool
or namespace is encrypted using one KEK which could compromise a large amount
(several PBs) of data. In contrast, if the KEK is lost in the NBD scenario, at most
a few terabytes (TB) of data would be compromised, as single block devices rarely
exceed this size. Therefore, losing a KEK in Rados encryption with key strategy B
carries a higher risk, as significantly more data could potentially be compromised.
Consequently, key strategy A) would be preferred because the KEK is not exposed
to the client, but it carries a higher availability risk than key strategy B) and the

NBD server since they allow 1/0 if the key store is unavailable.

Nevertheless, in contrast to the baselines relying on AES-XTS our approaches rely
on establishing security on the randomness of the nonce generation. By using AEGIS
(same problem if AES-GCM was chosen), all encryption blocks must be encrypted
under a unique DEK and nonce pair [34]. Hence, the nonce generator, in our case
the random number generator has to be trusted otherwise the entire security of the
schema is at risk. From this perspective, it is preferable to use approaches like
Rados encryption key strategy B) which uses a unique DEK for each object. In
case an attacker were to manipulate the random number generator to produce two
identical nonces, only a single DEK would be leaked. However, this risk of trusting
a random number generator is also found within the domain of transport security,
where AES-GCM is commonly used [83]. Therefore, provided appropriate care is
taken to generate the nonces, we do not consider this to be a significant security

risk.

It is important to note that the security evaluation is theoretical in nature, and we
have not included security risks that often occur in practical settings, such as insecure

configuration of the system. For example, in Ceph it is possible to run non-encrypted

OSDs alongside encrypted OSDs, but the data distribution algorithm (CRUSH) does
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not consider whether an OSD is encrypted or not. Hence, some data replicas could
be encrypted while others are unencrypted. In the case of a physical breach of the
server room where the OSDs are being housed, then encrypted and plaintext versions
are available to the attacker, thus rendering encrypting data ineffective. However,
we did not consider at those cases. Therefore, we stress that our security evaluation

assumes that best practices for setting up these solutions are followed.

7.3 Scalability

The goal of the evaluation is to assess the extent to which the scalability of a Ceph
system is affected by adopting one of our proposed solutions, since scalability is a
primary capability of SDS systems [1]. In the evaluation, we compared the scala-
bility of our solutions and their respective encrypted baselines against the plaintext
baseline, which had the best scalability. To compare the scalability of our solutions
against a baseline we theoretically scaled out a Ceph cluster by increasing the num-
ber of clients and storage to find interactions or components that could limit further
scaling. Overall, we determined that our solutions have a scalability of the same level
as their encryption baselines. Most notably, we recognized that the key store was the
biggest threat to scalability, since all other native Ceph components are designed to
be as scalable as possible. For OSD encryption specifically, the scalability of our so-
lutions matched the plaintext baseline exactly, as both rely on identical components,
introducing no additional scalability bottlenecks. In conclusion, by comparing all
three solutions OSD encryption provides the best scalability regarding the plaintext

baseline.

Important to note here is that OSD encryption exhibits the best scalability because
it relies on the Ceph monitor to store and retrieve the secret passphrase. But since

the plaintext baseline also relies on the monitors to enable I/O they are designed
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to be scalable. In contrast, the NBD server and Rados encryption solutions depend
on a Ceph external key store which depending on the key store chosen cannot scale
like a Ceph cluster hence limiting the scalability of such a solution. But using a key
store that enables a high degree of scalability like a key store that depends on a SDS

backend would eliminate this potential scalability bottleneck.

7.4 Limitations of Approach

A general limitation of our AEAD encryption approaches is that decryption and
validating ciphertext integrity are inherently coupled with each other. Therefore,
using the client-side encryption approaches it is not possible to let OSDs verify the
ciphertext integrity at every read since that would mean the OSD could decrypt the
data. Using separate methods for encrypting and generating the authentication tag
would have made such solutions possible. However, we consider this an acceptable
trade-off, as our approach ensures ciphertext integrity is verified directly by the client,
which aligns with our goal of providing end-to-end integrity rather than relying on

server-side validation.

Another limitation to this approach is that unauthorized modification can only be
detected a posteriori. This means by the time our system detects unauthorized
modifications, the data may already be lost, although detecting any unauthorized
changes at all is the central method to mitigate further damages [48]. Ceph and SDS
systems in general implement mechanisms to distribute data across various hosts.

Thus, unless every data replica has been modified, data should not be lost.

Another central limitation with our Rados approach is that it can contradict or not
reflect the permissions set in a Ceph frontend. For example, in CephF'S, filesystem

permissions are mostly POSIX [84][6] compliant but in our setup the key permissions
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were set on a Rados pool or namespace basis. Consequently, a situation may occur
where a user does not have permission to read a file but can still query the necessary
keys to decrypt it. However, a similar limitation is found in LUKS because LUKS
does not process knowledge over the filesystem it is hosting. This limitation could
be solved by relying on a single source of truth for access permissions like using an

LDAP system [61] for storing Rados and CephF'S permissions.

7.5 Adaptability into other SDS Systems

The AEAD concepts explored in Ceph Rados have also already been applied to the
space of object encryption. For example, in AWS S3 the default encryption method
already relies on AES-GCM highlighting that authenticated encryption provides an
appropriate solution to prevent unauthorized ciphertext modifications. However, as
seen in Table 1, other SDS systems that support other storage interfaces such as file

or block storage have not yet adopted this technology.

Given the presented solutions, we are confident that their methodologies for ensur-
ing ciphertext integrity are applicable to other SDS systems. For example, SDS
filesystems like Hadoop [7] or Lustre [5] often implement extended attributes for files
which can be used to store user defined metadata for files. By leveraging this feature,
the concepts implemented in the Rados encryption solution can be applied to SDS

filesystems by using extended attributes as an OMAP substitute.

In contrast to the Rados encryption solution, our NBD and OSD encryption ap-
proaches enable a direct integration with other SDS systems. The OSD encryption
approach can be used with a Linux Kernel version 4.12 and requires support for
the Aegis kernel module [55] to be operational. Any SDS backend that utilizes the

Linux kernel to perform 1/0 to storage can directly adopt this approach. However,
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to use dm-crypt and dm-integrity at scale, it will be necessary to provide a means
to automatically distribute and store the secret passphrase, as is the case in Ceph
with Ceph monitors. The NBD approach can also be integrated into any other SDS
system that offers a block and object storage frontend, as this service utilizes Ceph
RBD and Rados as an external library. Applying this to an SDS system that imple-
ments only a block or object storage interface would be possible but would require
major changes to the authentication tag storage logic. For example, in the current
implementation data is stored in the block storage interface while authentication
tag and nonce are stored in the object storage interface. This could be changed to

storing everything in the object storage interface.
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Chapter 8

Conclusion

This thesis evaluated three encryption solutions, Rados encryption, OSD encryption,
and NBD encryption, in Ceph, according to three key evaluation criteria: perfor-
mance, scalability, and security. Our results indicate that each solution has distinct
advantages and trade-offs. Out of these trade-offs we conclude that Rados encryption
strategy B) demonstrates the best performance, particularly in scenarios dominated
by write operations, other factors such as scalability and security require careful

consideration.

For performance, we observed that for read operations, OSD encryption and Rados
encryption with key strategy B) reache similar levels of overhead compared to the
plaintext baseline. OSD encryption provided better performance with cached-write
workloads than Rados encryption, particularly with random writes because of the
effective use of the dm-integrity journal cache. We believe that non-cached concur-
rent write performance is more representative of typical SDS workloads, as more 1/0
from multiple clients fills up the caches, which causes them to block. Then clients
would have to wait similar to the non-cached write benchmarks. In this case, Ra-

dos encryption offered better and consistent performance than both OSD and NBD

98



encryption, making it is the best choice for performance-critical setups.

This is especially true in a mixed I/O scenario! in Ceph as write performance will
dominate because write operations are several orders of magnitude slower than read
operations [25]. The OSD encryption benchmarks potentially involve more write
overhead, as demonstrated by our results. This is because the employed benchmark
methodology is not as effective at capturing the overhead associated with server-side
approaches as it is with client-side approaches due to the lack of multiple clients.
In a practical SDS setup, given a limited set of server-side resources an increase
in I/O demand from clients will affect the overall quality of service of the cluster,
especially if it must perform additional encryption operations like in OSD encryption.
Whereas in Rados encryption, the encryption overhead of one client will not affect

other clients.

Additionally, we conclude that Rados encryption has the best performance because
for non-cached write it performs the best. This is crucial in the context of an SDS,
where concurrent access to the same resources is a typical use case. The non-cached
write benchmarks represent the effective write performance for concurrent access
because with concurrent access write caches lose their effectiveness. For example,
in RBD the client caching feature is only available with images that do not allow

concurrent access [70].

For these reasons, Rados encryption strategy B) has the most favorable performance
out of the presented approaches. However, for scalability and security the Rados

encryption strategy B) was not evaluated as the most favorable.

For scalability, Rados encryption with strategy B) did not exhibit the best scalability.
OSD encryption showed the best scalability regarding the baseline because the key

store for OSD encryption are Ceph monitors which are essential to enable any kind

"'Where both reads and writes operations are performed
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of I/O in Ceph. Instead, Rados encryption and the NBD solutions have to rely on
an external key store. If this key store is not chosen to be as scalable as a Ceph

cluster, it will pose as a scalability bottleneck.

Rados encryption with key strategy B) poses more security risks than using key strat-
egy A). But overall Rados encryption protects the data through most of the SDS
I/O stack. Whereas, OSD encryption is only effective for protecting against physical
hardware breaches, other attacks are not effectively dealt with. The client-side ap-
proaches NBD and Rados encryption can midigate a wider range of attacks because
their security guarantees reach more I/O layers. But the key strategy employed
in the NBD solution presents less security risks than Rados encryption because a
KEK in the context of the NBD only can encrypt one RBD image whereas in Ra-
dos encryption one KEK encrypts an entire Rados pool. A Rados pool can span
numerous RBD images or CephFS filesystems, increasing the risks associated with
it significantly. In such a context, Rados encryption with key strategy A) should be
preferred. But both Rados encryption with key strategy A) and the NBD server do

not reach the same level of performance as Rados encryption with key strategy B) .

From the IEEE 1619 standard [38] and from reviewing dm-crypt [29], it becomes
clear that it is industry standard to expose KEKs to clients, to reduce performance
overhead. But these standards revolve around encrypting a single storage block
device and not an entire SDS pool or namespaces which could store PB of data.
Therefore, in its current form, Rados encryption with key strategy B) could be
acceptable for smaller clusters, but it should not be used in configurations involving
very large Rados pools. As such, we are convinced that a compromise should be
reached in the context of SDS systems to avoid a single KEK in Rados encryption
from encrypting too much data. For example, in the context of our solutions in
Ceph, it would be beneficial to export certain qualifiers, such as RBD image names

to Rados, allowing logically grouped Rados objects to be encrypted under the same
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KEK. This would reduce the amount of data encrypted under a KEK, and since
a client typically uses only one RBD image (or CephFS filesystem), it could cache
the KEK for subsequent I/O operations to improve performance. The same idea
can also be used to improve performance in Rados encryption key strategy B) where
the greatest performance bottleneck is not fetching the KEKs but rather retrieving
the DEKs. For example, if CephFS filenames were exported to Rados all objects
belonging to one file could be encrypted under the same DEK. As a result, in cases
where a lot of I/O is being performed on a file, the DEK only needs to be fetched
once. With these adjustments, even clusters with large Rados pools could avoid

over-reliance on a single KEK without significant performance degradation.

For other SDS systems our work demonstrated the feasibility of including AEAD
ciphers to protect the integrity of ciphertext and its metadata. Nowadays ciphers
such as AES-XTS are the preferred choice to encrypt data at rest because although
data integrity is not protected the high performance made the tradeoff worthwhile
[2][43]. Yet, storage technologies such as SDS advance and increasingly store sensitive
data at scale. We have shown that it is possible to incorporate AEAD ciphers to
enhance data protection while limiting the impact on performance and scalability.
However, we are aware that our performance results, which are the key to driving
the adoption of our approaches, will vary with different SDS cluster setups but we

are confident that the general trends shown in this setup will prevail.

The three solutions presented can serve as a starting point for other SDS systems to
incorporate AEAD ciphers, HMACs or any other cryptographic method to protect
data integrity. Standards such as IEEE 1619 [38] may illustrate the central prob-
lems behind this problem domain but they do not provide practical implementations
guidance. On the other hand, cloud solutions such as Google Cloud [85] have al-
ready adopted AEAD ciphers due to their increased security, but we believe that

due to their closed source nature, other SDS system developers have not capitalized
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on their experience (see for reference Table 1). In our work, we have demonstrated
the practical challenges involved in protecting ciphertext and metadata integrity in
an open-source SDS system and presented practical methods to address these chal-
lenges. With this, we hope we can inspire other SDS developers to adopt our method,
or other methods, that cryptographically protect data integrity to better safeguard

their valuable information.
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Appendix A

Rados Encryption Performance

A.1 Rados Throughput employing RBD Frontend
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A.2 Rados Encryption Performance with CephF'S
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Figure A.2: CephFS Write IOPS Overhead with caching disabled employing Rados
Encryption with key strategy B).
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Appendix B

Birthday Paradox

The birthday paradox [86], rationalizes it only takes 23 people in a room to get a
50% chance of them having the same birthday. This is crucial to determine how high
the change is to generate a random nonce with k possible unique nonces twice out n

random generations.

The following formula shows the original birthday:

P(n)=1- ﬁ (1 - %) (B.1)
Where:

e % = Number of possible unique nonces (e.g., 2! for a 128-bit nonce)
e n = Number of nonces randomly generated

e ¢ = Fuler Constant

For large k and in comparison smaller n, this can be simplified to:
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P(n) ~ 1 — e "n=1/(2k) (B.2)

For AES-GCM [51] with a 96bit sized nonce, ciphertexts are allowed to be encrypted
with a randomly chosen nonce 232 ~ 4 billion times [33]. This is because when 248
ciphertext were encrypted with a randomly chosen nonce, the chance of a nonce
collision (generated the same nonce twice) is 50%. NIST employs a safe margin of
216 before this limit is reached, therefore allowing up to 232 = 218 /216 ~ 4e + 9 ie. 4

billion random generations of the nonce.

The number of times, the nonce can be randomly chosen in AEGIS-256 [34] with
a nonce length of 256 using the same methodology would be 2!12 = 2128/916 ~
5.1922969¢ + 33. For comparison, NASA astronomers assume that there are around
le+24 stars in the universe [87]. Therefore, this limit should not be reached for

almost all use cases.

Now if the key in AES-GCM is also newly generated alongside nonce, then k can be
modeled as the length of key bits in AES-GCM (worst case 128) plus the 96bit nonce
length. Then the key and nonce can be safely randomly generated 2% = 2112 /216 ~
7.9228163e + 28. Therefore, this limit should also not be reached for almost all use

cases.

120



Vita

Candidate’s full name:

David Guillermo Wilhelm Mohren

University attended:
Bachelor of Science (Computer Science),

Hochschule Bonn-Rhein-Sieg, Germany, 2022

Publications:

Mohren, D., Patrou, M., Kelly, B., Parast, F.K., Kent, K.B., 2024. Integrating
AEAD Ciphers into Software-Defined-Storage Systems, in: 2024 11th International
Conference on Software Defined Systems (SDS). Presented at the 2024 11th Interna-
tional Conference on Software Defined Systems (SDS), IEEE, Gran Canaria, Spain,
pp. 59-66. https://doi.org/10.1109/SDS64317.2024.10883912



	Abstract
	Dedication
	Table of Contents
	List of Tables
	List of Figures
	Introduction
	Background
	Information Security
	Software-Defined-Storage Systems
	SDS System: Ceph
	I/O Path to Storage
	Storage Encryption Opportunities
	Cryptographic Basics
	Storage Encryption
	Authenticated Ciphers


	Related Work
	Encryption in SDS Systems
	Standard for Authenticated Encryption
	Authenticated Encryption within the Linux Kernel
	Encryption in Ceph
	Metadata Stores in Ceph
	Methods for Benchmarking SDS Systems

	System Design
	Threat Model
	Cryptographic Considerations
	Key Management
	Ceph Rados Encryption
	NBD AEAD Service
	OSD Encryption

	Methods
	Quantitative Methods
	Experiment Setup
	Benchmarking Considerations
	Rados Integration
	NBD Encryption
	OSD Encryption

	Qualitative Methods
	Security
	Scalability
	Qualitative Baselines


	Evaluation
	Runtime Performance
	Rados Encryption
	NBD AEAD Encryption
	OSD Encryption

	Security
	Rados Encryption
	NBD Encryption
	OSD Encryption
	Attack Scenarios
	Scenario Attack Storage Hardware
	Scenario Man-In-The-Middle Attack
	Scenario Attacker has Access to Snapshots


	Scalability
	Rados Encryption
	NBD Encryption
	OSD Encryption


	Discussion
	Runtime Performance
	Security
	Scalability
	Limitations of Approach
	Adaptability into other SDS Systems

	Conclusion
	Bibliography
	Rados Encryption Performance
	Rados Throughput employing RBD Frontend
	Rados Encryption Performance with CephFS

	Birthday Paradox
	Vita

