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Abstract

Smart meter adoption rates are increasing globally and this has contributed

to a rapid increase in the type and volume of data: communication, stor-

age, and processing. These recent advances have created new opportunities

for smart grid research, particularly in developing effective methods for pro-

cessing big data. As power system industry moves towards adapting and

implementing smart grid functions, energy demands forecasting is mandated

at the distribution level to ensure the balance between energy supply and

demand. Unlike system-level forecasting, short term energy demand fore-

casting at the distribution level needs to be highly scalable, due to the needs

for collecting and processing energy demand data for a significant number

of loads over a short time. This scalability requirement is magnified if the

distribution level forecasting is to be performed centrally where system-level

forecasting is being performed.

In order to address these challenges, this thesis conducts a systematic study

of the scalability and performance of time series forecasting techniques on

smart meter data for distribution level short-term energy consumption. The
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conducted study is based on strategies to parallelize standard and online

forecasting algorithms. The developed strategies are converted into algo-

rithms to be implemented for performance evaluation. The performance of

these algorithms is evaluated using data collected from several loads during

different seasons. Test results demonstrate the challenges of including sea-

sonality terms, and model training when using ARIMA based times series

forecasting. Additional results show that the online algorithm achieves bet-

ter scalability and shorter execution times when compared to the standard

ARIMA implementation.
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Chapter 1

Introduction

1.1 General

With the increasing availability and adoption of smart meters in the past

decade [9], the rising volume of energy data is becoming a big data problem.

There have been approximately 78.9 million smart meter installations in the

U.S. in 2017 [9], resulting in a penetration rate of about 52.6%. Further-

more, 88% of these installations have been residential customers. This trend

is expected to extend globally, as both Europe and Asia have established

their respective goals of 72% and 58% for smart meter penetration rates by

2020 [27]. These are contributing to the realization of the idea of a smart

electrical grid, which can take advantage of renewable generation sources

such as wind energy conversion systems and solar photovoltaic power gener-

ation. An important feature of a smart grid is the ability to automatically
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balance supply and demand through dynamic response programs.

the adoption rates of smart meters have increased so has the volume, and

frequency of smart meter data being collected. This rapidly growing volume

of smart meter data has led to the emergence of smart grid applications, such

as enabling time-of-use pricing (ToU), demand response (DR), and home and

battery energy management systems (HEMS/BEMS). Many of these appli-

cations require adequate forecasting to be done at the individual household

(local) level [27]. Although, work has been done in the area of local level

energy consumption forecasting, there exists very little research in the area

of scalability of mass local level energy consumption forecasting.

1.2 Motivation

Forecasting at the local level has gained remarkable interests, particularly in

the context of microgrids. The move towards connected microgrids [7, 20, 24]

is a trending development and it offers huge potential. For instance, in

Germany there are over 1000 such entities (called ‘energy cooperatives’),

where neighbours can produce and sell energy to one another. Siksnys et

al. [24], as part of their work on MIRABEL project, discuss the idea of

‘flex-offers’. It is a strategy for balancing supply and demand using the

flexible characteristics of some loads, such as dishwashers, EVs and HVACs.

Applying flex-offers to a microgrid would enable community members that

have invested in sustainable energy generation to sell their surplus energy
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to others to the community. To support these functionalities in a connected

microgrid, energy forecasting at the local level is a key requirement.

However, very little research has been conducted on the scalability of local

short-term forecasting, as most of the focus in this area has been on modeling

and accuracy. In order to balance energy supply and demand at the local

level, the forecaster has to be scalable; able to complete forecasting for all

the entities at the requested level before the next sample. For example, if the

forecast granularity is every 15 minutes, then the forecaster has to be able to

finish forecasting for all the entities within 15 minutes. Therefore, the goal is

to test the execution times of a different time series forecasting methods while

varying resources available using vertical and horizontal scaling techniques.

We also test the impacts of: varying the data set size, model complexity, and

prior model training.

1.3 Related work

We first discuss methods for forecasting energy consumption. Then we

present work related to forecasting algorithms.

Many systematic electricity consumption management applications such as

Battery and Home Energy Management Systems (BEMS, HEMS), and de-

mand response programs use some form of load forecasting, which predicts

the amount of energy demand for a given time and given geographical gran-

ularity. Forecasting can be grouped into three different categories based on
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prediction horizons, namely, short-term, mid-term and long-term. Dang-Ha

et al. [17] also distinguishes between load forecasting at different geograph-

ical horizons, where the system level is at the higher end of the granularity

and a single household would be at the lower end. They have used the term

‘local’ to describe measurements relative to a small geographic region, such

as individual households. Utilities perform system level short-term load fore-

casting to make sure that grid supply and demand are balanced. Utilities

do not forecast locally, and they tend to forecast at the system or higher

aggregation levels for a number of reasons. First, traditionally there used

to be limited data available due to the lack of smart meters at desired loca-

tions and hence forecasting could not be completed accurately [29]. Another

reason is that local load forecasting is a more complex problem than system

load forecasting due to the larger variation in the consumption of individu-

als, whereas at higher aggregated levels the law of large numbers smooths

out the variation and leads to lower forecast errors [16, 19]. One of the

main advantages of local load forecasting as opposed to load forecasting at

aggregated levels, is that at higher levels the individual information is lost.

This renders it impossible to make specific decisions such as curtailment of

individuals for demand response [16].

Forecasting algorithms can be grouped into two categories. The first is time

series forecasting algorithms, which includes auto-regressive integrated mov-

ing average (ARIMA), and exponential smoothing. The second category

includes machine learning algorithms, such as neural networks (NN), sup-
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port vector machines (SVM), and fuzzy systems (FS) [29] among others.

Forecasting algorithms that work well for load forecasting at higher aggrega-

tion levels (i.e. system level), can have errors when forecasting at the local

level due to the high volatility of consumption for smaller energy consumers.

Researchers have explored different approaches for local short term load fore-

casting. However, no consensus exists on what the best approach is. Zhang et

al. [29] argue that since individual energy consumers have varying character-

istics, a single forecasting method may not be the best fit for all cases. Veit et

al. in [26] evaluated a few different forecasting techniques, including ARIMA,

exponential smoothing, and neural networks. They also conducted experi-

ments with different windowing strategies, granularities, and horizons. One

of their conclusions was that forecast accuracy could be improved for some

households by increasing the training window size. The findings from [16]

include the following: i) ARIMA has the best prediction accuracy, but is

problematic due to higher training costs. ii) Regression tree models are not

suitable for short term forecasting and are a more useful forecasting method

when there is a longer horizon. Liu et al. [22] proposed online algorithms for

estimating ARIMA model parameters.

1.4 Thesis Objective

To address the above-mentioned issues, we undertook a systematic study of

the scalability of standard short-term forecasting algorithms based on vari-
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ants of ARIMA time series modeling. ARIMA was chosen because it is

widely used in system level forecasting. Our experiments reveal that these

algorithms are not scalable, particularly when the model parameter estima-

tion step is involved and seasonality is incorporated. We developed and

evaluated parallel versions of several standard time series forecasting algo-

rithms. We explored both vertical and horizontal scalability, using Python

multiprocessing library 1 and Apache Spark 2 framework respectively. Fur-

thermore, we also implemented and evaluated an online forecasting algorithm

ARIMA-OGD. Our research is important for the development of an efficiently

connected microgrid, which will utilize a local short-term energy consump-

tion forecaster that takes advantage of computing resources available in a

single machine or in a compute cluster such as the Cloud.

1.5 Thesis Structure

The rest of the thesis is organized as follows. In Chapter 2 we review back-

ground information pertaining to smart meters and smart grid. We discuss

background information pertaining to time series forecasting in Chapter 3.

In Chapter 4, we discuss our approach. The details of the experimental eval-

uation and results are in Chapter 5. Finally, we present our conclusions in

Chapter 6.

1https://docs.python.org/2/library/multiprocessing.html
2https://spark.apache.org/
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Chapter 2

Smart Meters and Big Data

2.1 General

This chapter discusses smart meters and two developments in smart meters

that concern local short term forecasting, Advanced Metering Infrastructure

and Smart Meter Based Model. The chapter also discusses Smart Grid,

microgrids and energy cooperatives. And finally the chapter discusses the

aspects of Big Data.

2.2 Smart Meters

There are two developments in smart meters that concern local short term

forecasting. The first development is Advanced Metering Infrastructure (AMI),

which pertains to the introduction of high frequency sampling, and commu-
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nication functions to meters making them “smart”. The second development

to consider include the standards or limitations on what type of data can be

used in smart meters smart meter applications, like the Smart Meter Based

Model approach [27], as the formats and data collected can vary from man-

ufacturer to manufacturer.

2.2.1 Advanced Metering Infrastructure

The first is the idea of Advanced Metering Infrastructure (AMI), which is

mentioned and discussed by Gajowniczek and Zabkowski [19] as well as by

Yildiz et al. [27]. AMI is implied when discussing smart meters, as an AMI

is capable of taking measurements at high frequency, possibly down to sec-

onds resolution [27]. AMI also refers to meters that have the ability to

communicate to utilities (system operators, aggregators) and possibly appli-

ances [27]. AMI is generally a requirement for optimizing residential elec-

tricity consumption applications such as ToU pricing, Battery (BEMS) and

Home Energy Management Systems (HEMS), and demand response pro-

grams [18, 27, 28, 30].

2.2.2 Smart Meter Based Model

The other trend that has to be mentioned when discussing smart meters is

the Smart Meter Based Model (SMBM). The SMBM discussed in by Yildiz

et al. [27], standardizes the input data that can be used in an application,
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sticking to the smart meter reading, temporal variables (calendar informa-

tion generated from the timestamp), and weather information (accessed from

local or regional weather stations). Using other input variables such as occu-

pancy, and demographic data, and individual appliance level data may not

result in a significant improvement in the forecast versus using the SMBM

standardized input variables [27]. There is disagreement on what inputs yield

the best forecast results. Veit et al. [26] reports that predictions based on

data that contains appliance level data, which is disaggregated, lead to better

results and also increased precision can be expected when using occupancy,

temperature and brightness data. Contrarily, Dang-Ha et al. [17] mentions

that yearly pattern data and temperature information are only useful when

grouping local data together into higher aggregation levels.

2.3 Forecasting - Smart Meters

Most applications such as BEMS, HEMS, and demand response programs

use some form of load forecasting which predicts the amount of energy de-

mand for a given time and given geographical granularity. Forecasting can

be grouped into different time horizons such as: short-term, mid-term and

long term. Dang-Ha et al. [17] also distinguishes between load forecasting at

different geographical horizons where the system level is at the higher end of

the granularity and a single household would be at the lower end. They have

used the term local to describe measurements relative to a small geographic
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region such as individual households. Utilities have been performing system

level short term load forecasting for sometime, as it is necessary to make sure

grid supply and demand are balanced as well as to forecast for unit commit-

ment. Utilities do not forecast locally, and tend to forecast at the system or

higher aggregation levels [29] for a number of reasons. First, there is limited

data as smart meters have not been universally adopted, therefore there can

be periods without any data. Another reason is the added complexity of

forecasting locally when compared to forecasting at higher aggregated lev-

els [16, 19]. One of the main advantages that local load forecasting has over

load forecasting at aggregated levels, is that at higher levels the individual

information is lost making it impossible to make specific decisions such as

curtailment of individuals for demand response [16]. Though this also intro-

duces a privacy and security concerns for local forecasting, as that it keeps

sensitive customer information whereas aggregated forecasting can forget this

information and concentrate more on consumption patters.

2.4 Microgrids

A microgrid, as defined by the U.S. Department of Energy Microgrid Ex-

change Group “is a group of interconnected loads and distributed energy

resources within clearly defined electrical boundaries that acts as a sin-

gle controllable entity with respect to the grid. A microgrid can connect

and disconnect from the grid to enable it to operate in both grid-connected
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or island-mode.” [25] Microgrids are a trending development, increasing in

use [20], and benefit from forecasting at the local level. This move into con-

nected microgrids can be seen in [7, 20, 24]. Hebner [20] discusses the vision

of microgrids, the developments that have led to the microgrid movement as

well as some of the challenges associated with microgrids. Siksnys et al. [24]

discuss their work on part of the MIRABEL project and mention the idea of

“flex-offers” as a strategy for balancing supply and demand using the flexible

characteristics of some loads such as dishwashers, EVs and HVACs. A typical

microgrid can be seen in Figure 2.1 with connections to both the main grid

and distributed generating units allowing a community to sell their surplus

energy to either their neighbours or back to the utility on the main grid.

2.4.1 Energy cooperatives

Energy cooperatives is a microgrid-like setup where neighbours who are part

of the cooperative can produce and sell energy to one another. Energy co-

operatives are not a new idea as the origins can be traced back to the end of

20th century Germany. As energy demand increased over time, the smaller

grids could not meet demands and were replaced by larger national energy

companies. Many energy cooperatives survived as they play an important

roll in providing energy in very remote places [21]. In recent time, there has

been an increased renewal of interest in energy cooperatives. A video [7] pub-

lished by the Economist on technological disruptors in the energy industry,

has highlighted that in Germany today there are over 1000 energy cooper-
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Figure 2.1: Typical Microgrid [6]

atives. There are currently over 100 wind energy cooperatives in Denmark,

which own three-quarters of the country’s wind turbines [12]. In Britain there

are at least 43 communities that have invested over £16 million into renew-

able energy cooperatives to produce renewable energy for their residents [12].

The British Columbia Sustainable Energy Association also list a number of

energy cooperatives in Canada and the United States [12].

2.4.2 Developing Countries

As microgrids and energy cooperatives are used in remote areas in both North

America and Europe, they have also been gaining traction in developing
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countries such as China and India [3] [4]. There is a case to be made that once

the price of renewable energy is priced competitively against its currently

cheaper alternatives, we may see an increase in the demand for renewable

energy cooperatives and that there will be a requirement for scalabale local

short-term energy consumption forecasting.

2.5 Big Data

There are 4 attributes that define a Big Data Problem, and these are com-

monly referred to as the four ‘V’s of Big data. The attributes are: Volume,

Velocity, Variety and Veracity and summarized below and illustrated in Fig-

ure 2.2.

Volume - The size of the data, the larger the data the more of a big

data problem it is

Velocity - The speed of the data, the faster the data the more of a big

data problem it is

Variety - Having to deal with many different types of data is another

big data problem

Veracity - How much the data can be trusted

The data generated due to smart meters definitely are a Big Data issue as all

four attributes are present. A volume issue can be seen if a large number of

14



Figure 2.2: Big Data and the Four Vs [5]

customers or buildings require forecasting. Velocity is another issue as smart

meter technology improve and the sampling rate is increased, the speed and

the amount of data we receive also increases. Variety can also be an issue

if smart meter data is not standardized and this could vary from vendor to

vendor, or even device to device. Veracity is also an issue with smart meters

as there may be security concerns as well as connectivity issues, since it can

be difficult to distinguish a valid reading from a faulty one. The variety, and

veracity concerns are not explored in this thesis, but would make interesting

future work on their own.

We discuss use-case scenarios about how smart meter data scales with num-

ber of meters and frequency of reading in the context of the provinces of New

Brunswick and Alberta generated per year. The number of occupied private

dwellings in New Brunswick as per the 2016 census was over 300K, with the
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number of hourly readings in a year at 8760 there are over 2 million readings.

The number of occupied private dwellings is 1.5M, in the province of Alberta

as per the 2016 census, and the number of readings in this case is over 13

billion. This problem also becomes more difficult if we increase the sampling

frequency from one reading per hour to one every 5 minutes.

The common performance bottlenecks for scaling are memory, and CPU.

Scaling is commonly achieved by using two different techniques, vertical scal-

ing and horizontal scaling. Figure 2.3 illustrates the differences between the

two techniques.

Figure 2.3: Horizontal vs Vertical Scaling [11]
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2.5.1 Vertical Scaling

Vertical scaling, or scaling up is adding more resources, such as CPU cores,

memory, or storage to a single unit. This has the advantages of using less

network hardware, consumes less power, and also has the benefit of all the

data being on one machine, and so it is much easier to implement, manage,

and maintain. The major problem with vertical scaling is that it is not

cost efficient, and may only be a short-term fix if the data is continuing to

grow [14, 15].

2.5.2 Horizontal Scaling

Horizontal scaling, scaling out or sharding is adding more resources by adding

more machines and connecting them for parallel computing. This has the

advantages of being a more long term solution as more machines can be

added when necessary, and it is much more cost effective when compared

to vertical scaling. The main problem then becomes that it is much more

complex to implement, manage and maintain a distributed system compared

to a single monolithic system [14, 15].

2.5.3 Online Algorithms

An online algorithm is one that performs an immediate action for each request

as it receives a sequence of requests [23]. A common example of an online

algorithm is insertion sort, as it can sort a list of data elements online, as
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they are being received. An insertion sort example is illustrated in Figure 2.4,

which shows that as each new number is received (highlighted in green), it

is inserted into its sorted position in the already sorted data. The numbers

highlighted in red represent the numbers larger than the received number

in the already sorted data. Thus, an online algorithms in general is useful

for problems where all the data is not available at the time of processing,

such as streaming data or in real-time applications. An online algorithm

is considered competitive if the ratio between the performance of an online

algorithm and an optimal offline algorithm is bounded [23].

2.5.4 Summary

Smart meters, along with Advanced metering infrastructure, have created

a big data challenge. This challenge is more severe at the local level than

higher aggregated levels, which is where utilities currently perform time series

forecasts. The next chapter discusses time series forecasting in more detail.
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Figure 2.4: Online Algorithm Example: Insertion Sort [13]
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Chapter 3

Time Series Forecasting

3.1 General

This Chapter discusses forecasting, and time series analysis. The time series

analysis methods covered in this chapter are: autoregressive, moving aver-

age, autoregressive moving-average, autoregressive integrated moving aver-

age, and exponential smoothing.

3.2 Forecasting

There are two important parameters to consider when dealing with forecast-

ing: time horizon and granularity. The time horizon is associated with the

time span in the future a forecast is intended for. This is generally classified

into very short, short, medium and long term forecasting; though the amount
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Figure 3.1: Grid topology to demonstrate geographical area granularity [29]

of time will be application dependant, as anyone can have their own defini-

tion. There are two types of granularity for smart grid applications: the first

deals with the time as this could be in reference to the amount of samples in

a forecast, the other is geographical area granularity for the forecast defined

as in Figure 3.1. The system level is at the higher end of the granularity

and a single household would be at the lower end. We also use the term

”local” to describe measurements relative to a small geographic region such

as individual households.

As previously mentioned, utilities perform system level short term load fore-

casting to make sure that grid supply and demand are balanced, and they

tend to forecast at the system or higher aggregation due to challenges with

forecasting at local level. One of the key challenges among these is that with-
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out universal adoption of smart meters there is limited data at the local level

and therefore a local forecast cannot be performed. Another reason to focus

on system level forecasting is that at higher aggregation levels the law of large

numbers will smooth out the variation that is seen at the local level, which

leads to lower forecast errors [16, 19]. As a corollary to this, a local level

forecast can have a significant error. These challenges are reasons why fore-

casting methods that are known to work well for load forecasting at a higher

aggregation levels do not necessarily work well at the local level. The main

advantages that local load forecasting has over load forecasting at aggregated

levels, is that local forecasting has the necessary individual information re-

quired for demand response whereas higher aggregated forecasting loses the

individual information [16]. As previously mentioned keeping the individ-

ual information does introduce privacy and security concerns that would be

considered a disadvantage for local forecasting.

As previously mentioned, forecasting methods can be classified into two cat-

egories. The first category includes time series forecasting methods, such as

autoregressive integrated moving average (ARIMA), and exponential smooth-

ing. The second category includes machine learning methods, such as neu-

ral networks (NN), support vector machines (SVM), and fuzzy systems (FS)

among others [29]. This thesis focuses on time series forecasting, especifically

ARIMA and its seasonal extension SARIMA. Evaluating other forecasting

methods are considered in the Future Work section, as Zhang et al. [29] argue

that a single forecasting method may not be the best fit in all cases due to
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individual energy consumers have varying energy consumption characteris-

tics.

3.3 Time series Analysis

A Time Series is a sequence of observations taken sequentially in time, usually

at equally spaced intervals. This can also been referenced as a data sequence

ordered, or indexed, by time, and this can be represented by the notation

below, where time series x is a function of the independent time variable t.

A time series can also be represented as a combination of 3 or 4 components:

the trend, the cycles, the residuals, and the seasonality(s).

x (t) , t = 1, 2, ..., n (3.1)

The trend component is responsible for describing the long term changes in

the time series. Trend can be either an increase or a decrease. One example of

factors that may influence the trend in energy consumption are the increase

in the number of devices that require power over time which have increased

the energy consumption in households over time. Another example is the

increase in the energy efficiency in the house hold appliances and consumer

electronics over time have decreased energy consumption in households over

that time.

The seasonal component is responsible for describing the cyclical patterns in

the time series of fixed frequency such as hours, days, weeks, months, or years.
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Figure 3.2: Time Series and the components[8]

Energy consumption definitely has a seasonal component, as the seasons

themselves impact our energy consumption, since there is an increased need

for heating in the winter and air conditioning in the summer. There can

also be multiple seasonalities in a time series and this is even evident in

our example of energy consumption, as we can also see daily and weekly

seasonalities; most people’s energy consumption would be similar from one

week day to the next, and although the weekend patterns don’t match the

weekdays, they would likely match the other weekends quite well.

The cyclical component is similar to the seasonal component in that it de-
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scribes the cyclical patterns in a time series. The difference is that it is

not a fixed frequency. Examples of time series that contain cyclical varia-

tions can be found in both economics and finance, as economics generally

has four stages: expansion, peak, contraction and trough. These economic

cycles would also influence the energy consumption of households, as many

may try to reduce their energy requirements in economic hard times.

The last component has been referred to by a few different names, such as

residuals, irregular or random variations and noise. This component is not

predictable as by definition it is a variation that does not follow any pattern.

The residual is usually just expressed as the remainder of a time series when

the other components have been removed.

There are two widely used linear time series models in literature: the Au-

toregressive (AR) model and the Moving Average (MA) Model.

3.3.1 Autoregressive (AR)

The Autoregressive model is a model that attempts to describe the values

of a time series as a weighted linear combination of the time series’ previous

values. The notation AR(p) indicates an autoregressive model of order p.

The AR(p) model defines a time series Xt as:

Xt = c+

p∑
i=1

ϕiXt−i + εt (3.2)

where ϕ1,. . . ,ϕp are the parameters of the model, c is a constant, and εt
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is white noise

3.3.2 Moving Average (MA)

The Moving Average model is similar to the Autoregressive model, but it uses

a weighted linear combination of a time series residuals, or errors, to attempt

to describe the time series’ future values. The notation MA(q) indicates a

Moving Average model of order q. The MA(q) model defines a time series

Xt as:

Xt = µ+ εt +

q∑
i=1

θiεt−i (3.3)

where θ1,. . . ,θp are the parameters of the model, µ is the mean of the series, and

εt,εt−1,. . .,εt−q are white noise error terms

3.3.3 Autoregressive-moving-average (ARMA)

These models can also be combined to make the autoregressivemoving-average

(ARMA) model. The notation ARMA (p,q) indicates an autoregressive

model of order p and a Moving Average model of order q. The ARMA(p,q)

model defines a time series Xt as:

Xt = c+ εt +

p∑
i=1

ϕiXt−i +

q∑
i=1

θiεt−i (3.4)
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3.3.4 Autoregressive integrated moving average (ARIMA),

and variants

The model can even be further improved by adding term for differencing the

data to eliminate the trend and make the data stationary. Differencing is

achieved by subtracting the previous reading from the current reading, and

this process can be repeated for higher differencing orders. This model is

the autoregressive integrated moving average (ARIMA), and it uses a sim-

ilar notation as before, where ARIMA (p,d,q) indicates an autoregressive

model of order p and a Moving Average model of order q and the model

that has been differenced d number of times. To complicate the model even

further, seasonal terms can be added, which results in the Seasonal autore-

gressive integrated moving average (SARIMA) model. This has the notation

ARIMA(p,d,q)(P,D,Q)m where m refers to the number of periods in each

season, and the uppercase P,D,Q refer to the autoregressive, differencing,

and moving average terms for the seasonal part of the ARIMA model.

3.3.5 Summary

Utilities currently use ARIMA time series forecasting at the System or at

levels higher aggregated than the distribution level. As previously mentioned,

forecasting at the local level ensues big data challenges. The next chapter

discusses our approach for scalable time series forecasting.
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Chapter 4

Scalable Time series

Forecasting

4.1 General

In this chapter we discuss our approach to scalable time series forecasting.

We present the standard single process ARIMA forecasting algorithm. We

then discuss our online forecasting approach. Next we discuss our approach

to parallelization of the forecasting algorithms using vertical, as well as hor-

izontal scaling implementations.
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4.2 Our Approach

Local short-term forecasting, especially in connected microgrids, can involve

a large number of entities. Therefore, to be able to complete the forecasting

for all entities involved within a stipulated amount of time, the forecasting

algorithm must be scalable and be completed in a timely manner in each

forecasting round. However, none of the mentioned studies in the related

work (Section 1.3) looked into the scalability and performance aspects of

forecasting.

To address the above issues, we explore the scalability of ARIMA and one of

its variants, SARIMA, which can include seasonality components. We chose

ARIMA as it is already widely used in system level load forecasting, and is

well-understood in the domain of time series forecasting.

ARIMA, is a special case of SARIMA that has no seasonal components.

The following notation is used to represent a SARIMA model: ARIMA(p,

d, q)×(P, D, Q)S. Where p is the non-seasonal AR (auto-regressive) order,

d is the non-seasonal differencing order, q is the non-seasonal MA (moving

average) order, P is the seasonal AR order, D is the seasonal differencing, Q

is the seasonal MA order, and S is the seasonality term.

There are two notable drawbacks of ARIMA. The first is that ARIMA in-

volves expensive training costs (as discussed in section 4.2.1). The second

limitation is that ARIMA models are static and hence they do not change

their model orders or internal model parameters unless they are retrained,
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which as previously mentioned is expensive. This is challenging since the

standard ARIMA models cannot adjust with the variance and changes in

behaviour for energy consumption at the local level. One possible solution is

discussed in section 4.2.2.

4.2.1 Standard forecasting and model order estimation

The standard time series based forecasting approaches involve two steps.

First, a new model is created through a ‘training process’ and then a fore-

casting algorithm can run based on that model. The first step needs to be

performed once, unless the model undergoes significant changes. In order

to build an ARIMA model, we consider several scenarios based one whether

the model order is known or not. If the model order is unknown, then we

need to estimate the model order. There are three hyperparameters p, d, q

used to describe the model order. For example, in a model with the notation

ARIMA(5,1,0) the p term equals 5 and notes the lag value used for autore-

gression, the d term equals 1 which indicates the difference order, which is

the number of difference transformations to perform on the times series, and

there is no q term for moving average terms.

Model order estimation was one of the biggest challenges encountered during

the course of this research for two reasons. The first is that I was unable to

find an standardized method of tuning these hyperparameters, as it involves

reviewing diagnostic plots, which does not work well when trying to program

a solution. The way this is implemented in a few of the common programming
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libraries, such as for R and Python among others. The implementation uses

a grid search on a given set of hyperparameters and a model is built for each

possibility in the set. The models are then evaluated by a selected criteria

and the model with the best score is chosen. If the model order is known,

then the model order estimation stage does not have to be completed and a

model parameters, φ, θ, can be fitted. The second reason that model order

estimation is a key challenge is the high variance in energy consumption

behaviour at the local level. Energy consumption behaviour can be different

from one building to the next or even the same building from day to day.

This then requires a number of different models, perhaps, one for every meter

in the building. As model order estimation is already a challenge, this can

be even more of a problem if model retraining is required due to behavior

changes. Model order estimation even becomes more complex if seasonal

terms are included, as the number of possibilities for the grid search is a

permutation of all the possibilities of hyperparameters and adding a seasonal

order would add another 3 hyperparameters, P , D and Q.

One of the biggest contributors to the expensive training costs of ARIMA is

the model order estimation, which is incurred while creating a new model.

As the model order determines the number of internal model parameters, this

step has to be completed before fitting the internal model parameters. We

utilize the Python pmdarima library 1 that includes a Python implementation

of the auto.arima function from R. It performs model order estimation by

1https://pypi.org/project/pmdarima/
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Algorithm 1 Serialized ARIMA/SARIMA Forecasting algorithm

1: for each meterID in meterID list do
2: data = fetch data(meterID, readings)

3: if model order estimation then
4: model grid = model grid.generate(seasonality) . as

mentioned earlier, SARIMA grid is large
5: model parameters = model grid.evaluate()

6: end if
7: model = model.fit(model parameters, readings)

8: forecast = model.predict(horizon)

9: end for

generating possible model orders, completing a grid search fitting an ARIMA

model to each of the possibilities and selecting the model with the lowest

information criteria. Commonly used criteria are the Akaike information

criterion (AIC) and the Bayesian information criterion (BIC). This can be

time-consuming as the number of models to check is a permutation of the

number of model order parameters, and it can be even more expensive if

SARIMA is used. This step corresponds to lines 4 and 5 of Algorithm 1. Once

the model order, i.e. the hyperparameters, is known the model parameters

can be fitted; this corresponds to line 7, and can also be referred to as building

the model. The models are fit using the maximum likelihood estimation

(MLE) method. We conduct the forecast in Line 8.

We had found that double seasonal Holt-Winters had promising results for

energy consumption forecasting during our initial literature review. There-

fore, in addition to the ARIMA based approaches (mentioned above), we

also implemented an algorithm using Exponential Smoothing, more specifi-
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Figure 4.1: Standard forecasting with Holt-Winters results; Execution times:
varying dataset size.

cally, the triple exponential smoothing or the Holt-Winters additive method.

Exponential smoothing is similar to the moving average, but the weights

of the past residuals are assigned using exponential functions, so that the

weights exponentially decrease over time. Single exponential smoothing uses

the most recent readings, also referred to as the level component, for pre-

dicting future values, whereas the double exponential smoothing technique

consists of two components: level and trend. Triple exponential smoothing

adds seasonal components on top of the level and trend.

Our initial experimental evaluation showed that Holt-Winters performed

faster than the ARIMA implementations. The dataset sizes used in these
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experiments to evaluate performance were 10, 100 and 1000 households .

However, it became apparent that the execution time required to forecast,

although faster than the ARIMA implementations, was still dependent on

the number of households. Despite the promising Holt-Winters results, we

ended up focusing on ARIMA, as mentioned earlier, as it is used currently

for forecasting at higher aggregated levels. Though in doing so, we have to

deal with the challenges of model accuracy and parameter estimation.

4.2.2 Online forecasting

As mentioned previously, ARIMA models are static and do not change their

model orders or internal model parameters unless they are retrained. One of

the possible solutions to this problem is through the use of an online fore-

casting algorithm that we call ARIMA-OGD. Our implementation is based

on the online learning algorithm for estimating ARIMA models proposed by

Lui et al. in [22]. They make the claim that their online ARIMA model is

highly scalable. However, a key drawback of their algorithm is that it does

not take seasonality into account.

Our ARIMA-OGD based approach is summarized in Algorithm 2. Line 2

corresponds to fetching the consumption measurements, or readings, and

the model parameters for the given meter id. For every reading received, a

prediction is made (line 4), the error from the current reading is assessed

(line 5), and then the model parameters are updated based on the error and

a learning rate (line 6).

34



Algorithm 2 Serialized ARIMA-OGD Forecasting algorithm

1: for each meterID in meterID list do
2: data[meterID, readings, model parameters] = fetch data()

3: for reading in data[reading] do
4: predict(model parameters, readings)

5: error = prediction - readings

6: model parameters.update(readings, error, lrate)

7: end for
8: end for

4.2.3 Parallelization of forecasting algorithms

As mentioned earlier, there are two different types of scalability, horizon-

tal and vertical. Vertical scaling or “scale-up” is achieved by adding more

physical resources, such as memory (RAM) and CPU cores, into an existing

machine, whereas horizontal scaling, or “scale-out”, is achieved by adding

resources by connecting additional machines together. Vertical scaling is

limited by the maximum hardware capacity that can be added and is usually

quite expensive. In contrast, horizontal scaling can be performed in an incre-

mental manner and is usually preferred. However, horizontal scaling requires

partitioning of the dataset across machines to achieve good performance.

Further, a load-balancer component is necessary to distribute the workload

evenly amongst the machines and handle machine failures gracefully. To

manage these tasks in a transparent manner, a middleware framework is re-

quired and a number of such frameworks have emerged in recent times, such

as Apache Hadoop 2 and Apache Spark.

2https://hadoop.apache.org/
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4.2.3.1 Vertical Scaling

Algorithm 3 Parallelized Multi-Processing implementation of ARI-
MA/SARIMA Forecasting algorithm

1: meterID list.split() . Split into lists for each process
2: for i:=1 to n number of processes do
3: process[i].serialized ARIMA(meterID list slice) . Single

process forecast uses Algorithm 1
4: end for

We implemented vertical scaling by parallelizing the forecasting algorithms

using Python’s multiprocessing library. In our experimental evaluation, we

measured execution time of our forecasting algorithms through using a fixed

dataset size and varying the number of CPU cores to use. Algorithm 3 details

our vertical scaling parallelized implementation of ARIMA/SARIMA. Line

3 corresponds to the splitting of the meter id list into smaller unique lists for

each core. The defined number of processes is then utilized in line 3 to run

the serialized ARIMA algorithm on each unique list.

Algorithm 4 Parallelized Multi-Processing implementation of ARIMA-
OGD Forecasting algorithm

1: meterID list.split() . Split into lists for each process
2: for i:=1 to n number of processes do
3: process[i].serialized ARIMA-OGD(meterID list slice) .

Single process forecast uses Algorithm 2
4: end for

The parallelized multi-processing implementation of ARIMA-OGD forecast-

ing algorithm is outlined in algorithm 4 and this is very similar to the par-

allelized multi-processing implementation of ARIMA/SARIMA. However, it
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uses the processes to run the serialized ARIMA-OGD algorithm in line 3.

4.2.3.2 Horizontal Scaling

Algorithm 5 Parallelized Spark implementation of ARIMA Forecasting al-
gorithm

1: data = fetch data() . data contained in csv file
2: data.map(meterid, readings list[timestamps, readings])

3: data.map(meterid, serialized ARIMA(readings).predict())

4: results = data.collect()

We achieve horizontal scaling by using Apache Spark and spark-ts 3, a Spark

time series library. Apache Spark is an open-source distributed general-

purpose cluster-computing framework, and it is based on, and extends, Hadoop’s

MapReduce model [1]. One of the fundamental data structures used in Spark

is the Resilient Distributed Datasets, or RDD for short. An RDD is a dis-

tributed collection of objects that is immutable, and can be divided into

partitions that are able to be processed by different nodes of the cluster [2].

Again we evaluate the execution time of the forecasting algorithm with a

fixed dataset size, while varying the number of nodes and cores in the Spark

cluster to test the impact of horizontal scaling. The implementation is sum-

marized in Algorithm 5. The input CSV file row data is mapped to create

a time series RDD using the spark-ts library (line 2). Another map is ap-

plied based on the forecasting method (line 3), such as using the previously

mentioned pmdarima library auto arima function to perform the model or-

3https://github.com/sryza/spark-timeseries
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der estimation, the model parameter fitting and, the prediction forecasting

before collecting the results (line 4). This workflow example is summarized

in Figure 4.2.

Figure 4.2: Spark workflow to parallelize ARIMA forecasting algorithm

Algorithm 6 Parallelized Spark implementation of ARIMA-OGD Forecast-
ing algorithm

1: data = fetch data() . data contained in csv file
2: data.map(meterid, readings list[timestamps, readings,

model parameters])

3: data.map(meterid, serialized ARIMA-OGD(readings).predict())

4: results = data.collect()

Again, the parallelized Spark implementation of ARIMA-OGD forecasting

algorithm is outlined in algorithm 6. It is very similar to the parallelized

multi-processing implementation of ARIMA/SARIMA, however, instead of

serialized ARIMA, it uses the serialized ARIMA-OGD algorithm for building

it’s map (line 3).

4.2.4 Summary

This chapter presented our approach to scaling time series forecasting. We

use two different scaling techniques, vertical and horizontal scaling. These
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techniques were applied to ARIMA time series forecasting as well as an online

approach for ARIMA based on gradient descent. The next chapter discusses

our experimental methodology and results.
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Chapter 5

Experimental Setup and

Results

5.1 General

The experimental evaluation and the results are presented in this chapter.

It begins with detailing the experimental setup. It proceeds to report the

standard forecasting results, followed by the online forecasting results. Then

the results from the parallelization of forecasting algorithms are presented.
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5.2 Experimental Evaluation and Results

5.2.1 Experimental Setup

An initial set of experiments were conducted using Configuration A from Ta-

ble 5.1.For experiments involving horizontal scalability with Apache Spark,

there are four machines connected into a Spark cluster each using Configu-

ration A from Table 5.1. An additional set of experiments were run using

Configuration B from Table 5.1. A summary of the two different machine

configurations is in Table 5.1. All experiments used Python, the vertical

scaling experiments require the added dependency of the Python multipro-

cessing library, and the horizontal scaling experiments require the additional

dependency of Apache Spark. Unless otherwise specified experiments were

run on machines using Configuration A from Table 5.1.

Config OS Processor Cores Memory
A Ubuntu 14.04 4 x Intel i5-2400 @ 3.10 GHz 8GB
B Ubuntu 18.04 32 x Intel Xeon E7-8857 @ 3.00 GHz 32 GB

Table 5.1: Machine system configurations summary

The dataset that we used in our study was from the Commission for Energy

Regulation (CER) which is the regulator for electricity and natural gas in

Ireland. The CER dataset was gathered during a smart meter electricity

behaviour trial between 2009 and 2010 with over 5000 smart meters located

in residences and businesses across Ireland [10]. The experiments involv-

ing ARIMA-OGD could scale much better than those involving standard
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ARIMA, and hence we generated a much larger dataset to evaluate ARIMA-

OGD by taking windows of 10,000 consecutive readings from the meters in

the CER dataset. Each window that had no skipped readings was given a new

meter identification number, and the timestamps of the readings normalized

to have the same time frame.

We conducted a number of experiments with different forecasting algorithms,

dataset sizes, and scalability setup. A summary of the experiments is shown

in Table 5.2. For each experiment we ran four trials: a cold run followed by

three warm runs. The values reported in the results are the mean of the 3

warm runs. The results are discussed in the next sections.

5.2.2 Standard forecasting

The first set of experiments involved a sequential forecaster implementation

using ARIMA with and without seasonality terms. It also performed the

initial step of model order estimation. The plan was to test the execution

time versus varying dataset sizes of 1, 10, and 100 records. The results from

Figure 5.1, and Figure 5.2 indicate that adding seasonality terms increases

execution times, as it was increased by 2 orders of magnitude when using

SARIMA over ARIMA while keeping the dataset sized set to 10.

The next experiments were similar to the first two experiments, with the

exception that we did not perform model order estimation, and instead, we

fixed the model order. With the removal of expensive model order estimation

step, we were able to run the tests with larger datasets with 100, 1k, and 10k
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Category
Forecasting
algorithm/

method

System
Config

Model
order

estimation
performed

Parallel/
Sequential

Dataset
size

(num. of
records)

Figure

Standard ARIMA A Yes Sequential 1, 10, 100 5.1

ARIMA A
Parallel

(multipr*)
10 5.5

ARIMA 4×A
Parallel
(Spark)

1000 5.11

SARIMA A Sequential 1, 10, 100 5.2

SARIMA A
Parallel

(multipr*)
10 5.6

SARIMA B
Parallel

(multipr*)
10 5.7

SARIMA A No Sequential 100 1k 2k 5.4

SARIMA A
Parallel

(multipr*)
1k 5.9

SARIMA B
Parallel

(multipr*)
1k 5.10

ARIMA A Sequential 100, 1k, 10k 5.3

ARIMA A
Parallel

(multipr*)
1k 5.8

ARIMA 4×A
Parallel
(Spark)

1k 5.12

Online ARIMA-OGD A N/A Sequential 100, 1k, 10k 5.13

ARIMA-OGD A
Parallel

(multipr*)
1k 5.14

ARIMA-OGD 4×A
Parallel
(Spark)

1k 5.15

Table 5.2: Experiments summary (note: multipr* is Python multiprocessing
library)
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Figure 5.1: Standard forecasting with ARIMA (sequential), includes model
order estimation; Execution times: varying dataset size.
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Figure 5.2: Standard forecasting with SARIMA (sequential), includes model
order estimation; Execution times: varying dataset size.
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records When comparing the results from this experiment (see Figure 5.3,

and Figure 5.4) from their early counterparts, it is evident that the model

order estimation is responsible for the bulk of the total forecasting time. The

results from Figure 5.1, and Figure 5.3 indicate that model order estimation

increases the execution time by 4.89× when keeping the dataset size set to

100 in each of the figures. The experiment corresponding to the results shown

in Figure 5.4 had to be modified, in particular, the 3rd dataset size to test was

decreased from 10k to 2k, as we ran into system resource issues. This further

confirms the challenges of complexity when including seasonality terms.
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Figure 5.3: Standard forecasting with ARIMA (sequential), with set model
order; Execution times: varying dataset size.
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Figure 5.4: Standard forecasting with SARIMA (sequential), with set model
order; Execution times: varying dataset size.

5.2.3 Vertical Scaling

Next, we parallelize the standard forecasting with Python multiprocessing

library. We had taken the previous experimental setups, while dataset was

fixed at 10 if the model order estimation was required or was set to 1k if

the model order was set. The number of cores was varied to 1, 2 and 4

cores. The results in Figure 5.5, 5.6, 5.8 and Figure 5.9 once again show that

both seasonality terms impact scalability as the execution time is increased

by over 183× when including seasonality terms and model order estimation

steps, and over 51× when using a specified model order. The experiments

that include seasonality terms, Figure 5.6 and Figure 5.9 show that there

is a system resource issue, since when using 4 cores we observe an increase

in execution time. This can be explained as the machine only had 4 cores
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and one core has to perform operating system functions, such as process

scheduling, memory management and context switching. Figure 5.7, and

Figure 5.10 are the previous experiments run using Configuration B from

Table 5.1, which has 32 processor cores and 32 GB of memory. The results

in Figure 5.7 do not exhibit a similar speedup seen in Figure 5.10. This can

be explained as the dataset was only set to 10 due to the added complexity

of including seasonality terms. Figure 5.10 shows that doubling the number

of cores can reduce the execution time by roughly 50%.
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Figure 5.5: Standard forecasting with ARIMA (parallel, multiprocessing),
includes model order estimation; Execution times: fixed dataset size to 10;
varying number of cores.
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Figure 5.6: Standard forecasting with SARIMA (parallel, multiprocessing),
includes model order estimation; Execution times: fixed dataset size to 10;
varying number of cores.
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Figure 5.7: Standard forecasting with SARIMA (parallel, multiprocessing),
includes model order estimation; Execution times: fixed dataset size to 10;
varying number of cores. This was run using Configuration B from Table 5.1
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Figure 5.8: Standard forecasting with ARIMA (parallel, multiprocessing),
with set model order; Execution times: fixed dataset size to 1k; varying
number of cores.
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Figure 5.9: Standard forecasting with SARIMA (parallel, multiprocessing),
with set model order; Execution times: fixed dataset size to 1k; varying
number of cores.
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Figure 5.10: Standard forecasting with SARIMA (parallel, multiprocessing),
with set model order; Execution times: fixed dataset size to 1k; varying
number of cores. This was run using Configuration B from Table 5.1

5.2.4 Horizontal Scaling

The next set of experiments were used to test the impact of horizontal scaling

on ARIMA. We used Apache Spark and spark-ts a Spark time series library

to parallelize the algorithm. This was ran on 4 machines connected as a 16

core Spark cluster. Each machine’s specifications is similar to configuration

A as described in Table 5.1. We measured the execution time of forecasting

a fixed dataset size of 1k while varying the number of cores available to the

cluster. The results show an increase in performance when increasing the

number of nodes and cores, see Figures: 5.11, and 5.12. This is noteworthy

as vertical scaling becomes expensive, as there are limitations on adding

hardware resources. Horizontal scaling can overcome this by adding more
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machines. Another advantage for horizontal scaling is that it can more easily

accommodate elasticity, as the dataset size changes. This flexibility comes

at a cost, as there is an overhead of distribution computation. Hence, we do

not see the same scalability seen in the previous vertical scaling experiments

using Configuration B from Table 5.1, which shows that doubling the number

of cores reduces the execution time by roughly 50%.
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Figure 5.11: Standard forecasting with ARIMA (parallel, Spark) includes
model order estimation; Execution times: fixed dataset size to 1k; varying
number of cores.

5.2.5 Online forecasting

The final set of experiments are similar to previous experiments, except that

we used the online forecasting algorithm ARIMA-OGD. The forecaster grabs

a batch of 100 readings from a meter and steps through the readings using
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Figure 5.12: Standard forecasting with ARIMA (parallel, Spark), with set
model order; Execution times: fixed dataset size to 1k; varying number of
cores.

the ARIMA-OGD. This forecaster has the advantage that it will be able to

adapt to changes in data as the model parameters are revisited with each

new data point received. The results show execution times that are much

faster than the previous experiments. As shown in Figure 5.13 ARIMA-

OGD can forecast for 1000 meters over 94× faster than using ARIMA with

a set model order, as in Figure 5.3. Figure 5.14 summarizes the results of

running a parallel version of the ARIMA-OGD algorithm implemented with

Python multiprocessing. The dataset was fixed at 1k records, while varying

the number of cores 1, 2, and 4 cores; again we see a similar speed up seen

in Figure 5.10 where doubling the number of cores will reduce the execution

time by roughly 50 percent. Figure 5.15 summarizes the results of running
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a parallel version of the ARIMA-OGD algorithm implemented with Spark.

The dataset was fixed at 1k records while varying the number of cores 1, 2,

and 4 cores; again we see scalability. However, due to the overhead associated

with horizontal scaling, such as distributed coordination, scheduling and data

movement, it does not provide the same speedup seen when using vertical

scaling.
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Figure 5.13: Online forecasting with ARIMA-OGD (sequential); Execution
times: varying dataset size.

5.2.6 Summary

This chapter has presented the experimental performance of several ARIMA

times series forecasting algorithms. The performance of the forecasting al-

gorithms tested model i.e. model order estimation, seasonality terms in the
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Figure 5.14: Online forecasting with ARIMA-OGD (parallel, multiprocess-
ing); Execution times: fixed dataset size to 1k; varying number of cores.
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Figure 5.15: Online forecasting with ARIMA-OGD (parallel, Spark); Execu-
tion times: fixed dataset size to 1k; varying number of cores.
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time series model, vertical scaling and horizontal scaling. The next chapter

discusses conclusions, contributions and possible future work.
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Chapter 6

Summary and Conclusions

6.1 Conclusion

Local short-term energy forecasting is becoming more important, particu-

larly, with the rapid rise in smart meter adoption and the advent of con-

nected microgrids. In this thesis, we conducted a systematic study of the

scalability of short-term forecasting algorithms using variants of ARIMA,

which is widely used when forecasting smart grid time series data. In par-

ticular, we proposed strategies to parallelize popular time series forecasting

algorithms and implemented them. Our vertical scaling results using Python

multiprocessing library shows an approximate 50% reduction in execution

time when doubling the number of cores available. Horizontal scaling did

not out perform the vertical scaling. However, it has the advantage of cost

as well as it handles data elasticity well. Our experimental results suggest
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that one of ARIMA’s disadvantages is its high training costs associated with

model parameter estimation, which incurs an increase in execution time by

4.89× when including a model order estimation stage and keeping the dataset

size set to 100. This is a key challenge since energy consumption behaviour

changes can occur often. Another challenge to scalability is the inclusion of

seasonality terms, as we can see an increase in execution time by over over

51× when adding seasonality terms while using a set model order with a set

dataset size of 1000. There is a 183× increase in execution time when in-

cluding seasonality terms and estimating the model order and a set datasize

of 10. The results involving online algorithm ARIMA-OGD, are promising,

and hence it offers an ARIMA-based scalable forecasting solution for local

short-term forecasting. ARIMA-OGD is able to overcome ARIMA’s disad-

vantage of high training costs associated with model order estimation, as it

does not requires this step, since it is an online algorithm and will recalcu-

late the parameters with each new data point received. This can actually be

seen as an advantage as ARIMA-OGD is able to adapt to changes in energy

consumption behaviour.

6.1.1 Contributions

The work presented in this thesis make several contributions that can be

summarized as:

• Proposed vertical and horizontal scaling methods for several time series
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forecasting algorithms with smart meter data at the local or distribu-

tion level.

• Proposed vertical and horizontal scaling methods for a time series fore-

casting algorithm with smart meter data at the localor distribution

level using an online algorithm approach based on gradient descent.

• Systematically evaluated the performance of several ARIMA times se-

ries forecasting algorithms. The evaluation study considered model

retraining i.e. model order estimation, and seasonality terms in the

times series model for smart meter data at the local or distribution

level.

6.2 Future work

There are a number of areas for future work. When discussing the four ‘V’s

of big data, there are two attributes that were not explored in the context

of this thesis. To address the data variety problem, a standard for streaming

smart meter data should be developed that scales well. There is also a data

veracity problem, as security, privacy, error detection, and error correction

are all concerns that also need to be explored. Other areas that could be

explored are studying other forecasting methods such as machine learning

and artificial intelligence methods, the effects of ensembling, as well as clus-

tering or profiling. One area that could be further explored is the trade-off
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between the accuracy and execution time of including seasonality terms. If

the trade-off is reasonable I propose exploring how to extend the online al-

gorithm ARIMA-OGD to incorporate seasonality terms, and thus propose a

new algorithm called SARIMA-OGD. Another avenue of investigation is to

determine how the forecasting algorithms work with missing data or out of

order data points, in terms of accuracy and performance, which is expected

in real-life use cases.
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