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Abstract

Modifying, debugging, optimizing, and extending existing code are common tasks

programmers perform that require them to understand code by forming mental rep-

resentations. Understanding these mental representations is important for informing

instructional practices and the development of visualizations and tools that are ef-

fective in assisting programmers with these tasks. This work represents the first

published empirical research on mental representations formed during program com-

prehension using parallel code.

The systematic literature review conducted in Article I found that no empirical re-

search on mental representations formed during program comprehension had previ-

ously been conducted using parallel code. Prior work on mental representations using

sequential code found that programmers form a program model and a situation model

of varying strengths depending on the task, expertise, and programming language.

Given the considerable differences between sequential and parallel programming, it

was not possible to determine if the results of the research using sequential code would

resemble the mental representations formed during parallel program comprehension.

An execution model had been proposed but had not previously been empirically stud-

ied. Due to the lack of prior work on program comprehension using parallel code, a

pilot study was conducted in Article II involving expert parallel programmers. The

pilot study determined that the level of difficulty of the stimuli and parameters of
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the study were appropriate for the target population. The pilot study was followed

by the main study in Article III. The results of this study provided the first empirical

evidence that programmers form an execution model during the comprehension of

parallel code. Article IV studied the progression of mental representations of experi-

enced programmers while they were learning parallel programming. This study also

introduced a novel method for externalizing and analyzing mental representations

formed during program comprehension. Article IV found that as programmers learn

parallel programming they form a stronger execution model while their situation

model becomes weaker. Article III and IV also identified themes related to the com-

ponents of code programmers use to determine the presence of data races in parallel

code. This work forms a basis for future research on program comprehension in the

parallel programming paradigm.
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Chapter 1

Introduction

The tasks most commonly performed by programmers, such as maintaining, modify-

ing, and optimizing existing applications, require an understanding of code (Corritore

& Wiedenbeck, 1999). Understanding how programmers engage in the comprehen-

sion of code can inform the development of programming languages, tools, and in-

structional strategies that are better able to assist programmers with these tasks.

The prevalence of multi-core processors has made parallel computing a necessity to

improve performance (Diaz, Muñoz-Caro, & Niño, 2012). This has caused a renewed

interest in parallel program development (Diaz et al., 2012) and as a result a large

number of parallel programming technologies have been developed over the years

but have suffered from low adoption rates (Mattson & Wrinn, 2008). To better in-

form these developments, empirical research on parallel program comprehension is

needed.

Research in program comprehension encompasses both the study of the cognitive pro-

cesses used by programmers to understand code and how programming languages

and tools support these cognitive processes (Storey, 2006). The cognitive compo-
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nent of program comprehension that is the focus of the research presented here is

the abstract mental representations, often referred to as mental models, that are

formed during program comprehension (Détienne, 2001). There has been a variety

of approaches to mental models that differ on the fundamental concepts of what a

mental model is and methods to infer a person’s mental model (Cañas & Antolí,

1998). Cañas and Antolí suggested that the reason for this variety is because re-

searchers from different disciplines study mental models using different tasks and

are sometimes interested in different aspects of the representations. The unifying

definition for a mental model, proposed by Cañas and Antolí (1998) describes this

concept as a dynamic representation formed in working memory as a result of using

knowledge from long term memory and the task. Mental model representations are

described by Cañas and Antolí (1998) as both a process, where activity occurs in

working memory that is elicited by a task, and the result of that process.

The mental model approach to program comprehension is based on the propositional

or text-based model and the situation model that were first developed to describe

text comprehension (Détienne, 2001). The program model, formed by programmers

when applying structural knowledge to the code resulting in a surface level repre-

sentation, corresponds to the propositional or text-based model formed during text

comprehension. The situation model, or domain model, is formed during program

comprehension when prior knowledge is used to form an understanding of the main

goals, meaning, or real world situation represented by the program. The mental

model approach to program comprehension involves the construction of both the

program model and the situation model (Détienne, 2001).

Despite a dramatic decline of empirical studies on mental representations (Bidlake,

Aubanel, & Voyer, 2020), this is not necessarily an indication that this topic lacks

relevance or importance, but an indication of a shift in focus. Research topics that
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have gained more interest include usability and comparative studies. These types

of studies allow tools and languages to be compared and ranked as more or less

superior without the risk of finding that the tool or language does not coincide with

the mental representation of the user. Ericsson, Charness, Feltovich, and Hoffman

(2006) found that there has also been more focus on organizational settings where

programmers work in teams (Gren, Torkar, & Feldt, 2017; Teh, Baniassad, Rooy, &

Boughton, 2012; Dingsøyr & Dybå, 2012). The study of programming teams would

be attractive to software companies as they may anticipate a more immediate return

on their investment into this area of research. However, the use of mental model

theory to design programming tools and languages has demonstrated measurable

benefits. For example, Sulír and Nosál’ (2015) studied mental model overlapping

to develop source code annotations that allow programmers to share their mental

models. From their study they found that the annotations improved program com-

prehension and reduced maintenance time. The program slicing tool developed by

Korel and Rilling (1998) that assists with program comprehension was developed

based on research that demonstrated the use of program slicing to improve the pro-

cess of program understanding. The current trend in which the usability of languages

is assessed after they have already been in use may be viewed counterproductive as

it ignores cognitive processes involved in programming. Accordingly, there needs to

be a resurgence of empirical research on the psychology of programming to inform

the design of instructional practices, tools, and languages, especially in new and

emerging programming paradigms.

Prior to the research presented here, research on mental models formed during pro-

gram comprehension had been limited to sequential code (Bidlake et al., 2020).

Studies involving parallel programmers are most often concerned with productivity

(Hochstein et al., 2005; Ebcioglu, Sarkar, El-Ghazawi, Urbanic, & Center, 2006).
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However, the mental representations formed by programmers during the compre-

hension of parallel programs is an important area of study to determine how their

representations differ from the representations developed during sequential source

code comprehension. The comprehension of parallel code requires programmers to

mentally execute multiple timelines that are occurring in parallel at the machine

level. Therefore, it is currently not possible to determine if the findings from prior

research involving sequential code would resemble the mental models formed during

program comprehension of parallel code. Empirical research on program comprehen-

sion using parallel code is needed to determine how these mental representations are

created and the form that they take.

Although no empirical research had been conducted prior to the work presented

here, an execution model had been proposed that includes the behaviour of the pro-

gram in terms of data flow and data structures (Aubanel, 2020). The behaviour

of data structures is considered an important part of parallel program comprehen-

sion. Specifically, how the data structures are accessed and changed by one or more

threads and the relationship between data structures. The research presented here

was motivated by the idea that, in addition to a program and situation model, parallel

program comprehension may result in the formation of additional dimensions of men-

tal representations. To inform the development of instructional practices, tools, and

languages that specifically support parallel programmers, it is important to analyze

the mental representations formed by parallel programmers during program compre-

hension. The work presented here represents the first steps to expand the empirical

research on program comprehension to include parallel programming.
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1.1 Research Goals

The articles included here were designed to determine the current state of empirical

research on mental models and to investigate the mental models formed by program-

mers during parallel program comprehension. As principal author of these articles

I was responsible for the data acquisition, data analysis and interpretation, writing

of the original drafts, and revisions. I also made significant contributions to the

conception and design of the research presented in the articles. The co-authors of

the articles provided assistance with the conception and design of the research, data

analysis, and reviewing and editing the articles.

The goal of the systematic review conducted in Article I (see chapter 2) was to pro-

vide an analysis of the empirical research that has contributed to the understanding

of the comprehension strategies used by programmers to understand code, and the

mental representations created in this process. The results indicated that empirical

research on mental representations formed by programmers during program compre-

hension has been predominately conducted using sequential code. It was also found

that the work in this field has declined dramatically in recent years and consequently

there was no relevant research using newly developed or popularized languages and

paradigms. This reflects an important gap in the field. In particular, parallel pro-

gramming has been neglected in program comprehension research and as a result has

developed using mostly informal approaches (Mattson & Wrinn, 2008). The results

of the systematic review also indicated that the tasks and methods used to assess

and analyze program comprehension and mental representations of participants were

not consistent between studies and that there has been no consensus on the method

that provides the most accurate account of the mental representations. The studies

included in the review assigned tasks that also varied in their level of realism, how-

ever, tasks that were considered to be more natural by experts were tasks that had
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a concrete objective such as debugging or determining the effects of modifications

(Wiedenbeck, Fix, & Scholtz, 1993).

To address the gaps in program comprehension research, the work presented here

focused on the mental models formed by programmers during the comprehension of

parallel code. One of the tasks selected for the current research was the detection of

data races. This is a task that programmers commonly perform when verifying the

correctness of parallel code and is specific to the parallel programming paradigm.

Data races are a type of bug that can occur only in parallel programming and their

detection often requires close consideration of the code. Data races occur when

multiple threads of execution access the same memory location without controlling

the order of the accesses and at least one of the memory accesses is a write (Liao,

Lin, Asplund, Schordan, & Karlin, 2017). Depending on the order of the accesses,

some threads may read the memory location before the write and others may read

the memory location after the write, which can lead to unpredictable results and

incorrect program execution. Data races are difficult to detect and verify as they

will not appear every time that the program is executed. To detect data races,

programmers must understand how a program executes in parallel on the machine

and the memory model of the programming language.

The starting point for Article II (see chapter 3) was that the lack of empirical research

on mental representations formed by programmers using parallel code meant that

there was no foundation to build our research on and no existing data sets or stimuli

to draw from. As the first steps in expanding the research in program comprehension,

a stimulus set was developed consisting of 80 programs written in C using OpenMP

4.0 directives and clauses with no comments or documentation. An experimental

procedure was also designed to stimulate the comprehension process. The goals of

the pilot study conducted in Article II were to determine if the stimulus set and

6



parameters of the experimental design were reasonable for our target population of

experienced parallel programmers. During the pilot study participants were asked

to determine whether the stimuli contained a data race and what cues or program

components they used to determine whether or not there was a data race. The

results of the pilot study indicated that the level of difficulty of the stimuli and the

time limit used for the task were appropriate. However, the open response question

about what program components participants used varied greatly in level of detail

and also in the number of responses the provided. This led to modifications of the

experimental design to also include specific questions about components of the code.

These questions were related to the behaviour or mutation of data structures by one

or more threads (execution model) and the contents and size of the data structures

(situation model).

Using the modified experimental design, the main validation study was conducted

in Article III (see chapter 4). The specific questions about components of the code

allowed an analysis of the type of information that was included in participants’

mental representations. The ability of participants to correctly answer specific ques-

tions pertaining to the behaviour of the data structures suggested the presence of an

execution model. However, since no participants were able to answer any questions

related to the contents and size of the data structures, this implied that the data

structure aspect of the situation model was not formed during the data race task.

The open response questions also provided insights about the program components

experienced programmers use when detecting data races including reading from and

writing to memory, looping structures, barriers and synchronization, dependencies

between code components, and data structures. The results of the study in Article III

concluded that expert parallel programmers’ mental models formed during program

comprehension given a data race task consisted of the data structure components of

7



the execution model.

The goals of the study conducted in Article IV (see chapter 5) were to analyze the

progression of programmers mental models while learning parallel programming and

determine the type of information included in novice parallel programmers’ men-

tal models formed during the comprehension of parallel code. Since one source for

constructing mental models is through other people’s explanations (Johnson-Laird,

1989), the study in Article IV involved teaching experienced programmers parallel

programming and analyzing the progression of mental representations formed by

programmers during different stages of learning parallel programming. Article IV

used a novel empirical method to map mental models. Various graphical approaches

have been applied successfully to access mental models, and the use of diagrams

in particular is considered an appropriate tool for measurement (Seel, Ifenthaler, &

Pirnay-Dummer, 2009). In Article IV, participants externalized their mental models

by drawing diagrams, before, during, and after instruction, depicting their under-

standing of the execution of a parallel program. The diagrams allowed participants

to communicate their understanding of the execution of parallel programs, similar to

the use of causal diagrams by Seel (2001) as representations of the learner’s mental

model of a dynamic system. The study also investigated novice parallel program-

mers’ mental models using a data race task and analyzed their responses to questions

about the code. The findings presented in Article IV indicate that as programmers

learn parallel programming they develop a stronger execution model and a weaker

situation model. The understanding of parallel code and how programmers model

that code become increasingly focused on the behaviour of data structures, how they

are accessed and changed by one or more threads, and the relationship between data

structures and different components of code. The results of the study also provide

insight into the topics that are of particular importance when teaching parallel pro-
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gramming and when teaching programmers how to determine correctness of parallel

code, in particular, identifying data races.

Chapter 6 provides an additional analysis of the results of the data race task in Article

II and III. In chapter 7 the impact and applicability of the research presented in this

thesis is discussed and suggestions for future work are provided.
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Abstract

Programmers are frequently tasked with modifying, enhancing, and extending ap-

plications. To perform these tasks, programmers must understand existing code

by forming mental representations. Empirical research is required to determine the

mental representations constructed during program comprehension to inform the de-

velopment of programming languages, instructional practices, and tools. To make

recommendations for future work a systematic literature review was conducted that

summarizes the empirical research on mental representations formed during program

comprehension, how the methods and tasks have changed over time, and the research

contributions.

The data items included in the systematic review are empirical studies of program-

mers that investigated the comprehension and internal representation of code written

in a formal programming language. The eligibility criteria used in the review were

meant to extract studies with a focus on knowledge representation as opposed to

knowledge utilization.

The results revealed a lack of incremental research and a dramatic decline in the

research meaning that newly developed or popularized languages and paradigms have

not been a part of the research reviewed. Accordingly, we argue that there needs to

be a resurgence of empirical research on the psychology of programming to inform

the design of tools and languages, especially in new and emerging paradigms.

2.1 Introduction

Programmers are frequently tasked with modifying, enhancing, and extending ap-

plications. To perform these tasks, programmers must first understand the existing

code. During the comprehension process, programmers form mental representations
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of the code they are working with (Détienne, 2001). Empirical research is required to

determine how these mental representations are created and the form that they take

as a starting point to developing programming languages and tools that fit with the

underlying representations. Such an approach would assist programmers in the com-

prehension process and promote the formation of accurate mental representations.

In the study conducted by Wiedenbeck, Fix, and Scholtz (1993) experts were able

to build mental representations with more abstract characteristics than non-experts

to support comprehension-related programming tasks such as maintenance and de-

bugging. The findings reported by Wiedenbeck et al. (1993) are compatible with the

notion that the ability of programmers to develop accurate mental representations

of code is important for supporting programming tasks critical to the development

of high-quality software (see also Petre and Blackwell, 1999).

The focus on program comprehension is of particular interest as many of the tasks

performed by programmers, such as maintaining and modifying existing applications,

require the understanding of code (Corritore & Wiedenbeck, 1999). Empirical re-

search is required to develop an understanding of the comprehension strategies used

by programmers. With the growing number of programming languages and tools

under development with the goals of increasing productivity and ease of learning

and use, there is a great need for this empirical research.

Before conducting more empirical research on mental representations, we need to

know the current state of affairs in this area. Knowledge of past empirical research

can assist in developing methods that can more accurately target and capture the

mental representations under study. To make recommendations for future work on

mental representations we must have an understanding of prior research methods

and findings. By discovering what research has already been done, we can also learn

what gaps remain.
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Accordingly, the purpose of the literature review conducted here is to provide an anal-

ysis of the research that has been done to advance the body of knowledge related to

the psychology of programming. Our review provides a comprehensive overview of

the empirical studies performed to date that have contributed to the understanding

of the comprehension strategies used by programmers to understand code, and the

mental representations created in this process. The work presented here will assist

researchers in the selection of appropriate tasks and methods for future work. This

review will also assist researchers who want to perform incremental research by build-

ing on the work that has already been done in the domain. Empirical studies related

to problem solving, program design and development, debugging skills, programmer

performance, and learning programming languages that have no bearing on mental

representations are not included in this review. The research questions addressed by

our review are as follows:

1. To date, what empirical research has examined mental representations during

program comprehension?

2. How have the methods used in the studies changed over time?

3. How have the tasks used in the studies to stimulate the comprehension process

changed over time?

4. What are the contributions that have resulted from empirical research on pro-

gram comprehension?

2.2 Background

Research in program comprehension encompasses both the study of the cognitive pro-

cesses used by programmers to understand code and how programming languages
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and tools support these cognitive processes (Storey, 2006). The cognitive component

of program comprehension that is of interest here is the abstract mental representa-

tions that are formed during program comprehension. These mental representations,

often referred to as mental models, are founded in the theories of text comprehension

(Pennington, 1987a).

There have been a variety of differing approaches to mental models including how

they are defined and inferred (Cañas & Antolí, 1998). Cañas and Antolí suggested

that the reason for this is because researchers from different disciplines study mental

models using different tasks and are sometimes interested in different aspects of the

representations. The unifying definition for a mental model, proposed by Cañas and

Antolí (1998), is a dynamic representation formed in working memory as a result

of using knowledge from long term memory and the environment. Mental model

representations are described by Cañas and Antolí (1998) as both a process and the

result of a simulation process elicited by a task.

The mental model approach to program comprehension is based on the propositional

or text-based model and the situation model that were first developed to describe

text comprehension (Détienne, 2001). The program model, formed by programmers

when applying structural knowledge to the code resulting in a surface level repre-

sentation, corresponds to the propositional or text-based model formed during text

comprehension. The situation model, developed to describe the abstract representa-

tion of text, corresponds to the domain model formed during program comprehension

when domain knowledge is used to form an understanding of the real world situation

represented by the program. The mental model approach to program comprehen-

sion involves the construction of both the program model and the domain model

(Détienne, 2001).
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Empirical research on program comprehension has a direct impact on the devel-

opment of programming languages and tools. Boshernitsan, Graham, and Hearst

(2007) developed iXj, a tool that uses a visual language to allow programmers to

specify and execute code changes. The design of iXj was guided by the Cognitive Di-

mensions framework developed by Green (1989) to provide programmers with visual

representations that reflect their own mental model of the source code. Tubaishat

(2001) developed a theoretical model, Conceptual Model for Software Fault Local-

ization (CMSFL), from empirical research on programming knowledge and plans.

The CMSFL model was then used as the basis for developing the BUG-DOCTOR,

an Automated Assistant Fault Localization (AASFL) tool that assists programmers

with software fault localization. Arab (1992) developed a tool for formatting and

documenting Pascal programs to assist programmers to write more readable and

easier to understand programs. The development of this tool was influenced by em-

pirical research that identified formatting and documenting as important factors in

program comprehension.

Other common approaches to empirical research on programming languages and tools

have been usability and comparative studies. Usability studies examine the human

use of programming languages, whereas comparative studies compare the features of

different programming languages. The usability studies reviewed by Hornbæk (2006)

employed a variety of measures and definitions of usability, and often compared pre-

vious or competing versions. Comparative studies, including those performed by

Prechelt (2000) and Nanz and Furia (2015), analyzed performance of programs writ-

ten in programming languages from procedural, functional, and scripting paradigms,

and also compared languages within these paradigms. Performance in these studies

was measured using quantitative analysis of the program features such as lines of

code, runtime, memory usage, and reliability. Programmer effort was also analyzed
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by Prechelt (2000) who measured the time required to write a program. Compar-

ative studies on parallel programming languages have taken a similar approach in

comparing solutions to problem sets or algorithms written in different parallel pro-

gramming languages (Feo, 2015; Chamberlain, Deitz, & Snyder, 2000). The study

conducted by Feo (2015) also compared qualitative measures of how the program-

mers who wrote the solutions felt about how easy or difficult the program was to

write, and what they felt was good or bad about the programming language.

The usability and comparative studies mentioned here are comparing programming

languages that are already widely used. Studying a language when it is already

widely used offers limited advances unless one is willing to modify the language as

a result of the empirical observations. These studies did not take into considera-

tion the user and their ability to understand and provide maintenance for programs

written in different programming languages. Comparative studies are also limited

in that they only give the user choice between existing languages; they do not di-

rect the development of new languages that may require a complete departure from

the current approaches to provide the user with languages and tools that align with

their cognitive processes. The shift from comparative studies to research on pro-

gram comprehension, especially in parallel programming where there is a significant

lack of theory (Mattson & Wrinn, 2008), is necessary to inform the development of

programming languages, instructional practices, and tools.

2.3 Method

To answer the research questions posed in this study, we conducted a systematic lit-

erature review following the guidelines provided by Kitchenham and Charters (2007)

and in accordance with PRISMA guidelines (Moher, Liberati, Tetzlaff, Altman, &

Group, 2009). Systematic reviews are performed to collect literature relevant to
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answer specific research questions by using a well-defined and documented proto-

col in order to provide a fair evaluation and enable study audit and reproducibility

(Kitchenham & Charters, 2007). In our systematic literature review we adopted

as a search strategy automated search and backward snowballing technique. The

automated search strategy included a search of databases from each of the rele-

vant fields: psychology and computer science. All available publication types (e.g.,

theses, journal articles, conference papers, books) were included in the systematic

review because the research fields involved in this study use some publication types

more frequently than others. For example, computer science publications are more

often conference papers whereas psychology publications tend to be journal articles.

The inclusion of theses makes it more likely that unpublished work will be consid-

ered. To understand how research on program comprehension has developed over

time, the review was not limited to a particular time period. The abstracts or full

texts of documents extracted by the database searches were screened using specific

inclusion and exclusion criteria (i.e., eligibility criteria). The eligibility criteria were

used to ensure that the documents were relevant to the research questions presented

earlier, which are centred around empirical studies on program comprehension. The

automated search was followed by backward snowballing, a technique that uses the

reference list of data items to identify additional data items (Wohlin, 2014).

The systematic review also included an analysis using the full text of empirical stud-

ies that met the eligibility criteria. The analysis consisted of identifying the year of

the study and the tasks used to stimulate the comprehension process, and summariz-

ing the methods used in the study and the findings. The summaries were then used

to create categories that reflected the most prevalent methods and findings of the

research included in our review. Categorizing the methods and findings assisted us

in answering the research questions presented earlier by allowing us to make obser-
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vations about how the research on mental representations of programs has changed

over time and the resulting contributions.

2.3.1 Information Sources

Five databases were included in the search process: Computer Source Index, ERIC,

IEEE Xplore Digital Library, PsycINFO, and Scopus. Records in the Computer

Source Index (formerly Computer Science Index) database are related to the current

trends and advances in computer science. The ERIC database records are primar-

ily related to the field of education, with publication dates from 1966 to present.

The IEEE Xplore Digital Library database contains scientific and technical content

published by the Institute of Electrical and Electronics Engineers (IEEE) and its

publishing partners, from the fields of electrical engineering, computer science, and

electronics. The publication dates range from 1872 to present. The records in the

PsycINFO database refer to literature from the behavioural sciences and mental

health fields of study, with publication dates ranging from 1887 to present. The Sco-

pus database contains records from the sciences, health sciences, and social sciences,

with publication dates ranging from 1966 to present.

The keyword, title, and abstract information were used to perform the database

searches. The search string was developed using the main components of the search:

mental representations, program comprehension, and programmers. Synonyms of

these components were then identified from general knowledge acquired through

of an initial investigation into this topic. All combinations of the synonyms were

searched according to the requirements of the specific database. The combined

words could be at most separated by two words and the wildcard symbol (*) was

used to include alternative spellings of words. The following search string was used

for database keyword searches of Computer Source, ERIC, and PsycINFO:
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Program Comprehension: (((code OR program* OR software) N2 (understand-

ing OR comprehen* OR stud* OR analy* OR maint* OR modif* OR recall* OR

sort* OR categor* OR debug* OR classif* OR *copy*)) AND

Mental Representations: (((cognit* OR mental* OR knowledge OR program*

OR situation*) N2 (model* OR represent* OR plan* OR structur* OR map* OR

chunk* OR slic*)) OR schema*)) AND

Programmers: (programmer* OR coder*)

The search string for the IEEE Xplore Digital Library had to be modified slightly

since it was the only database that imposed a limit on the number of wildcard symbols

and keywords. Because of the multidisciplinary nature of the Scopus database, its

search was limited by subject area to psychology, computer science, and engineering.

The date of the last search of all databases was November 8, 2018. There were no

restrictions put on the publication dates or publication types (e.g., theses, journal

articles, conference papers, books) when performing the database searches.

Landman, Serebrenik, and Vinju (2017) found that when using the IEEE Xplore

database the number of results were reduced when adding an OR to their search

queries. Given their concern regarding inconsistencies, multiple search queries were

tested using the IEEE Xplore database. When additional OR statements were added

to the search query used in the current review, the number of results increased as

expected.

To mitigate systematic bias in reviews that can be caused by publication bias,

Kitchenham and Charters (2007) suggest contacting experts and researchers working

in the area that may know of unpublished work. A request for unpublished work

of relevance was sent to the Psychology of Programming Interest Group (PPIG)
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discussion group. The PPIG workshop is the primary venue for research in the

psychological aspects of programming and its discussion group is subscribed to by

leading researchers in the domain. As a result of this request, we received four

unpublished papers.

Internet search engines were not used as an information source for our review due

to their unsystematic nature and lack of quality control. Google and Google Scholar

both use personalization filters that affect the results that are returned by searches

(Pariser, 2011). The use of filters by search engines creates unpredictable and in-

consistent searches. The lack of standardization could create bias since searches are

filtered based on what the search engine determines the user wants resulting in an

incomplete retrieval of data. Internet search engines cannot exclude results that are

from predatory publishers.

2.3.2 Search Strategy

The search results for each of the databases were as follows: Computer Source re-

turned 65 records, ERIC returned 50 records, IEEE Xplore Digital Library returned

280 records, PsycINFO returned 92 records, and Scopus returned 879 records. In

total, 1,366 data items were retrieved through database searches. There were 280

duplicate data items removed, leaving 1,158 unique data items as indicated in Figure

2.1.

2.3.3 Eligibility Criteria

A preliminary screening was performed on the 1,158 unique data items that were

extracted from the five database searches. The data items were screened by reading

their titles and abstracts. In cases where it was not evident if the criteria were met

from the abstract, then the full text was accessed and reviewed. The flow diagram
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Figure 2.1: PRISMA Flow Diagram.

outlining the results of each screening stage is found in Figure 2.1.

The screening process and selection of the data items to include in our review were

performed by the first author. The guidelines provided by Kitchenham and Charters

(2007) suggest that a single researcher discuss included and excluded papers with

other experts. Following these guidelines, the first author met regularly to discuss

the selection of data items with the second and third author who are experts in

computer science and psychology respectively. In addition to this, the inter-rater

reliability was measured post-hoc by selecting a sample of included and excluded

data items that were re-evaluated by the second author. The initial post-hoc inter-

rater reliability of the two authors was 49 agreements out of 52 randomly selected

papers (92.5%) for the exclusion/inclusion decisions. Refinement of the inclusion

criteria allowed an agreement on two of the papers whereas further discussion of the

specific papers produced agreement on the remaining papers.

For data items to be included in the review the following inclusion criteria were
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used:

1. Had to be an empirical study.

2. Study had to have participants that were programmers, meaning that they had

prior knowledge of the programming language used in the study.

3. Study had to use coded programs or code fragments that were written in a

formal programming language.

4. Study had to contribute to the understanding of the mental representations

created during the comprehension process.

5. Study had to contribute to the understanding of the process of building mental

representations.

The following exclusion criteria were used to exclude data items from the re-

view:

1. Programming aptitude studies.

2. Usability studies.

3. Studies that involved the teaching and learning of a programming language

(e.g., teaching methods, educational software).

4. Studies on the problem solving process of programming.

5. Studies on analytic and predictive techniques for programmer performance.
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6. Studies on program design and implementation.

7. Studies on debugging strategies and skills.

After a preliminary screening using the inclusion and exclusion criteria the data items

were reduced from 1,158 to 139 (see Figure 2.1). In cases where an author repub-

lished their study using the same data and analysis, only the most recent publication

was kept. Although studies on debugging strategies and skills were excluded, studies

that used debugging as a task to stimulate the comprehension process to study pro-

grammers’ mental representations were included. For example, the study conducted

by Stone, Jordan, and Wright (1990) was eliminated because they investigated the

debugging skills of programmers and how these skills can be improved. The study

by Petre and Blackwell (1999) was excluded because they investigated the visual im-

agery produced by programmers during the software design phase. Their study did

not include the writing or understanding of code. The study by Kamma and Jalote

(2013) was eliminated as it examined programmer productivity. Another data item

eliminated from the review was a study conducted by Yeh (2014) that did not involve

programming or code and investigated the cognitive processes used by participants

when solving a software design problem. The criteria for inclusion at this stage re-

quired that studies had contributed to the understanding of program comprehension

and mental representations.

The documents that were not eliminated during the preliminary screening were then

analyzed by reading the full text to determine if they met the eligibility criteria. As

a result, 50 documents were included. In the guidelines provided by Kitchenham and

Charters (2007) a search of databases alone is not sufficient for a complete systematic

review. One of the manual search strategies suggested by Kitchenham and Charters

(2007) is to search the reference lists from relevant studies, this is also known as
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backward snowballing (Wohlin, 2014). The 50 included studies from the automated

search were used to perform one iteration of backward snowballing. The data items

identified through backward snowballing were also subject to the same eligibility

criteria as the data items from the automated search and as a result 20 additional

data items were included as indicated in Figure 2.1. The four unpublished data items

received from the PPIG discussion group were also subject to the same eligibility

criteria and resulted in the inclusion of one data item (see Figure 2.1).

As a result of the screening process, the data items included in our review are em-

pirical studies of programmers that investigated their comprehension and internal

representation of code written in a formal programming language. The eligibility

criteria used here are meant to extract studies with a focus on knowledge represen-

tation as opposed to knowledge utilization (Atwood & Ramsey, 1978).

2.3.4 Data Extraction

The data extraction process was performed by the first author in consultation with

the second and third author. The tasks used to stimulate the comprehension pro-

cess were extracted from the data items by analyzing the description of the study’s

methods and procedures. Tasks that were assigned to participants during the study

to engage them with the code were included in the Task column of Table 2.2. The

methods and procedures of each study were analyzed to determine how the mental

representations held by participants were measured and a summary was written by

the first author describing each study’s method. Categories describing the methods

were formed using the method summaries. After categorizing the methods of all the

data items, the most common categories were included in Table 2.2. A similar pro-

cess was used to determine the contributions of each data item. The results of each

study were analyzed to determine the main findings of the study and a summary of
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the findings was written for each study by the first author. Categories describing

the types of mental representations formed by the participants of the studies were

extracted from the summaries of findings and the most common categories were

included in Table 2.2.

2.4 Results

The data extracted from the 71 documents identified by the systematic review are

provided in Table 2.2. The items in the table are listed in chronological order to

allow the reader to follow the development of the literature.

2.4.1 Research Timeline

Empirical studies used to develop and validate theories on program comprehension

first started to emerge in the 1970’s (Figure 2.2), with the earliest study found by

the systematic review conducted in 1976. The timeline depicted in Figure 2.2 shows

the growth and subsequent decline in the number of empirical studies that have been

conducted on program comprehension. During the 1970’s and 1980’s, 20 studies were

conducted. The number of studies grew to 39 in the 1990’s when it peaked. In more

recent years the work in this area has dropped off almost completely with only 12

studies conducted since 2000 (Figure 2.2). Throughout this timeline, various tasks

have been used to stimulate the comprehension process that results in the formation

of mental representations.

2.4.2 Tasks

When examining the Task column in Table 2.2, it appears that, in 23 of the studies,

more than one task type was assigned to the participants. All studies that assigned

more than one task type to participants included studying code as one of the task
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Figure 2.2: Frequency of empirical studies on program comprehension.

types. There were 52 instances where studying code was one of the task types

assigned to programmers and in 29 of these instances studying code was the only

task type assigned. The task of studying code was often given to participants without

revealing the purpose and was most commonly followed by comprehension or recall

questions. Studying code was used considerably more than any other task type (see

Table 2.1).

The modification tasks described in the studies included in our review tended to be

specific changes in functionality that did not have a far reaching impact on other

parts of the code. The modification task used by Navarro-Prieto and Cañas (2001)

required programmers to modify a calculation used in the code. Boehm-Davis, Holt,

and Schultz (1987) required programmers to perform modifications to one or more
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Task Number of Studies
Study 52
Modification 12
Maintenance 10
Debug 7
Reuse 4
Classify 3
Documentation 3
Write or Reconstruct Code 3
Hand Execution 2
Enhancement 1
Recopy 1

Table 2.1: Frequency of tasks used for stimulating the comprehension process.

specific locations in the code.

The maintenance tasks used in the studies included in our review required program-

mers to have an overall understanding of the code and often used industrial code

(von Mayrhauser & Vans, 1994, 1995, 1996, 1998). Studies that involved mainte-

nance tasks often observed programmers in the workplace that were familiarizing

themselves with code for the purpose of future maintenance or to perform a spe-

cific maintenance task (von Mayrhauser & Vans, 1994, 1995, 1996). There were

also variations in the type of maintenance tasks and if the participants all per-

formed the same maintenance task. In the study conducted by von Mayrhauser and

Vans (1995) all participants performed a maintenance task but not necessarily the

same type and Parkin (2004) compared the results of two different types of mainte-

nance tasks. Other studies had programmers all performing the same maintenance

task, including the study by Vans, von Maryhauser, and Somlo (1999) where profes-

sional programmers were all performing corrective maintenance tasks and the study

by von Mayrhauser and Vans (1998) where all participants performed adaptation

tasks. Studies using maintenance tasks were the only studies that involved program-

mers with varying levels of prior familiarity with the code used in the study (von
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Mayrhauser & Vans, 1995, 1998; Vans et al., 1999).

In some cases, the tasks assigned to participants were specific to the programming

paradigm of the language used in the study. For example, a reuse task was used to

study the mental representations formed by object oriented programmers. Program-

mers were given code that could be reused in their assigned task either by copying

the code to use as a template or by using object oriented design principles of reuse

such as inheritance (Burkhardt & Détienne, 1995; Burkhardt, Détienne, & Wieden-

beck, 1997, 1998, 2002). The reuse task specifically targets the use of object oriented

design principles.

We found that the studies included in our review assigned tasks that varied in their

level of realism. Of the most common tasks used to stimulate the comprehension

process (see Figure 2.3), studying was the only unrealistic task. Despite the ob-

servation made by Wiedenbeck et al. (1993) that experts found studying to be an

unnatural task, it continued to be the most widely used task (see Figure 2.3). Tasks

that were considered to be more natural by experts were tasks that had a concrete

objective such as debugging or determining the effects of modifications (Wiedenbeck

et al., 1993).

There are have been more studies conducted using maintenance tasks than debugging

or modification (see Table 2.2). However, debugging and modification have been

used throughout the timeline and have continued to be used in more recent studies

as seen in Figure 2.3. Maintenance was more commonly used than debugging and

modification for a period of time between 1995-2005 but has not been used since (see

Figure 2.3).
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Figure 2.3: Frequency of most common tasks for stimulating the comprehension
process.

2.4.3 Research Methods

To determine how the methods used in the studies included in our review have

changed over time, the method of each study has been categorized in Table 2.2 for

analysis. Through inspection of the Method column in Table 2.2, it is apparent

that a variety of techniques and measures have been used, both independently and

in various combinations, to determine the mental representations formed by partici-

pants during the comprehension process. The most common technique was the use of

comprehension questions (25 studies). Comprehension questions were also frequently

used in addition to other measures to determine the mental representations formed by

participants. Each study developed its own set of comprehension questions to mea-

sure the strength of different mental representations that may have been formed by

32



the participants. Although some studies tested for the same types of representations

(program and domain models studied by Pennington (1987b), Corritore and Wieden-

beck (1991, 1999), Burkhardt et al. (1997), Burkhardt et al. (2002), Wiedenbeck and

Ramalingam (1999), Wiedenbeck, Ramalingam, Sarasamma, and Corritore (1999),

Mosemann and Wiedenbeck (2001)) or knowledge structures (i.e., data flow, control

flow, state, and function studied by Pennington (1987b), Teasley (1994), Shaft and

Vessey (1995), Snyder (1995), Ramalingam and Wiedenbeck (1997), Khazaei and

Jackson (2002)) the questions used varied between these studies. The use of verbal

protocol analysis while participants performed a task and recall of code were also

common techniques for measuring program comprehension (22 and 19 studies re-

spectively). Recognition of code was used in nine studies, summarizing or describing

the function of the code was used in five studies, and fill in the blank and sorting

were each used three times, whereas all other techniques were each used only once.

The recall of code required participants to reproduce the program used in the study

either verbatim or a functionally equivalent version. The recognition of code required

participants to determine if a given code fragment was from the program used in the

study.

Comprehension questions form the method that has been used most consistently

throughout the timeline of our review, whereas other techniques have been introduced

and in some cases, discontinued at different points along the timeline (Figure 2.2).

The use of methods depicted in Figure 2.2 shows that recall was used more frequently

in earlier studies but dropped off around the time that verbal protocol analysis was

introduced. The use of verbal protocol analysis first appeared in a study by Letovsky

(1987) and was popular until it was last used by Vans et al. (1999) and did not

reappear until a study by Nosál and Porubän (2015) (Figure 2.4). Some of the more

recent studies have introduced novel techniques for analyzing mental representations
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formed by programmers such as software that performed screen capture of their

actions and monitoring of documents they accessed (Corritore & Wiedenbeck, 2001)

and analysis of eye movement data (Fan, 2010).

Figure 2.4: Frequency of most common methods used for determining the mental
representations formed during the comprehension process.

The data collected in our review and found in the Method column of the extended

online appendix1 indicate that the types of programmers compared in the studies

have changed over time. From the first study in 1976 until 1990, the only types of

programmers that were compared in the studies were programmers of varying lev-

els of expertise (Shneiderman, 1976; Adelson, 1981; McKeithen, Reitman, Rueter,

& Hirtle, 1981; Ehrlich & Soloway, 1984; Soloway & Ehrlich, 1984; Adelson, 1984;

Barfield, 1986; Schmidt, 1986; Bateson, Alexander, & Murphy, 1987; Boehm-Davis et

al., 1987; Vessey, 1987; Vihmalo & Vihmalo, 1988; Davies, 1990; Guerin & Matthews,
1http://www.cs.unb.ca/~lbidlak1/ExtendedOnlineAppendix.pdf
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1990). Programmers were categorized as expert, intermediate, or novice to indicate

their expertise in the programming language used in the study or their expertise in

the domain relevant to the program. These studies used different definitions and

measures to categorize participants’ level of expertise. The first occurrence in the

data of comparing mental representations formed by programmers trained in differ-

ent programming paradigms or languages was in 1990. Since that time, comparing

programmers with different backgrounds has become a more common type of com-

parison having been used in studies conducted by Robertson and Yu (1990), Green

and Navarro (1995), Corritore and Wiedenbeck (1999), Wiedenbeck and Ramalingam

(1999), Wiedenbeck et al. (1999), Corritore and Wiedenbeck (2001), Navarro-Prieto

and Cañas (2001), and Khazaei and Jackson (2002). The most common compar-

ison of programming paradigms was between procedural programming and object

oriented programming.

2.4.4 Research Contributions

To analyze the contributions that have resulted from the research included in our

review, the findings of each study have been categorized in Table 2.2. Examination

of the Findings column in Table 2.2 reveals considerable variation in the descrip-

tion of the representations formed by programmers and the strategies used during

the program comprehension process. The studies conducted by Shneiderman (1976),

McKeithen et al. (1981), Ehrlich and Soloway (1984), Mynatt (1984), Barfield (1986,

1997), Guerin and Matthews (1990), Furman (1998), and Fan (2010) found that pro-

grammers used chunking to develop a mental representation of the code. Chunking

involves the grouping of lines of code together during the comprehension process.

The strategy used by programmers when chunking differed between studies. Guerin

and Matthews found that programmers chunked by identifying functions in the code;

Barfield concluded that programmers grouped sequential lines of code that fit logi-
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cally together; Furman found that programmers used the visual structure of the code

to form chunks; and Fan determined that programmers used beacons to recognize

code chunks.

Another group of studies included in our review found that programmers formed men-

tal representations at varying levels of abstraction. Studies performed by Pennington

(1987b), Bergantz and Hassell (1991), Burkhardt et al. (1997), Burkhardt et al.

(2002), Ramalingam and Wiedenbeck (1997), Corritore and Wiedenbeck (1999),

Wiedenbeck and Ramalingam (1999), Wiedenbeck et al. (1999), Mosemann and

Wiedenbeck (2001), and Parkin (2004) support the two model theory that program-

mers form low level program models and high level situation or domain models during

the comprehension process. Studies conducted by von Mayrhauser and Vans (1994,

1995, 1996, 1998), Vans (1996), von Mayrhauser, Vans, and Howe (1997), and Vans

et al. (1999) found that programmers formed mental models at three levels of ab-

straction and switched between them during the comprehension process, with the

program model as the lowest level, the situation model as the intermediate level, and

the domain model as the highest level of abstraction.

The knowledge structures and representations that compose the models at differ-

ent levels of abstraction were also investigated by a number of studies. Pennington

(1987b) found that mental models were developed by programmers using a bottom-

up approach (concrete to abstract) since control flow representations were used ini-

tially in the comprehension process to form program models whereas data flow and

functional representations were used later to form situation models. Shaft and Vessey

(1995) determined that the direction in which the representations were developed de-

pended on the expertise of the programmer in the application domain; in an unfamil-

iar domain programmers developed representations in a bottom-up direction (data

flow, control flow, state, and function), but in familiar domains programmers devel-
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oped representations in the opposite direction (top-down). Contrary to Pennington’s

findings, Bergantz and Hassell (1991) concluded that control flow representations did

not influence the comprehension process and that the representations used by pro-

grammers differed depending on their level of expertise: less experienced program-

mers developed more data flow relationships whereas more experienced program-

mers developed more function relationships in their mental representations. Teasley

(1994) concluded that different types of knowledge structures are all acquired at

a similar rate and there was no strong evidence to indicate that programmers use

a bottom-up approach. Navarro-Prieto and Cañas (2001) compared programmers

with backgrounds in different programming paradigms and found that procedural

programmers had better developed control flow representations than data flow repre-

sentations whereas visual programmers developed both representations equally well.

Khazaei and Jackson (2002) compared the representations formed by programmers

who had experience in both event driven and object oriented paradigms when under-

standing programs written in the different paradigms and found that programmers

formed stronger control flow, data flow, and functional models when understanding

event driven programs compared to object oriented programs. Snyder (1995) de-

termined that the representations formed by programmers were dependent on the

task they were assigned, and that modification tasks required the programmer to

develop relationships between four representations: data flow, control flow, state,

and function.

Contributions made by research on mental representations formed by programmers

during program comprehension have been important in the development of tools

and languages that are more intuitive and align with programmers’ internal repre-

sentations. The lack of research on mental representations of parallel programmers

reinforces the need to return to this research approach to develop tools and languages

37



for parallel programmers instead of relying on usability and comparative studies. Re-

search that analyses the usability of tools and languages and comparative studies is

not informed by theories of program comprehension or mental representations of

programmers and is unable to provide insight into how programmers internalize and

represent code.

2.5 Discussion

The purpose of our study was to determine the extent of empirical research that

examined mental representations formed during program comprehension to date,

how the tasks and methods used in the research have changed over time, and the

contributions that have resulted from the research.

2.5.1 Decline in Research

To determine the extent of empirical research that has examined mental represen-

tations formed during program comprehension to date, a systematic review was

performed and summarized in Table 2.2. The timeline (Figure 2.2) that resulted

from the systematic review indicates that recently there has been a dramatic decline

in research on program comprehension. The declining number of studies focusing

on program comprehension and mental representations of programmers in recent

years is possibly due to a change in focus. For example, there were a number of

studies conducted in recent years that focused on strategies and tools for teaching

programming (Oliveira Aureliano, 2013; Dillon, 2013; Lane, 2005), learning second

or subsequent programming languages (Scholtz & Wiedenbeck, 1990), and design-

ing programs (Yeh, 2014; Basili & Reiter, 1981) that did not meet the criteria for

our review. For example, Whalley and Kasto (2014) conducted a study that exam-

ined the progression of learning and the development of cognitive structures during
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the learning process. Another study that was eliminated measured the amount of

programmer effort required to write programs using different parallel programming

models (Hochstein, Basili, Vishkin, & Gilbert, 2008). Cañas and Antolí (1998)

stated that research of mental representations was blocked due to lack of agreement

in definition and methodology. The results of the current study found in Table 2.2

support this conjecture by demonstrating the lack of agreement on the tasks used

to elicit the mental representations and the methodology utilized to measure them.

Other reasons for the observed decline may include a movement towards usability

and comparative studies where there may be more funding particularly from com-

panies wanting to demonstrate the usability of their programming languages and

tools. Usability and comparative studies tend to have more concrete measures such

as lines of code, runtime, and memory usage that allow a quantitative analysis of

the program features providing more conclusive results.

2.5.2 Discussion of Research Questions

By examining the Task and Method columns in Table 2.2, we were able to determine

how the studies included in our review have changed over time. For a period of

time, empirical studies on program comprehension and mental representations were

performed on varying levels of programmers using a variety of programming lan-

guages. The tasks and methods used to assess and analyze program comprehension

and mental representations of the participants were not consistent between studies.

While Vessey (1987) criticized the use of debugging as a task to stimulate program

comprehension, it has been used in studies throughout the timeline of our review

by Weiser (1981), Weiser (1982), Adelson (1984), Gilmore and Green (1988), Davies

(1990), Romero and Du Boulay (2004), and Fan (2010). The research performed by

Wiedenbeck et al. (1993) compared expert and novice programmers who were given

the task of studying code for understanding and found that studying code was an
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unnatural task for the experts who commented that normally they would have a

concrete objective, such as debugging or predicting the effects of modifications, in

mind when reading code. Wiedenbeck speculated that depending on the task, dif-

ferent information may be extracted during program comprehension. Wiedenbeck’s

observation underlines the importance of ensuring the task is appropriate for the

participants in the study. In some cases researchers also expressed concerns over the

validity of methods used to measure comprehension including comprehension ques-

tions (Shaft & Vessey, 1995) and recall (Guerin & Matthews, 1990) that are used

in a number of other studies. The focus of the research has also shifted over time.

Comparing expert and novice programmers was the focus early on in the research,

although no common definition or measure of expertise was used in these studies.

The focus has now shifted to comparing programmers with backgrounds in different

programming paradigms and languages.

The contributions that resulted from the empirical research on program comprehen-

sion have been summarized in the Findings column of Table 2.2. Although there are

some researchers who build on their own work in an incremental fashion (Vessey,

1987) or use aspects of other studies as a model (Guerin & Matthews, 1990), this

building process is limited and often deviates from the previous work in such a way

that it is hard to connect the findings. Even studies that attempt to support the

findings of other studies end up with inconclusive (Corritore & Wiedenbeck, 1999)

or even contradictory results (Wiedenbeck & Ramalingam, 1999).

2.5.3 General Observations

Another finding that emerged from the systematic review was that despite the

widespread use of expert and novice as categories to describe programmers, no com-

mon definition or measure of expertise has been developed or adopted. Even studies
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that did not compare expert and novice programmers often used these categories to

identify the group of programmers that were used as participants. There was also no

consistency between the use of expert and experienced when describing programmers

and these terms were often used interchangeably in the same study (Barfield, 1986;

Vessey, 1987; Fix, Wiedenbeck, & Scholtz, 1993).

2.6 Threats to Validity

One threat to validity is the possibility that data items may be missing from our

review. Every effort was made to find all relevant data items by selecting databases

from both psychology and computer science domains and the multidisciplinary

database Scopus. The database selection and development of the search strings

was done in consultation with an Information Services Librarian who has experience

developing search strings for systematic literature reviews to mitigate the threat of

incomplete search terms. There was no restriction on the publication dates which

also reduced the threat of missing data items. Backward snowballing was used to find

additional data items that may have been missed by the automated search. To re-

duce the threat of publication bias as suggested by Kitchenham and Charters (2007),

a request was sent to the PPIG discussion group for unpublished work. Although

unpublished work might be considered as potentially posing a threat to validity as

a result of its perceived poorer quality, the PPIG discussion group is subscribed to

by experts in the psychology of programming field, many of whom are authors of

published work included in our review.

The first author developed the research questions in consultation with the second

and third author in order to mitigate the threat of inappropriate research questions.

Preliminary research was also conducted by the first author to gain an understanding

of what research questions may be able to provide insight for future empirical studies
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on mental representations. Another possible threat to validity is the appropriateness

of the inclusion and exclusion criteria and the reliability of inclusion decisions. The

first author developed the eligibility criteria in consultation with the second and third

author, who are experts in high performance computing and cognitive psychology,

respectively. To ensure consistency and reduce bias in the inclusion decisions, the

first author met regularly with the second and third author to discuss the selection

of data items. The results of the post-hoc inter-rater reliability between the first and

second author indicates they were in agreement on 92.5% of the data items. This

high inter-rater reliability demonstrates consistency and unbiased inclusion decisions

during the screening process.

The data extraction process was performed by the first author, introducing a threat

to validity as a result of subjective interpretation of the data. To mitigate this threat,

the first author discussed the data extraction process with the second and third au-

thor and developed the categories for the methods and findings in consultation with

them. The first author also held regular meetings with the two co-authors to discuss

ambiguous data items as a way to ensure a valid coding of study properties.

2.7 Future Work

The decline in research on mental representations is not an indication that this topic

lacks relevance or importance, but an indication of a shift in focus. Research topics

that have gained more interest include usability and comparative studies which allow

tools and languages to be compared and ranked as more or less superior without

the risk of finding that the tool or language does not coincide with the mental

representation of the user. Ericsson, Charness, Feltovich, and Hoffman (2006) found

that there has also been more focus on organizational settings where programmers

work in teams (Gren, Torkar, & Feldt, 2017; Teh, Baniassad, Rooy, & Boughton,
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2012; Dingsøyr & Dybå, 2012). The study of programming teams would be attractive

to software companies as they may anticipate a more immediate return on their

investment into this area of research. However, the use of mental model theory

to design programming tools and languages has demonstrated measurable benefits.

For example, Sulír and Nosál’ (2015) studied mental model overlapping to develop

source code annotations that allow programmers to share their mental models. From

their study they found that the annotations improved program comprehension and

reduced maintenance time. The program slicing tool developed by Korel and Rilling

(1998) that assists with program comprehension was developed based on research

that demonstrated the use of program slicing to improve the process of program

understanding. In our view, the current trend in which the usability of languages

is assessed after they have already been in use is counterproductive as it ignores

cognitive processes involved in programming. Accordingly, we argue that there needs

to be a resurgence of empirical research on the psychology of programming to inform

the design of tools and languages, especially in new and emerging programming

paradigms.

The study of expert mental representations is important for informing the devel-

opment of programming languages, instructional practices, and tools. To perform

research on expert programmers it is necessary to be able to determine if partici-

pants are in fact experts. There has been a lack of agreement among researchers on

how expertise should be measured. (Siegmund, Kästner, Liebig, Apel, & Hanenberg,

2013) found that programmer experience can be determined by measuring their self

estimation of their experience level compared to their peers and their experience

level with logical programming. The study conducted by (Baltes & Diehl, 2018)

found that self-assessment of expertise by programmers was not consistent between

programmers with different programming language backgrounds and that years of
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experience was not related to expertise. The position taken by Parnin, Siegmund,

and Peitek (2017) is that expertise cannot be measured using superficial measures

such as years of experience but instead using multiple measures such as observing

the brain activity of programmers during program comprehension and assessing pro-

gramming knowledge using concept inventories. To date there remains no standard

for measuring programmer expertise so there is a need for more research to develop

a standard measure for categorizing programmers based on their expertise. The

distinction between expert and experienced also needs to be established. Experi-

ence is a measure of time spent working in a particular field or performing a task,

however, it does not necessarily translate into expertise, which is a measure of per-

formance (Ericsson et al., 2006). One recommendation for future work is to develop

a tool for assessing programmer expertise that is not solely reliant on experience as

a gauge.

Empirical research on mental representations formed by programmers during pro-

gram comprehension has been predominately conducted using sequential code.

Studies involving parallel programmers are most often concerned with productiv-

ity (Hochstein et al., 2005; Ebcioglu, Sarkar, El-Ghazawi, Urbanic, & Center, 2006).

However, the mental representations formed by expert parallel programmers during

the comprehension of parallel programs is an important area of study to determine

how their representations differ from the representations developed during sequential

source code comprehension. The comprehension of parallel code requires program-

mers to mentally execute multiple timelines that are occurring in parallel at the

machine level. Therefore, parallel program comprehension may require additional

dimensions to construct a mental representation. To explore this research question,

program comprehension studies need to be conducted using parallel programmers

as participants and assign tasks that stimulate the comprehension process at a level
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that requires programmers to understand how the code executes in parallel. Pos-

sible tasks include identifying the presence of race conditions, rating efficiency or

increasing efficiency of parallel programs.

Our literature review suggests that there is no consensus on the method that provides

the most accurate account of the mental representations formed by programmers

during the comprehension process. In addition, the different methods that have

been used only provide an indirect analysis of these mental representations. Our

review contains only one study, conducted by Fan (2010), that used eye tracking.

Fan used eye tracking data to determine how the program comprehension process

is affected by beacons, comments, and task motivation. This author concluded that

eye tracking data can be used for tracing and analyzing the program comprehension

process.

Work in psychology of programming has been moving towards the use of electroen-

cephalography (EEG) to investigate models of cognition in recent years. For exam-

ple, Crk, Kluthe, and Stefik (2016) used EEG to determine programmer expertise.

However, models of cognition are not the same as the mental representations that

are of interest in our review. In future work it is recommended that eye tracking

be used in conjunction with direct questioning to formulate a model of the mental

representations formed by programmers during program comprehension.

2.8 Conclusion

Our review contains empirical studies that have been used to build a timeline to

provide insight as to how the research on program comprehension and mental repre-

sentations has evolved. The collection of knowledge contained in our review would

be of interest to researchers who want to build on the work done by others in this
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field and those who want to expand this work to include new programming languages

and paradigms. Our review demonstrates that the field of program comprehension

is lacking incremental research that builds on previous work, and as a result, the

research in this area has been scattered.

The results of our literature review indicate a lack of consistency and agreement in the

tasks and methods used for studying mental representations formed during program

comprehension. The classifications of programmers based on expertise also varies

greatly between studies. There are no common definitions for these classifications

and the terms expert and experienced are used interchangeably without considering

the difference between these classifications.

Our review also points to gaps in the research on program comprehension. In recent

years, the work in this field has declined dramatically and as a result, newly devel-

oped or popularized languages and paradigms have not been a part of the research

reviewed here. In particular, parallel programming has been neglected in program

comprehension research and consequently has developed using mostly informal ap-

proaches (Mattson & Wrinn, 2008). Because of the considerable differences between

parallel programming and the programming examined in the studies in our review,

it is impossible to determine whether the findings summarized in Table 2.2 would

resemble the comprehension process and mental representations formed by parallel

programmers. Therefore, future work should focus on empirical research designed

to analyze the mental representations formed by expert parallel programmers dur-

ing program comprehension to inform the development of tools and languages that

support parallel programmers.
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2.A Summary of Literature

Table 2.2: Summary of literature included in systematic review. Filled circles indicate that the feature applied
and empty circles indicate that it did not apply. An extended table can be found at: http://www.cs.unb.ca/
~lbidlak1/ExtendedOnlineAppendix.pdf
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Continuation of Table 2.2
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Mynatt (1984) ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ • ◦ ◦ ◦

Ehrlich and Soloway (1984) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • • ◦ ◦ ◦

Soloway and Ehrlich (1984) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ •

Barfield (1986) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ • ◦ ◦ ◦

Schmidt (1986) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • • • ◦ ◦ ◦ ◦ ◦ •

Bateson et al. (1987) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • • ◦ • ◦ ◦ • ◦ ◦ ◦ •

Boehm-Davis et al. (1987) ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ •

Letovsky (1987) ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦
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Continuation of Table 2.2

Author Task Method Findings
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Littman, Pinto, Letovsky, and

Soloway (1987)
◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ •

Pennington (1987b) ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ • ◦ • ◦ ◦ ◦ • ◦ ◦

Vessey (1987) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • • ◦ • ◦ ◦ ◦ ◦ ◦ ◦ •

Détienne (1988) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦

Gilmore and Green (1988) ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ •

Vihmalo and Vihmalo (1988) ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ • ◦ • • ◦ ◦ ◦ •

Davies (1990) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ ◦ •

Davies (1990) ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ ◦ •
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Continuation of Table 2.2

Author Task Method Findings
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Détienne and Soloway (1990) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ • • ◦ ◦ ◦ •

Guerin and Matthews (1990) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ • • ◦ ◦ ◦

Robertson and Yu (1990) • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ •

Bergantz and Hassell (1991) ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦

Corritore and Wiedenbeck

(1991)
◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ • ◦ ◦ • ◦

Koenemann and Robertson

(1991)
◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦

Koubek and Salvendy (1991) ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ •
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Author Task Method Findings
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Wiedenbeck (1991) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ •

Boehm-Davis, Holt, and Schultz

(1992)
◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ •

Fix et al. (1993) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ •

Wiedenbeck et al. (1993) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ •

Davies (1994) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ •

Teasley (1994) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ ◦ • ◦

von Mayrhauser and Vans

(1994)
◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦
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Author Task Method Findings
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Burkhardt and Détienne (1995) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦

Davies, Gilmore, and Green

(1995)
• ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ •

Green and Navarro (1995) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ • ◦ ◦ ◦ •

Schömann (1995) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • • • ◦ • ◦ ◦ • ◦

Shaft and Vessey (1995) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ • ◦ ◦ ◦ • ◦

Snyder (1995) ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ ◦ •

von Mayrhauser and Vans

(1995)
◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦
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Continuation of Table 2.2

Author Task Method Findings
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Vans (1996) ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦

von Mayrhauser and Vans

(1996)
◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦

Ye and Salvendy (1996) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦

Barfield (1997) ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ • ◦ ◦ • • ◦ ◦ ◦

Burkhardt et al. (1997) ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • • ◦ • ◦ ◦ • ◦ ◦ • ◦ ◦

Ramalingam and Wiedenbeck

(1997)
◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦

von Mayrhauser et al. (1997) ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦
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Continuation of Table 2.2

Author Task Method Findings

C
la

ss
ify

D
eb

ug

D
oc

um
en

ta
ti

on

E
nh

an
ce

m
en

t

H
an

d
E

xe
cu

ti
on

M
ai

nt
en

an
ce

M
od

ifi
ca

ti
on

R
ec

op
y

R
eu

se

St
ud

y

W
ri

te
or

R
ec

on
st

ru
ct

C
od

e

C
om

pr
eh

en
si

on
Q

ue
st

io
ns

R
ec

al
l

R
ec

og
ni

ti
on

V
er

ba
lP

ro
to

co
l

O
th

er

C
hu

nk
in

g
an

d
Sl

ic
in

g

M
en

ta
lM

od
el

T
he

or
y

(m
ul

ti
le

ve
l)

T
op

D
ow

n
vs

.
B

ot
to

m
U

p

O
th

er

Burkhardt et al. (1998) ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • • ◦ ◦ ◦ ◦ • • ◦ ◦ • ◦

Furman (1998) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ • • ◦ ◦ ◦

Shaft and Vessey (1998) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ • ◦ ◦ ◦ • ◦

von Mayrhauser and Vans

(1998)
◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦

Wong, Cheung, and Chen (1998) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ •

Corritore and Wiedenbeck

(1999)
◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦

Vans et al. (1999) ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦
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Wiedenbeck and Ramalingam

(1999)
◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦

Wiedenbeck et al. (1999) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦

Corritore and Wiedenbeck

(2001)
◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦

Mosemann and Wiedenbeck

(2001)
◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ ◦ • ◦

Navarro-Prieto and Cañas

(2001)
◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ •
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Continuation of Table 2.2

Author Task Method Findings
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Romero (2001) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • • • ◦ ◦ ◦ ◦ ◦ •

Burkhardt et al. (2002) ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • • ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦

Khazaei and Jackson (2002) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ •

Parkin (2004) ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦

Romero and Du Boulay (2004) ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ •

Sajaniemi and Prieto (2005) • ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ ◦ ◦ ◦ • ◦ ◦ ◦ •

Fan (2010) ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ ◦ • • ◦ ◦ ◦

Alardawi and Agil (2015) ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ ◦ • ◦ • ◦ ◦ ◦ ◦ ◦ ◦ ◦ •

Nosál and Porubän (2015) ◦ ◦ ◦ ◦ ◦ ◦ • ◦ ◦ • ◦ • ◦ ◦ • ◦ ◦ ◦ ◦ •
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End of Table
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proceedings.

Abstract

Research on mental representations formed by programmers during program com-

prehension has not yet been applied to parallel programming. The goals of the pilot

study were to validate a stimulus set, consisting of 80 programs written in C using

OpenMP 4.0 directives, that will be used in subsequent studies on mental repre-

sentations formed by expert parallel programmers and to serve as a resource for

researchers who want to replicate or expand the research on program comprehension

to include the parallel programming paradigm. The task used to stimulate the com-

prehension process was determining the presence of data races. Responses to the

data race question were analyzed to determine the validity of the stimuli.

The results of the pilot study indicate that the level of difficulty of the stimuli (accu-

racy rate of .65) and the time limit for exposure to the stimuli are both appropriate

and do not need to be adjusted for the main study. Participants’ self-perceived level

of expertise correlated with their accuracy indicating this is a reasonable measure

of expertise. Given the disparity of responses when asking participants what cues

or program components they used to determine whether or not there was a data

race, the main study will also include specific questions about components of the

code to determine the type of information that is included in their mental represen-

tations.

3.1 Introduction

During the comprehension process, programmers form mental representations of the

code they are working with (Détienne, 2001). Understanding these representations is
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important for developing programming languages and tools that enhance and assist

programmers in the comprehension process and other tasks. The cognitive com-

ponent of program comprehension that is of interest here is the abstract mental

representations that are formed during program comprehension. These mental rep-

resentations, often referred to as mental models, are founded in the theories of text

comprehension (Pennington, 1987a). The mental model approach to program com-

prehension is based on the propositional or text-based model and the situation model

that were first developed to describe text comprehension (Détienne, 2001).

Parallel programming has introduced new challenges including bugs that are hard to

detect, making it difficult for programmers to verify correctness of code. For exam-

ple, data races are a type of bug that can occur only in parallel programming and

their detection often require close consideration of the code. Data races occur when

multiple threads of execution access the same memory location without controlling

the order of the accesses and at least one of the memory accesses is a write (Liao,

Lin, Asplund, Schordan, & Karlin, 2017). Depending on the order of the accesses,

some threads may read the memory location before the write and others may read

the memory location after the write, which can lead to unpredictable results and

incorrect program execution. Data races are difficult to detect and verify as they

will not appear every time that the program is executed. To detect data races, pro-

grammers must understand how a program executes in parallel on the machine and

the memory model of the programming language.

In parallel programming, there is a significant lack of theory to inform the devel-

opment of programming languages, instructional practices, and tools (Mattson &

Wrinn, 2008). Empirical research on mental representations formed by programmers

during program comprehension has been predominately conducted using sequential

code. The comprehension of parallel code requires programmers to mentally execute
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multiple timelines that are occurring in parallel at the machine level. Therefore,

parallel program comprehension may require additional dimensions to construct a

mental representation.

3.2 Background

Empirical research on program comprehension has a direct impact on the develop-

ment of programming languages and tools. For example, tools have been developed

to assist programmers with maintaining, debugging, and documenting code using

principles of program comprehension. For instance, Boshernitsan, Graham, and

Hearst (2007) developed iXj, a tool that uses a visual language to allow program-

mers to specify and execute code changes. The design of iXj was guided by the

Cognitive Dimensions framework developed by T. R. G. Green (1989) to provide

programmers with visual representations that reflect their own mental model of the

source code. Empirical research on programming knowledge and plans was used by

Tubaishat (2001) to develop a theoretical model, Conceptual Model for Software

Fault Localization (CMSFL). The CMSFL model was then used as the basis for de-

veloping the BUG-DOCTOR, an Automated Assistant Fault Localization (AASFL)

tool that assists programmers with software fault localization. Another example is

a tool developed by Arab (1992) for formatting and documenting Pascal programs

to assist programmers to write more readable and easier to understand programs.

The development of this tool was influenced by empirical research that identified

formatting and documenting as important factors in program comprehension.

In terms of task parameters, program comprehension studies have used a wide va-

riety of code constructs ranging from code snippets with as few as eight lines of

code (Gilmore & Green, 1988) to complete industrial code (von Mayrhauser & Vans,

1998). There are a number of studies that have used programs with fewer than
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20 lines of code (Davies, 1990; Furman, 1998; Gilmore & Green, 1988; Soloway &

Ehrlich, 1984), and between 20-30 lines of code (Barfield, 1997; Bateson, Alexan-

der, & Murphy, 1987; Bergantz & Hassell, 1991; Pennington, 1987b; Ramalingam,

LaBelle, & Wiedenbeck, 2004; Shargabi, Aljunid, Annamalai, & Zin, 2020; Teasley,

1994; Wiedenbeck & Ramalingam, 1999). Time limits ranging from 60 to 120 seconds

have been used in program comprehension experiments with programs that range

between eight and 28 lines of code (Gilmore & Green, 1988; Pennington, 1987b; Ra-

malingam et al., 2004; Teasley, 1994; Wiedenbeck & Ramalingam, 1999). Research

in program comprehension has also been conducted using larger programs and soft-

ware systems that more accurately reflect real life situations involving thousands of

lines of code (Abbes, Khomh, Guéhéneuc, & Antoniol, 2011; Bavota et al., 2013;

Nosál’ & Porubän, 2015). These studies tend to use very few stimuli and often

involve a small number of participants providing little power.

3.3 Research Goals

To date, no empirical research on program comprehension or mental representations

of parallel programmers has been conducted (Bidlake, Aubanel, & Voyer, 2020). Be-

cause of the considerable differences between parallel and sequential programming,

it is impossible to determine if the findings of the empirical research using sequential

code would resemble the comprehension process and mental representations of paral-

lel programmers. To inform the development of tools and languages that specifically

support parallel programmers, it is important to analyze the mental representations

formed by parallel programmers during program comprehension. Therefore, empir-

ical research on program comprehension needs to be expanded to include parallel

programming. The lack of research in this programming paradigm also means that

there are no existing data sets or stimuli to draw from. The research goal of the pilot
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study was to validate the stimulus set we created as producing a reasonable level of

difficulty.

The long term research goal is to develop a model for parallel program comprehension

that is based on the abstract mental representations formed by parallel programmers

during program comprehension. Our future studies to investigate these models will

make use of the stimuli developed here. The first step in realizing this goal will

be to conduct a study to investigate the progression of mental models formed by

programmers during instruction on parallel programming.

The stimuli we developed would be relevant for replication studies and incremental

research that builds on previous work in the psychology of programming field. The

stimuli would also be useful for those who want to expand the research on program

comprehension to include the parallel programming paradigm.

3.4 Method

We conducted an online pilot study with eight participants. The results of the pilot

study were analyzed to determine if any of the parameters need to be adjusted for

the main study including exposure duration and difficulty of stimuli.

3.4.1 Participants

Participants had to have experience programming in C and using OpenMP 4.0 di-

rectives to implement parallelization. To recruit participants, university instructors

emailed the advertisement to students who had completed their parallel program-

ming course and colleagues that would have the appropriate background to complete

the study. In the end, a final sample of eight participants completed the experiment.

Five participants were professionals and three participants were students. The mean
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age of participants was 30 years. Their mean amount of programming experience

was 8 years. Participants could choose to receive a $10 e-gift card as an incentive.

Participants were informed in the consent form that the incentive is only available

in select countries. Participation was voluntary and the protocol was approved by

the research ethics board at UNB.

3.4.2 Materials

The programs from the DataRaceBench 1.2.0 benchmark suite (Liao et al., 2017)

were used as inspiration for the programs written by the first two authors, who

are computer science instructors. The stimuli were all programs written in C us-

ing OpenMP 4.0 directives with no comments or documentation. The selection of

OpenMP directives for the stimuli was based largely on the set of directives referred

to as The Common Core (Mattson, Koniges, He, & Chapman, 2018).

Research in program comprehension has shown that programmers possess program-

ming plan knowledge consisting of typical solutions to problems, such as searching for

a value in a data structure (Soloway & Ehrlich, 1984). The programs for the stim-

uli were written using unplan-like code so that participants would have to construct

their mental representation without relying on prior plan knowledge. We selected the

task of detecting data races as it requires programmers to mentally execute the code

at the machine level and consider how the execution occurs in multiple timelines

in parallel. This additional layer of complexity that requires considering multiple

timelines of execution and how they interact will likely result in mental represen-

tations that differ from the program and situation models formed during program

comprehension of sequential code.

There were multiple considerations when determining the number of stimuli and

the length of each stimulus. Given that we are sampling a very specific population
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of programmers that must have experience using OpenMP directives in C, we did

not expect to be able to recruit a large number of participants for the main study.

To ensure adequate power with a potentially small number of participants, we had

to have a large number of stimuli to meet the minimum recommendation proposed

by Brysbaert and Stevens (2018). We also wanted to make sure that the time to

complete the experiment was approximately one hour so that it would be a reasonable

request for busy professionals. Another consideration was that our stimuli would be

used in future experiments using an eye tracking device. To reduce the complexity of

eye tracking, we wanted to ensure that the stimuli would fit on a single screen. Given

the extensive research that has been done in program comprehension using small scale

programs, between eight and 30 lines of code (see section 3.2), we developed stimuli

that ranged between 17 and 24 lines of code to meet the aforementioned needs of our

study. We also wanted to use a variety of OpenMP directives including those from

the common core to account for differences in participant background knowledge (i.e.:

participants may be more familiar with some directives and not others). Using 13

different directives and writing multiple programs using each directive with an equal

number of programs with and without a data race, we were able to create 80 unique

programs all containing a parallel region. We felt this was an adequate number of

stimuli to draw from for our pilot and main study so that if it was found that some

of the stimuli were too difficult or if participants performed poorly on particular

directives, we would still have a substantial data set for future research.

The purpose of a time limit for exposure was to determine a reasonable amount of

time for participants to complete the task without giving them additional time to

read the code for other purposes. To study the mental representations of partici-

pants, specific questions about components of the code can be used to determine the

type of information they have in working memory and would likely be part of their
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mental model. Pennington (1986) found that the task (e.g.: study, modification)

influenced programmers’ mental models. Our concern is that once participants are

asked questions pertaining to specific parts of the code that may not be part of their

model they may then use additional time to study the code in order to prepare for

these questions, creating a practice effect. The time limits used in program compre-

hension studies, with both novice and expert participants, have ranged between 60

and 120 seconds using programs of similar length to ours (see section 3.2). Given

that our target population is experts, we selected a time limit of 60 seconds.

To reduce the mental strain of tracing code, variable names used in the stimuli

match typical programming conventions (e.g.: variables i, j, and k are used for loop

counters) (Beniamini, Gingichashvili, Orbach, & Feitelson, 2017) and the variable

names were consistent between stimuli to reduce the mental load (e.g.: variables

used for arrays were a, b, and c, the variables used for the size of the arrays were n

and m).

Four of the stimuli were used as practice and one practice stimulus was followed by

the question asking the participant what cues or components they used to determine

whether or not there was a data race. The practice allowed participants to familiarize

themselves with all aspects of the interface (e.g.: use of the visual analogue scale and

entering text) and the ratio of stimuli followed by the question in the practice (25%)

is similar to that of the experiment (26%). For the 76 stimuli used for the experiment,

38 of the stimuli contained a data race and 38 of the stimuli did not (see Figure 3.1).

The length of the stimuli was measured by the number of lines of code. Although

we recognize that the lines of code metric does not necessarily reflect the complexity

of the code, especially in parallel programming, it is a metric that is commonly used

for just that (Bhatia & Malhotra, 2014). Therefore, it is reasonable to expect that

programmers would also initially judge the complexity of the programs based on their
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#include <stdio.h>

#include <omp.h>

int main(int argc, char* argv[]){

int n = 10;

int a[n], i, x = 0;

#pragma omp parallel firstprivate(x)

{

#pragma omp for

for (i = 0; i < n; i++){

if(i%2 == 0){

x = x + n;

}

a[i] = x + i;

}

#pragma omp for

for(i = 0; i < n; i++){

a[i] = a[i/2] + x;

}

printf("%d\n", x);

}

return 0;

}

(a) Stimuli containing a data race.

#include <stdio.h>

#include <omp.h>

int main(int argc, char* argv[]){

int n = 10;

int a[n], i, z = 2;

#pragma omp parallel

{

#pragma omp for

for(i = 0; i < n; i++){

a[i] = z + i;

}

#pragma omp sections

{

#pragma omp section

a[n 1] = a[n 1] * 3;

#pragma omp section

z = z + 10;

}

}

printf("%d %d\n", z, a[n 1]);

return 0;

}

(b) Stimuli that does not contain a data race.

Figure 3.1: Sample stimuli.

length. In order to mitigate this we made our programs similar in length. When

counting the lines of code we only excluded blank lines, and therefore included all

lines that contained any text or symbols. The length of the stimuli with a data race

(mean = 20.95, SD = 1.52) and the length of the stimuli without a data race (mean

= 20.95, SD = 1.29) did not differ significantly from each other (p = 1).

3.4.3 Procedure

Participants completed the tasks online. The experiment was developed using Psy-

choPy 3 (Peirce et al., 2019), an open source software package, and Pavlovia was used

to host the experiment online. Qualtrics was used to administer the consent form

at the beginning of the experiment, the questionnaire at the end of the experiment,

and to collect participants’ emails if they chose to receive an incentive.

In the advertisement for the study a link to the consent form was provided. The

consent form described the background required, the tasks, questionnaire, and com-

85



pensation (including the list of countries where compensation is not available). After

consent, participants were redirected to the experimental portion of the study. The

experiment began with a set of instructions asking the participant to determine as

quickly and accurately as possible if each program contained a data race and respond

by pressing the ‘y’ or ‘n’ key on their keyboard. The participants were instructed

that the first four stimuli were practice and they would not be included in the results

of the study. For each stimulus, participants were given up to 60 seconds to view

the stimulus and respond; if they exceeded the time limit exposure to the stimulus

ended and they were asked to decide if the stimulus contained a data race or not.

The practice set contained two stimuli with a data race and two without, and one

stimulus was followed by a question asking participants what cues or program com-

ponents they used to determine whether or not there was a data race. After the

practice set, the instructions were repeated, and the 76 experimental stimuli were

presented to the participants in random order. Participants were asked after the data

race question to rate their level of confidence in their answer using a visual analogue

scale that ranged from “Not Confident” to “Very Confident”. For 20 of the stimuli,

10 with a data race and 10 without, participants were asked what cues or program

components they used to determine whether or not there was a data race. The data

collected from the experiment consisted of the correctness of their response, response

time, level of confidence in their response, and the answer describing the program

components they used to determine whether or not there was a data race. Correct-

ness of their response refers to whether participants submit a correct answer to the

task of identifying the presence of a data race. After completing the experiment

portion, participants were redirected to the questionnaire documenting their level of

education, programming experience, their perceived level of programming expertise,

and age (Feigenspan, Kastner, Liebig, Apel, & Hanenberg, 2012). The questionnaire

also solicited feedback on the experiment. Participants were then asked if they would
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like to receive the e-gift card and, lastly, were redirected to the debriefing.

3.4.4 Results

For each trial, the accuracy (1 = correct, 0 = incorrect), level of confidence (0 =

not confident to 100 = very confident), response time, and whether each trial had a

race condition (y) or no race condition (n) were recorded and analyzed for all eight

participants in the study using the statistical software program R (R Core Team,

2021). Experiments that were aborted in Pavlovia and consent forms that had no

corresponding experimental results from Pavlovia were discarded.

The mean accuracy was .65 (SD = .48) and the mean response time was 24.20

seconds (SD = 17.58). The participants with the greatest mean accuracy (mean =

.96 and mean = .79) also had the longest mean response times (mean = 46.57 and

mean = 42.16), whereas the participant with the lowest mean accuracy (mean =

.46) had the shortest mean response time (mean = 5.65). A one sample t-test was

performed to test the null hypothesis that the sample accuracy was equal to chance

(mu = .50) with a 95% confidence interval. The results indicated that the accuracy

of participants was significantly higher than chance, t(7) = 2.73, p < .05.

The data were analyzed using a mixed linear model that was fitted with the lme4

package (Bates, Mächler, Bolker, & Walker, 2015) in R. The design used confidence

as a continuous predictor, race condition as a repeated measures factor, and accuracy

as the dependent variable. Using generalized linear mixed model with the glmer

procedure from the lme4 package, we first determined the best fitting model by com-

paring the fixed slope model and the random slope model. The results of comparing

the models show that the random slope model improved fit significantly (p < .001).

We also compared the random slope model with participant as the random factor to

the random slope model with participant and stimuli as random factors. The results
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Table 3.1: Spearman Correlation Coefficient Between Accuracy, Confidence, and the
Measures of Self-Perceived Expertise

Accuracy

r

Confidence .47
Self-estimation of expertise in programming .45
Self-estimation of expertise in parallel programming .59
Self-estimation of expertise in programming compared to their peers .48
Self-estimation of expertise in parallel programming compared to
their peers .37

of comparing the models show that the random slope model using both participant

and stimuli as random factors improved fit significantly (p < .05). Likelihood ratio

values were then obtained with the Anova procedure from the car package (Fox &

Weisberg, 2019), using the best fitting model with participant and stimuli as random

factors with participants treated as random over the intercept, race condition as the

random slope component, and accuracy as the dependent variable for confidence and

race condition. Results did not show a significant effect of confidence, LR = 3.35, p

= .067 or race condition, LR = 1.57, p = .211.

Spearman rank correlations were computed to examine the relationship between ac-

curacy, confidence, and the measures of self-perceived expertise. The strength of

the correlations was determined using the scale for r values: r = .1 is weak, r =

.3 is moderate, r >= .5 is strong (Cohen, 1988). The correlation coefficients are

listed in Table 3.1. There were moderate positive correlations between accuracy

and confidence, accuracy and self-estimation of expertise in programming, accuracy

and self-estimation of expertise in programming compared to their peers, and ac-

curacy and self-estimation of expertise in parallel programming compared to their

peers. There was a strong positive correlation between accuracy and self-estimation

of expertise in parallel programming.
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The participants with the highest accuracy (mean = .96, .79, .63) provided responses

for all 20 stimuli that asked what cues or program components they used to deter-

mine whether or not there was a data race. These participants wrote more detailed

responses that included specific references to OpenMP directives from the stimuli,

and either specific variables, data structures, or programming structures in the stim-

uli or descriptions of concurrency issues (data sharing, concurrent regions). The

participants with lower accuracy did not provide responses to all the questions per-

taining to elements relevant to a data race; two of these participants did not provide

any responses. The participants with lower accuracy provided shorter, less detailed

responses, and some responses were unrelated to the question.

The participant with a mean accuracy of .96 responded within the time limit for 71%

of the stimuli. This participant had three incorrect responses, none of which were

responses given after the time limit expired. The participant with a mean accuracy

of .79 responded within the time limit for 76% of the stimuli. This participant had

16 incorrect responses, and only 5 were given after the time limit expired.

3.4.5 Discussion

The result of the t-test showing that the accuracy of participants is significantly

higher than chance suggests that the level of difficulty of the stimuli is appropriate.

The mean response times for all participants were within the 60 second exposure

limit implying that the time exposure limit was appropriate. Although the mean

number of lines of code for the stimuli is 20.95 this also includes sequential code

(e.g.: declaring and initializing variables, printing), lines containing only an opening

or closing brace, and pre-processor directives (i.e.: #include). Given that the task

is to determine the presence of data races, it is likely that the high performing

participants were able to respond with high accuracy before the time limit expired

89



since the lines of code within parallel regions would be of most importance to the

task. Therefore, we hypothesize that participants focused on only select lines of

code they felt were critical to the task. For example, in Figure 3.1a, the lines of

code including the directive for the parallel region that contains more than just an

opening or closing brace is 10, compared to the total 22 lines of code.

Although the correlations between accuracy, confidence, and self-perceived expertise

are not statistically significant it could be attributed to the lack of statistical power

given the small sample size. Despite the lack of power, the moderate to strong

correlations between accuracy and measures of self-perceived expertise imply that

these measures are relevant and worth preserving.

Confidence based assessment which combines accuracy and confidence levels provides

four regions of knowledge: uninformed (wrong answer with low confidence), doubt

(correct answer with low confidence), misinformed (wrong answer with high confi-

dence), and, mastery (correct answer with high confidence) (Maqsood & Ceravolo,

2018). The moderate positive correlation between confidence and accuracy indi-

cates that higher performing participants had greater confidence in their answers

and therefore had higher levels of mastery of the programming language and par-

allelization directives and were less likely guessing. Lower performing participants

tended to have lower confidence which would indicate they lacked knowledge of either

the programming language, the parallelization directives, or both, and may have em-

ployed more guessing. This indicates that the higher performing participants were

from our target population (expert parallel programmers) and that for this target

population the level of difficulty and time limit for exposure are appropriate.
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3.4.6 Threats to Validity

In the development of the stimuli, bias may have been introduced due to our back-

ground knowledge and familiarity with particular OpenMP directives. To reduce

this bias, the majority of the directives used in the stimuli were selected from the

common core, considered by Mattson et al. (2018) to be the most prevalent direc-

tives used by programmers. The types of errors that we introduced to create data

races may have also been biased towards the types of mistakes we most commonly

make ourselves. To reduce this bias, we used some of the same types of errors that

were found in the DataRaceBench benchmark suite. Bias that may have been in-

troduced by participants would be their prior experiences with data races that may

have caused them to look for mistakes they commonly make. Participants may also

have more familiarity with some directives than others. Another threat to validity

is our lack of control over the experiment environment. Because the study was con-

ducted online, participants may have been in a very distracting environment with

other people around them and access to their personal devices.

The small sample size we ended up with was likely the biggest limitation of our

work as it greatly reduced statistical power. In an effort to recruit participants,

we contacted colleagues at other institutions that shared the advertisement with

their colleagues and students who would have the appropriate background. We also

emailed the advertisement to past and current students who had studied parallel

programming at our institution and to contacts working in the area of high perfor-

mance computing. A power analysis was performed on the pilot study using the

powerSim procedure from the simr package (P. Green & MacLeod, 2016). The

result of the analysis was a power estimate of 46%; this is well below the threshold

of 80% power that is considered adequate (P. Green & MacLeod, 2016). Using the

power analysis proposed by Brysbaert and Stevens (2018), the pilot study, having
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304 observations (38 stimuli x 8 participants), would also not meet the minimum

recommendation of 1600 observations. To determine the number of participants for

the main study, a simulation using the powerSim procedure was performed for 40

participants. The result of the simulation was a power estimate of 98%. Although

this exceeds the recommended threshold of 80%, 40 participants would only provide

1520 observations. We aim to recruit 60 participants (2280 observations) for the

main study to ensure that we have adequate power.

3.5 Conclusion

The results of the pilot study indicate that the time exposure to the stimuli and the

level of difficulty of the stimuli are both appropriate and do not need to be adjusted

for the main study. The results also indicate that the measures of self-perceived

expertise are relevant and should be included in the main study.

We found that for the 20 stimuli that participants were asked what cues or program

components they used to determine whether or not there was a data race, the re-

sponses varied greatly ranging in level of detail and also in the number responses

they provided making it challenging to analyse these data. We speculate that the

reason for the variation in responses is due to the open-ended nature of this ques-

tion. In the main study we will use an approach similar to Burkhardt, Détienne,

and Wiedenbeck (2002) and include questions about specific components of the code

to determine the type of information that is included in the mental representations

formed by participants. We predict that by asking more specific questions we may

be able to gain a better understanding of the participants’ mental models and that

they will be more likely to provide answers to more direct questions. Therefore, in

the main study, 12 of these 20 stimuli, six with a data race and six without, will

be given more specific questions regarding the data structures in the programs. For

92



eight of the stimuli, four with a data race and four without, participants will still

be asked what cues or program components they used to determine whether or not

there was a data race.

In adding questions for the main study, we also considered that, in addition to the

program and situation model, an execution model has been proposed that includes

the behaviour of data structures (Aubanel, 2020). The behaviour of data structures

is considered an important part of parallel program comprehension. Specifically,

how the data structures are accessed and changed by one or more threads and the

relationship between data structures, is particularly important for determining if a

data race exists. The importance of data structures is also evident by the responses

in the pilot study when asked what program components were used to determine if

there was a data race or not. Of the 60 responses from the highest performing par-

ticipants, 11 responses referred to data structures, either by name or to the elements

within a data structure. We propose that although the data structure behavior is

important, the contents of the data structures and the size of the data structures will

not necessarily be part of the participants’ mental models as those details are not

critical to the task. The two types of questions that will be asked of participants are

questions related to the contents and size of data structures, and the other is related

to accessing and changing of the contents of the data structures and relationships

between data structures. Six stimuli, three with a data race and three without, will

be selected for each type of question.

The main study has been preregistered with Open Science Framework (OSF)

(Bidlake, 2022) and the stimuli, data, and R code will be made available upon

completion of the project (pilot and main study).
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Abstract

Empirical research on mental model representations formed by programmers dur-

ing parallel program comprehension is important for informing the development of
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effective tools and instructional practices including model based learning and visual-

izations. This work builds upon our initial pilot study in expanding the research on

mental models and program comprehension to include parallel programmers. The

goals of the study were to validate the stimulus set, consisting of programs written

in C using OpenMP directives, and to determine the type of information included

in expert parallel programmers’ mental models formed during the comprehension

process. The task used to stimulate the comprehension process was determining the

presence of data races. Participants’ responses to the data race task and the level of

confidence in their responses were analyzed to determine the validity of the stimuli.

Responses to questions about the programs were analyzed to determine the type of

information that was included in participants’ mental models and the type of models

(situation and execution) participants may have formed. The results of the experi-

ment indicate that the level of difficulty of the stimuli (accuracy rate of 80.88%) was

appropriate and that participants were from our target population of experts. The

results also provide insight into the type of information included in expert parallel

programmers’ mental models and suggest that the data structures aspect of the sit-

uation model (the identification of data structures) was not present, however there

is evidence that the data structures aspect of the execution model (the behaviour

of data structures) was present. Further investigation into this topic is needed, and

this study provides a stimulus set that would be useful for those wanting to expand

the research on mental model representations to include the parallel programming

paradigm.

4.1 Introduction

Programmers are frequently tasked with modifying, enhancing, extending, and de-

bugging applications. To perform these tasks, programmers must understand ex-
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isting code by forming mental representations. The understanding of programmers’

mental representations formed during parallel program comprehension is important

for developing instructional practices as well as tools and visualizations that are ef-

fective in assisting programmers with tasks that are uniquely challenging in parallel

programming such as debugging and verifying the correctness of parallel code. For

example, data races are a type of bug that can occur only in parallel programming.

Data races occur when multiple threads of execution access the same memory loca-

tion without controlling the order of the accesses and at least one of the memory

accesses is a write (Liao, Lin, Asplund, Schordan, & Karlin, 2017). Depending on

the order of the accesses, some threads may read the memory location before the

write and others may read the memory location after the write, which can lead to

unpredictable results and incorrect program execution. Data races are difficult to

detect and verify, requiring close consideration of the code by programmers as they

will not appear every time that the program is executed. Since there are no ap-

plications that can do this work reliably, programmers need to be taught strategies

for identifying data races and they need tools that help them better understand the

parallel execution of code to assist them with this task.

Empirical research on mental representations formed by programmers dur-

ing program comprehension has been predominately conducted using sequential

code (Bidlake, Aubanel, & Voyer, 2022). Because of the considerable differences

between parallel and sequential programming, it is impossible to determine if the

findings of the empirical research using sequential code would resemble the men-

tal representations formed during program comprehension using parallel code. The

comprehension of parallel code requires programmers to mentally execute multiple

timelines that are occurring in parallel at the machine level. Therefore, parallel

program comprehension may require additional dimensions to construct a mental
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representation (Aubanel, 2020). As a first step to uncover the mental models formed

during program comprehension we conducted a pilot study (Bidlake et al., 2022)

followed by the main study presented here, that examines the components of shared-

memory parallel programs that are critical to programmers’ understanding of the

execution of the code to detect data races. This study also investigates the types

of mental models formed during program comprehension of parallel code when de-

tecting a data race. Another goal of this study was to validate the programs we

developed that were written in C and used OpenMP directives and for paralleliza-

tion, referred to here as stimuli or stimulus set. OpenMP is a collection of compiler

directives, library routines, and environment variables for shared-memory parallelism

in C, C++ and Fortran programs in multi-core architectures (OpenMP-ARB, 2013).

Given the continued popularity of OpenMP (Gonçalves, Amaris, Okada, Bruel, &

Goldman, 2016), the stimulus set would be relevant for replication studies and in-

cremental research that builds on previous work in the psychology of programming

field, as well as expanding research on mental representations to include the parallel

programming paradigm.

• RQ1: Does the stimulus set produce a reasonable level of difficulty?

• RQ2: What type of information is included in programmers’ mental represen-

tations of parallel programs?

4.2 Background

Research in program comprehension encompasses both the study of the cognitive pro-

cesses used by programmers to understand code and how programming languages

and tools support these cognitive processes (Storey, 2006). During the comprehen-

sion process, programmers form mental representations of the code they are work-
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ing with (Détienne, 2001). The mental model approach to program comprehension

using sequential code involves the construction of the program model and the situ-

ation model (Détienne, 2001). The program model is formed by programmers when

applying structural knowledge to the code resulting in a surface level representa-

tion (Pennington, 1987). The situation model, also referred to as the domain model,

is formed during program comprehension when prior knowledge is used to form an

understanding of the main goals, meaning, or real world situation represented by the

program (Pennington, 1987). The definition of the situation model has also been ex-

tended by Aubanel (2020) to include the identification of data structures since they

are used to infer the program’s meaning. In addition to the program and situation

model, an execution model has been proposed that includes the behaviour of the

program in terms of data flow and data structures (Aubanel, 2020). The behaviour

of data structures is considered an important part of parallel program comprehen-

sion. Specifically, how the data structures are accessed and changed by one or more

threads and the relationship between data structures, is particularly important for

determining if a data race exists.

4.3 Method

This study was preregistered with Open Science Framework (OSF) prior to data col-

lection and analysis, and the stimuli, data, and R code are publicly available (Bidlake,

2022).

4.3.1 Participants

Participants had to have experience programming in C and using OpenMP 4.0 direc-

tives to implement parallelization. To recruit participants an advertisement with a

link to the study was placed in the March 2022 OpenMP newsletter, emailed to the
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OpenMP Language Committee mailing list, shared during the International Work-

shop on OpenMP 2022, posted in the Psychology of Programming Interest Group

discussion board, and posted on social media. In the end, a final sample of 20 par-

ticipants completed the experiment online. Participants could choose to receive a

$10 e-gift card as an incentive. Participation was voluntary and the protocol was

reviewed by the research ethics board at the University of New Brunswick. Five

participants were excluded from analysis because their average response rates were

less than three seconds which is not a reasonable amount of time to examine the

code, leaving a final sample of 15. Eleven participants were professionals and four

participants were students. The mean age of participants was 39 years. Their mean

amount of programming experience was 20 years and their mean amount of work ex-

perience was 12.53 years. The mean self-perceived level of expertise of participants,

from 0 (novice) to 100 (expert), was 82.8 for programming expertise and 80.4 for

parallel programming expertise. The mean self-perceived level of expertise of par-

ticipants compared to their peers, from 0 (much worse) to 100 (much better), was

66.73 for programming and 70.07 for parallel programming.

4.3.2 Materials

The stimulus set used in this study was taken from our pilot study (Bidlake et al.,

2022). They are programs written in C using OpenMP 4.0 directives and clauses with

no comments or documentation. The selection of OpenMP directives and clauses for

the stimuli was based largely on the set of directives and clauses referred to as The

Common Core (Mattson, 2019).

In the pilot study (Bidlake et al., 2022), participants were asked what cues or pro-

gram components they used to determine whether or not there was a data race for

20 of the stimuli. The responses varied greatly ranging in level of detail and also
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in the number responses they provided making it challenging to analyze these data.

We speculate that the reason for the variation in responses is due to the open-ended

nature of this question. In the main study we used an approach similar to Burkhardt,

Détienne, and Wiedenbeck (2002) and included questions about specific components

of the code to determine the type of information that is included in the mental rep-

resentations formed by participants. In adding questions for the main study, we also

considered that, in addition to the program and situation model, an execution model

has been proposed that includes the behaviour of data structures (see section 4.2).

The importance of data structures was also evident by the responses in the pilot

study (Bidlake et al., 2022). Therefore, in the main study, 12 of these 20 stimuli, six

with a data race and six without, were followed by more specific questions regarding

the data structures in the programs (see Table 4.2). For eight of the stimuli, four

with a data race and four without, participants were asked what cues or program

components they used to determine whether or not there was a data race. The

stimuli were presented to participants in a random order, therefore randomizing the

order of the questions. The stimuli was not available for participants to look at while

answering the questions and for each question participants were provided a text box

to type their answer.

4.3.3 Procedure

Participants completed the experiment online. The experiment was developed using

PsychoPy 3 (Peirce et al., 2019), an open source software package, and Pavlovia was

used to host the experiment online. Qualtrics was used to administer the consent

form at the beginning of the experiment, the questionnaire at the end of the experi-

ment, and to collect participants’ emails if they chose to receive an incentive.

The link to the online experiment was included in the advertisement for the study.
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Participants were instructed to determine as quickly and accurately as possible if

each program contained a data race and respond by pressing the ‘y’ or ‘n’ key on

their keyboard. The 76 experimental stimuli were presented to the participants in

random order. For each stimulus, participants were given a time limit of 60 seconds

to view the stimulus and respond to the data race task. If participants exceeded

the time limit, exposure to the stimulus ended and they were asked to decide if the

stimulus contained a data race or not. Participants were asked after each data race

question to rate their level of confidence in their answer using a visual analogue

scale that ranged from “Not Confident” to “Very Confident”. Twenty of the stimuli

were followed by a question about the code (see section 4.3.2). There was no time

limit for answering the questions about the code. After completing the experiment

portion, participants were redirected to the questionnaire documenting their level of

education, age, programming experience, and their perceived level of programming

expertise (Feigenspan, Kastner, Liebig, Apel, & Hanenberg, 2012). Participants were

then asked if they would like to receive the e-gift card, and lastly, were redirected to

the debriefing.

4.4 Results

For each trial, the accuracy (1 = correct, 0 = incorrect), level of confidence (0 = not

confident to 100 = very confident), response time, and whether each trial had a race

condition (y) or no race condition (n) were recorded and analyzed for 15 participants

using the statistical software program R (R Core Team, 2021). The responses to

questions following select stimuli were also collected and analyzed for 15 participants.

The results of the experiment were analyzed in two contexts: identification of data

races and responses to questions about the code.
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4.4.1 Identifying Data Races

The mean accuracy for correctly determining whether or not a program contained a

data race was 80.88% (SD = 39.34), the mean level of confidence in their responses

was 83.09 (SD = 21.04), and the mean response time was 28.54 seconds (SD =

15.97). A one sample t-test was performed to test the null hypothesis that the

sample accuracy was equal to chance (mu = .50) with a 95% confidence interval.

The results indicated that the accuracy of participants was significantly higher than

chance, t(14) = 12.52, p < .001.

Spearman rank correlations were computed to examine the relationship between

accuracy and confidence, and the measures of self-perceived expertise, to determine

if participants were from our target population. The strength of the correlations was

determined using the scale for r values: r = .1 is weak, r = .3 is moderate, r ≥ .5 is

strong (Cohen, 1988). The correlation coefficients are listed in Table 4.1. There were

moderate positive correlations between accuracy and self-estimation of expertise in

programming compared to their peers and between accuracy and self-estimation of

expertise in parallel programming compared to their peers. When correlating their

years of experience, a common measure of expertise, and accuracy there was no

significant correlation.

The data were also analyzed using a mixed linear model that was fitted with the

lme4 package (Bates, Mächler, Bolker, & Walker, 2015) in R. The design used con-

fidence as a continuous predictor, race condition as a repeated measures factor, and

accuracy as the dependent variable. Using generalized linear mixed model with the

glmer procedure from the lme4 package, we first determined the best fitting model.

Likelihood ratio values were then obtained with the Anova procedure from the car

package (Fox & Weisberg, 2019), using the best fitting model with accuracy as the
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Accuracy Confidence

r r

Number of years of programming experience -.11 .61
Number of years of work experience -.09 .47
Self-estimation of expertise in programming compared
to their peers .37 .12

Self-estimation of expertise in parallel programming
compared to their peers .40 .58

Self-estimation of level of expertise in programming
(novice to expert) -.20 .63

Self-estimation of level of expertise in parallel
programming (novice to expert) .03 .78

Table 4.1: Spearman correlation coefficients.

dependent variable for confidence and race condition. Results showed a significant

effect of confidence, LR = 38.55, p < .001 and race condition, LR = 30.63, p < .001.

The main effect of confidence in the data race task was significant, indicating that

as confidence increased, accuracy on the data race task also increased (slope = .019,

SE = .01, z = 3.80, p < .001).

4.4.2 Responses to Questions

The responses to the specific questions about the stimuli were also analyzed to de-

termine the types of mental models formed during program comprehension (see Ta-

ble 4.2). Questions that participants did not provide a response to were marked as

incorrect since there was no time limit. Question 7, that asked “What is the value

of ‘z’ at the end of the program?”, was omitted from the analysis as some partici-

pants stated that the value was undefined since there was a data race whereas some

participants answered according to what the value would be if there was no data

race.

The 11 questions included in the analysis were six questions pertaining to the be-
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haviour or mutation of data structures by one or more threads (execution model)

and five questions related to the contents and size of the data structures (situa-

tion model). For five of the six questions pertaining to the relationship between data

structures and how data structures are accessed and changed by one or more threads,

participants were able to answer correctly with accuracy significantly greater than

zero (t(72) = 4.33, p < .001) (see Table 4.2). However, no participants were able to

correctly answer any of the five questions pertaining to the specific contents of the

data structures and the size of data structures. There was no significant correlation

between the accuracy of the specific questions related to the execution model and

the accuracy of detecting a data race (r = -0.06, p = 0.463).

Question Data Race
Data Accuracy Accuracy

Question Model Race Mean SD Mean SD

1. How is array ‘a’ being updated? E y 40.00 50.71 80.00 41.40
2. How are array ‘a’ and array
‘b’ related? E y 33.33 48.80 73.33 45.78

3. How are array ‘a’ and array
‘b’ related? E y 13.33 35.19 73.33 45.78

4. How are the elements for
array ‘a’ determined? E n 6.67 25.82 60.00 50.71

5. How is array ‘a’ updated after
values were initially assigned? E n 6.67 25.82 93.33 25.82

6. What value is the last element
in each row assigned? E n 0 – 80.00 41.40

8. What is the value of a[0]? S y 0 – 80.00 41.40
9. What are the dimensions of
matrix ‘a’? S y 0 – 73.33 45.77

10. What is the length of array ‘a’? S n 0 – 100.00 0
11. What are the contents of
array ‘a’? S n 0 – 80.00 41.40

12. What are the contents in the
first column of matrix ‘a’? S n 0 – 80.00 41.40

Table 4.2: Mean accuracy (percentage of correctness), when answering specific ques-
tions and determining the presence of a data race, as a function of specific question,
model (E = execution, S = situation), and data race condition (y = data race, n =
no data race).
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Question 1, “How is array ‘a’ being updated?”, followed a stimulus where the data

race occurred due to how array ‘a’ was updated. This may have been why the

most participants were able to answer this question correctly. For this question, six

participants accurately recalled how the array was updated with varying levels of

detail. Two participants recalled the exact assignment statement (a[i+1] = a[i];).

Another participant recalled the exact if condition that the update was made under

(if a[i+1] > a[i]) although they only recalled the assignment statement in general

terms as “. . . assigned to another value in the array”. Similarly, another participant

recalled it was updated “according to valor (value) of other iteration”. This implies

that observing that the update to the array was from another part of the array or

used a different index value than the current position was important in determining

the presence of the data race.

For question 2, “How are array ‘a’ and array ‘b’ related?”, followed a stimulus where

the data race only involved array ‘a’. Five participants were able to give accurate re-

sponses describing the relationship between the arrays. Four participants responded

directly that they were unrelated and one participant stated that they were both

updated in a nowait clause and thus could happen concurrently, which was also cor-

rect. Another participant stated they could not recall if they were related but did

state correctly that the data race was with array ‘a’ and therefore they did not look

any further into the code.

Question 3, “How are array ‘a’ and array ‘b’ related?”, was repeated following a

stimulus that also contained a data race, however, only two participants answered

correctly. The data race in this stimulus did not involve array ‘a’ or ‘b’ which may

explain why so few participants were able to answer correctly. Two participants

who were not able to recall the answer did include in their responses that the race

involved a scalar variable or the value‘ z’ which was correct. Another participant
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responded that they were both used in loops which was accurate but did not answer

the question posed.

For question 4, “How are the elements for array ‘a’ determined?”, the stimulus it

followed did not contain a data race. Only one participant was able to answer

this question correctly. However, another participant’s answer was correct for the

stimulus they saw before this one which did contain a data race.

Question 5, “How is array ‘a’ updated after values were initially assigned?”, followed a

stimulus that did not contain a data race. Only one participant was able to correctly

answer this question. Another participant did correctly identify that the update

occurred within a nowait clause, however, their response was marked as incorrect

because they said that it was updated by another array, when in fact it was updated

using the original values from array ‘a’.

The responses to the specific questions were also analyzed to determine if the presence

of a race condition affected the accuracy of the specific questions about the behaviour

of data structures in the code (questions 1-6). The design used accuracy as the

dependent variable and race condition as predictor. Using linear mixed model with

the lmer procedure from the lme4 package, we first determined the best fitting

model was the fixed slope model given that the random slope model had a singular fit.

Likelihood ratios were then obtained with the Anova procedure using the best fitting

model with accuracy as the dependent variable for race condition. Results showed

the effect of race condition on accuracy of the specific questions was significant, LR

= 11.01, p < .001. The mean accuracy of the specific questions about the behaviour

of data structures for stimuli without a data race was 4.44% (SD = 20.84) and the

mean accuracy of the specific questions for stimuli with a data race was 28.89% (SD

= 45.84).
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The responses to the question asking what cues or program components participants

used to determine whether or not there was a data race were also analyzed. There

were 116 responses to this question collected. Based on the responses, categories

were created that correspond to the components of the code that were included (see

Fig. 4.1). If responses included more than one component of the code they were

counted under each of the categories referred to in the response. The most common

component of the code that was used to determine the presence of data races was

the reading from and/or writing to memory with 64 responses referring to reading,

writing, modification, accessing, or updating of variables or memory.
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Figure 4.1: Responses to question asking what cues or program components were
used to determine whether or not there was a data race.

Twenty-eight responses referred to looping structures or iterations of a loop. These

responses varied in detail with some referring generally to the “iteration space” and

“access pattern of the loops”, others specified they were looking for “overlap between

loop bounds” and “independent loop iterations”. Other responses used the presence

of “barrier(s) between the loops” to verify the correctness of the code.

Barriers, both implicit and explicit, and synchronization, were referred to in 25 of

the responses. In some responses where the barrier was implicit, participants made

statements that implied they visually saw a barrier:
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• “I saw that there was a barier between the loops and that in the second loop a

thread didn’t work with adjacent i indices.”

• “I looked for the barrier between writing x and reading x in the second loop.

Since that barrier was there, I determined there was no race.”

Participants indicated in 24 responses that they were examining the code to de-

termine if there were dependent or independent components (e.g.: tasks, sections,

portions of arrays, data, loops, iterations). Responses that used dependencies to

describe how they determined whether or not there was a data race tended to be

less descriptive and included fewer details. For example:

• “Backwards dependency on a loop”

• “dependencies between sections”

• “Independent loop iterations”

There were 23 responses that referred to the data structure or array in the code.

These included general references such as “array”, referring to the indices of the array,

and specifically using the variable name. In 19 responses, the indices of the data

structure were used when determining the presence of a data race. The responses

again varied in detail with some generally referring to the “index” or “indices” while

others gave examples using variables for the indices: “out-of-bounds access to array

a[i][j-1] which causes actual access at a[i-1][...]” and “the unshared j direction rather

than i”. In other responses, participants recalled specific index values that were used

in verifying the correctness of the code:

• “...the first assignment (a[0]) was not synchronized...”
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• “The last task reads a(0) while the first one writes the same data.”

• “The barrier ensured that a element 0 was set before the loop started. Thus

a0 was set before interation i started accessing element 0.”

Seven of the responses described breaking the code into chunks described as blocks,

regions, or sections1. Participants indicated the use of barriers, parallel regions,

or loops when chunking. Experiments conducted using sequential code have also

found that programmers use chunking to develop a mental representation of a pro-

gram (Shneiderman, 1976; Barfield, 1986, 1997). In program comprehension, chunk-

ing is a cognitive process where groups of related lines of code are recalled together

as a unit rather than each line individually (Barfield, 1997).

• “Break programm into implicitly ‘barriered’ blocks, then find Read/Write de-

pendecy”

• “. . . Only check inside each “region” determined by barriers/synchronization.”

• “Identify parallel blocks, look for reads overlapping with writes between blocks”

• “Divide programm into to blocks, analyze parallel loop iterations”

• “Checking if follow-up sections have to wait in a barrier for the previous one

to finish.”
1The sections directive was not used in the stimuli these responses were given for.
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4.5 Discussion

This section discusses the results of our study with respect to our two research

questions presented in the introduction (see section 4.1).

4.5.1 Level of Difficulty

Participants’ self-estimation of expertise in programming and parallel programming

compared to their peers had the strongest correlations with their accuracy on the

data race task (see Table 4.1). This implies that their self-estimation of expertise

was more accurate when comparing themselves to their peers as a point of reference.

Given the mean level of expertise of participants compared to their peers for parallel

programming was 70.07 (0 = much worse, 100 = much better), we believe that our

participants can be classified as expert parallel programmers. We suspect, given the

weak correlations between self-estimations of expertise and accuracy, participants

may have found it difficult to measure their expertise (novice to expert) without a

point of reference, i.e.: who is a novice and who is an expert.

The result of the t-test showing that the accuracy of participants is significantly

higher than chance suggests that the level of difficulty of the stimuli is appropriate.

The mean response times for all participants were within the 60 second exposure limit

implying that the time exposure limit was appropriate. The results of the study show

that as confidence increased, accuracy on the data race task also increased. Confi-

dence based assessment which combines accuracy and confidence levels provides four

regions of knowledge: uninformed (wrong answer with low confidence), doubt (cor-

rect answer with low confidence), misinformed (wrong answer with high confidence),

and, mastery (correct answer with high confidence) (Maqsood & Ceravolo, 2018). In

addition to the finding that the accuracy of participants was significantly higher than

chance, the significant effect of confidence in the data race task indicates that higher
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performing participants had greater confidence in their answers and therefore had

higher levels of mastery of the programming language and parallelization directives,

both suggesting that it is unlikely participants were guessing.

4.5.2 Mental Representations

The ability of participants to correctly answer specific questions pertaining to the

behaviour of the data structures, suggests the presence of an execution model. How-

ever, since no participants were able to answer any questions related to the contents

and size of the data structures, this implies that the data structure aspect of the

situation model was not formed during the data race task. The results also showed

that when the specific questions pertaining to the behaviour of data structures were

about stimuli that had a data race, participants performed significantly better than

when the stimuli did not have a data race. One possible explanation is because to

conclude that a data race exists programmers would need to devise an ordering of

thread execution that would result in a race and then be able to convince themselves

that ordering is possible. By developing this execution ordering and testing it to

confirm the race is possible, programmers may have developed a stronger execution

model and therefore were able to more accurately answer specific questions about

the behaviour of the data structures when a data race was present, especially when

the data race involved the data structure.

The responses to the question of what cues or program components participants

used in determining the presence of a data race can be used to inform instructional

practices in parallel programming education. Reading from and writing to memory

was the most common consideration when detecting data races. Although this may

seem obvious, to detect all of these instances and then determine if at least one write

may occur at the same time as a read is not trivial. Reading and writing may occur
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in obvious places in code such as assignment statements but they can also occur

within condition statements and function calls, for example. Even though assign-

ment statements are easily identified, it has been shown that novice programmers

often possess non-viable mental models of assignment statements (Ma, Ferguson,

Roper, & Wood, 2007). Consequently, learning to identify data races may be even

more challenging if programmers do not completely understand what is occurring

in memory during a basic assignment statement. Information pertaining to looping

structures including the iteration space, overlap between loop bounds, and access

patterns of the loops were also important in determining the presence of data races.

Being able to observe dependencies in the code either between or within looping

structures or between different sections of the code was also essential to data race

detection. Given the importance of barriers in identifying data races, identifying im-

plicit barriers in particular is critical. In OpenMP, for example, programmers must

be able to recall for each directive if an implicit barrier follows or not. OpenMP uses

braces for implicit barriers and in cases where there is only a single line of code in

a region braces are not required. The braces used for implicit barriers can easily be

missed and also confused with braces used for other structures such as loops. Data

structures, in this case arrays, were also frequently mentioned in the responses as

program components used to identify data races. Unfortunately, arrays are among

the topics that novice programmers feel they have the most difficulty with (Piteira

& Costa, 2012), potentially compounding the challenges of teaching programmers

how to identify data races.

One interesting observation came from looking at the stimuli that participants had

the most difficulty in finding the data race. The stimulus with the lowest accuracy

(mean = 26.67%, SD = 45.77) that used only the most basic OpenMP directives

and clauses was one that involved shared memory and two-dimensional arrays (see
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Fig. 4.2). This stimulus was followed by the question asking what program com-

ponents or cues were used in determining whether or not there was a data race.

Nine participants that responded no to the data race task stated there were no loop

carried dependencies. These participants may not have looked closely enough at the

code; they would have been correct if the inner for loop had started at one instead of

zero in line 18 of Fig. 4.2. Only one participant correctly indicated there was a data

race and identified that it was from a loop carried dependency. Four participants

stated in their answer that the program was incorrect and three of them specified it

was incorrect due to an out of bounds error (see line 19 of Fig. 4.2). In programming

languages such as Java this statement would be correct, however, this is not the

case in C. The typical visualization of a two-dimensional array is a matrix in the

form of rows and columns where the elements in the left and rightmost columns have

no adjacent elements to their left or right (Leopold & Ambler, 1996). This visual-

ization matches the limitations in programming languages like Java where indices

are constrained but does not accurately reflect how these structures are stored in

memory. In memory the rows are contiguous, meaning that the last element of the

first row and the first element of the second row are adjacent. Despite the confu-

sion the matrix visualization of two-dimensional arrays may cause as demonstrated

here, these visualizations are commonly used in the context of the C programming

language (Mattson, 2019; Srivastava, 2020). Given that the matrix visualization of

two-dimensional arrays does not easily transfer from one programming language to

another, and in fact may contribute to misunderstandings, we should also be ques-

tioning how likely it is that our visualizations and models of sequential programming

will transfer to parallel programming.
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1   #include <stdio.h>

2   #include <omp.h>

3   

4   int main(int argc, char* argv[]){

5   

6   int n = 5, m = 10;

7   int a[n][m], i, j;

8   

9   #pragma omp parallel 

10   {

11   #pragma omp for

12   for(j = 0; j < m; j++){

13   a[0][j] = 2 + j;

14   }

15   

16   #pragma omp for private(j)

17   for (i = 1; i < n; i++){

18   for (j = 0; j < m; j++){

19   a[i][j] = a[i][j-1] * 2;

20   }

21   }

22   }

23   

24   printf ("%d\n", a[n-1][m-1]);

25   

26   return 0;

27   }

Figure 4.2: Stimulus containing a data race.

4.6 Threats to Validity

The sitmulus set used in this study was taken from our pilot study (Bidlake et

al., 2022), and although precautions were taken to reduce bias in the selection of

OpenMP directives, the types of errors that were introduced to create data races may

have been biased towards the background knowledge and experiences of the authors’.

Bias that may have been introduced by participants because of their prior experiences

with data races that may have caused them to look for mistakes they commonly

make and having more familiarity with some directives than others. Another threat

to validity is our lack of control over the experiment environment. Because the study

was conducted online, participants may have been in a distracting environment.

Another bias that may have been introduced was the specific questions about the

code and the selection of which stimuli they would be asked for. The level of difficulty

of the questions may not have been equitable depending on what data structures the
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question referred to and if there was a data race. For example, if the question asked

about the data structures that were directly involved in the data race, this may have

been an easier question to answer than if the data structure was not involved directly

with the data race or if there was no data race.

The small sample size we ended up with was likely the biggest limitation of our

work as it greatly reduced statistical power. Prior to conducting our main study,

we performed a power analysis on the pilot study (Bidlake et al., 2022) and also

considered the minimum recommendation proposed by Brysbaert and Stevens (2018)

of 1600 observations per condition. The target for the main study was to recruit 60

participants (2280 observations) to ensure adequate power. Despite our efforts to

recruit participants, we were not able to meet our target. In the end we had 570

observations (38 observations per condition x 15 participants). We suspect this was

due to the specific programming language and API knowledge required to complete

the study.

4.7 Conclusion

Parallel architectures, such as multi/many-core processors, are now widely avail-

able, however, to exploit this processing power we need more programmers capa-

ble of working with parallel applications and applying parallel computing mod-

els (Gonçalves et al., 2016). The lack of programmers with this specialization

may be due to its reputation of being more challenging than sequential program-

ming (McKenney, 2017). Despite having found no empirical evidence that parallel

programming is harder to learn, one possible explanation as to why may it may

be perceived as such could be that the teaching strategies, models, and visualiza-

tion techniques that worked for sequential programming are not transferable to the

parallel programming paradigm.
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The results of this study lead us to believe that expert parallel programmers’ mental

models formed during program comprehension given a data race task consist of the

data structure components of the execution model. Therefore, visualizations that

allow programmers to better understand the relationships between data structures

how they are accessed and changed by one or more threads of execution could assist

them in detecting data races. Visualizations of data structures should also accurately

match the indexing capabilities of the programming language.

Further research is needed on the mental representations formed by programmers

when interacting with parallel code to determine how best to model this for learn-

ers and to inform the development of visualizations and tools that are effective in

assisting with tasks such as detecting data races. We have developed a stimuli set

and experimental design that produces a reasonable level of difficulty and would be

relevant for replication studies and for expanding the psychology of programming

research to include parallel programmers.
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Abstract

Research on mental model representations developed by programmers during parallel

program comprehension is important for informing and advancing teaching methods

including model based learning and visualizations. The goals of the research pre-

sented here were to determine: how the mental models of programmers change and

develop as they learn parallel programming, the quality of their mental models after

learning parallel programming, and what type of information is part of their mental

models when examining code for the presence of data races. Participants were expe-

rienced programmers and included both university students and professionals. The

mental models of participants were analyzed by having them perform a code tracing

task where they externalized their mental models by drawing diagrams while trac-

ing the execution of parallel code. We also analyzed their mental models by having

participants determine the presence of data races in parallel code and then answer

multiple choice and open-ended questions related to the code. The results presented

in this paper indicate that programmers’ mental models progress from a weaker ex-

ecution model and a stronger situation model before learning parallel programming,

to a stronger execution model and a weaker situation model after learning parallel

programming. The thematic analysis of the open-ended responses that indicate what

components of code programmers used to determine whether or not a data race was

present provides insight into the topics that should be emphasized when teaching

parallel programming.

5.1 Introduction

In parallel programming, there is a significant lack of theory to inform the devel-

opment of instructional practices, programming languages, and tools (Mattson &

Wrinn, 2008). The understanding of mental models formed during parallel program
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comprehension is important for diagnosing learners’ misconceptions, developing tai-

lored instruction to help learners overcome misconceptions, and developing instruc-

tional materials such as visualizations to assist learners in understanding parallel

programming. Mental model research can also be applied to developing tools that

are effective in assisting programmers with tasks that are uniquely challenging in

parallel programming such as debugging and verifying the correctness of parallel

code.

Empirical research on mental representations formed by programmers dur-

ing program comprehension has been predominately conducted using sequential

code (Bidlake, Aubanel, & Voyer, 2020). Because of the considerable differences

between parallel and sequential programming, it is impossible to determine if the

findings of the empirical research using sequential code would resemble the compre-

hension process and mental models of parallel programmers. Parallel programming

is a challenging task for programmers as it is difficult for programmers to conceptu-

ally model the complex interaction between various processes executing on multiple

processors (Eccles, Nonneck, & Stacey, 2005). The comprehension of parallel code

requires programmers to mentally execute multiple timelines that are occurring in

parallel at the machine level. Therefore, parallel program comprehension may require

additional dimensions to construct a mental representation.

To expand the limited research on mental representations formed by programmers

during parallel program comprehension, we conducted a study to examine the mental

representations formed by experienced programmers learning parallel programming.

Since one source for constructing mental models is through other people’s explana-

tions (Johnson-Laird, 1989), teaching participants allowed us to study the develop-

ment of programmers’ mental models over time as they learn parallel programming.

Our research study used a boot camp approach to instruction where experienced
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programmers were taught parallel programming using OpenMP over two sessions.

In this research we used an empirical method for mapping mental models that had

not been previously applied to programmers and their mental representations formed

during program comprehension. While this work builds on prior work by Seel, Ifen-

thaler, and Pirnay-Dummer (2009), we have adapted the method so that it can be

applied to the mental model aspect of program comprehension.

Throughout this research, both qualitative and quantitative measures were used to

address our research questions:

• RQ1: What is the strength of each type of model (program, situation, execu-

tion) developed at different stages of learning?

• RQ2: What is the quality of programmers’ mental models after instruction?

• RQ3: What is the strength of each type of model (situation, execution) devel-

oped during the data race task?

• RQ4: What components of the code were relevant to the data race task?

5.2 Background

5.2.1 Mental Models

Research in program comprehension encompasses both the study of the cognitive pro-

cesses used by programmers to understand code and how programming languages and

tools support these cognitive processes (Storey, 2006). During the comprehension

process, programmers form mental representations of the code they are working with

(Détienne, 2001). Understanding these representations is important for developing
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instructional practices, programming languages, and tools that enhance and assist

programmers in the comprehension process and other tasks such as debugging.

There has been a variety of differing approaches to mental models including how they

are defined and inferred (Cañas & Antolí, 1998). Cañas and Antolí (1998) suggested

that the reason for this is because researchers from different disciplines study mental

models using different tasks and are sometimes interested in different aspects of the

representations. The unifying definition for a mental model, proposed by Cañas and

Antolí (1998), describes this concept as a dynamic representation formed in working

memory as a result of using knowledge from long term memory and the environment.

Mental model representations are described by Cañas and Antolí (1998) as both a

process and the result of a mental simulation process elicited by a task.

The mental model approach to program comprehension using sequential code in-

volves the construction of the program model and the situation model (Détienne,

2001). The program model is formed by programmers when applying structural

knowledge to the code resulting in a surface level representation (Pennington, 1987).

The situation model, also referred to as the domain model, is formed during program

comprehension when prior knowledge is used to form an understanding of the main

goals, meaning, or real world situation represented by the program (Pennington,

1987). The definition of the situation model has also been extended by Aubanel

(2020) to include the identification of data structures since they are used to infer the

program’s meaning. In addition to the program and situation model, an execution

model has been proposed that includes the behaviour of the program in terms of data

flow and data structures (Aubanel, 2020). The behaviour of data structures is con-

sidered an important part of parallel program comprehension. Specifically, how the

data structures are accessed and changed by one or more threads and the relation-

ship between data structures, is particularly important for determining if a data race
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Table 5.1: Comprehension model adapted from Aubanel (2020) and Burkhardt et
al. (2002).

Program Model Situation Model Execution Model

Program Statements Data structures
(identification)

Data structures
(behaviour)

Control Flow Program Goals Data Flow
Function of units of code Decomposition

exists. Data races are a type of bug that can occur in parallel programming when

multiple threads of execution access the same memory location without controlling

the order of the accesses and at least one of the memory accesses is a write (Liao,

Lin, Asplund, Schordan, & Karlin, 2017). Depending on the order of the accesses,

some threads may read the memory location before the write and others may read

the memory location after the write, which can lead to unpredictable results and in-

correct program execution. The execution model for parallel programs also includes

communication, however, for the purposes of our research, this is only implicitly

present through the ordering of memory accesses of the threads in the parallel pro-

grams. The definition of the program and situation model used by Burkhardt et

al. (2002) were based on research by Pennington (1987) but adapted for research

using object oriented programs. Since our research uses a procedural language and

our programs do not contain calls to other functions, we have omitted relationships

between objects, communication between objects, domain objects, and control flow

between functions from our definition (see Table 5.1).

Empirical research on program comprehension and mental models has a direct im-

pact on instruction since learning occurs when meaningful representations such as

coherent mental models are constructed (Seel, 2017). The goal of model based learn-

ing is the development of mental models by a learner who can then use their mental

model to simulate potential actions and their consequences to make decisions (Seel,
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2017). Mental model formation involves the melding of prior knowledge with new in-

formation to extend the learner’s understanding of complex systems (Buckley, 2012).

The formation of a mental model is an iterative process that begins with integrating

preconceptions into an initial working model that is then tested and modified until a

target model is reached that can be used to explain the phenomenon or can be used to

predict outcomes of actions (Seel, 2017). van Merriënboer, Seel, and Kirschner (2002)

argue that the construct of mental models is foundational to bridging the different

aspects of instructional design; knowledge, learning, and real-life problem solving.

Mental models are useful in a wide variety of settings and domains (Buckley, 2012)

but despite claims that research in model-based learning is currently center stage in

science, technology, engineering, and mathematics (STEM) fields (Seel, 2017), the

focus of this research is largely in traditional sciences and not computer science. The

research in technology has been limited to the use of technology to provide modeling

and educational technologies for sciences (Seel, 2017). To assist learners in devel-

oping viable mental models, to know what a target model should consist of, and

to construct meaningful visualizations, more research is needed to inform parallel

programming instruction.

The tasks and methods used to assess and analyze program comprehension and

mental representations of participants are not consistent between empirical studies

on mental representations (Bidlake et al., 2020). There has been no consensus on the

method that provides the most accurate account of the mental representations formed

by programmers during the comprehension process. In some cases, the tasks assigned

to participants were specific to the programming paradigm of the language used in the

study. For example, a reuse task was used to study the mental representations formed

by object oriented programmers as it specifically targets the use of object oriented

design principles (Burkhardt & Détienne, 1995; Burkhardt, Détienne, & Wiedenbeck,
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1997, 1998; Burkhardt et al., 2002). A reuse task involves designing or implementing

a new program using parts of a source program. Tasks also vary in their level of

realism, however, tasks that were considered to be more natural by participants were

tasks that had a concrete objective such as debugging or determining the effects of

modifications (Wiedenbeck, Fix, & Scholtz, 1993).

For our research, we chose the detection of data races for the task as this is a

realistic task that parallel programmers commonly perform and is a task specific

to the parallel programming paradigm. We selected the OpenMP application pro-

gramming interface to teach parallel programming as it supports shared-memory

parallel programming on many platforms, including personal computers, and allows

programmers to parallelize existing code.

5.2.2 OpenMP

OpenMP is a collection of compiler directives, library routines, and environment vari-

ables for shared-memory parallelism in C, C++ and Fortran programs in multi-core

architectures (OpenMP-ARB, 2013). The OpenMP directives extend the base lan-

guage with single program multiple data constructs, tasking constructs, device con-

structs, worksharing constructs, and synchronization constructs, and they provide

support for sharing and privatizing data (OpenMP-ARB, 2013). OpenMP is based

on the fork/join programming model, allowing a main thread to execute sequential

code and to fork a number of threads as required to execute a set of statements

in parallel contained within a parallel region. The threads then terminate (join)

after they have completed executing the parallel region and the main thread contin-

ues execution (Mattson, 2003). We selected OpenMP given its continued popular-

ity (Gonçalves, Amaris, Okada, Bruel, & Goldman, 2016), usability (Usha, Pandey,

& Mangala, 2020), and because it provides a level of abstraction so that programmers
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can easily write multi-threaded programs without having to control how the threads

are executing at the machine level (Mattson, 2003). OpenMP also allows us to be

able to teach programmers who already have experience in C how to parallelize code

without having to teach them a new programming language. Although OpenMP

can be applied to C, C++, and Fortran; we chose C as this language is part of the

computer science undergraduate curriculum at the authors’ institution.

5.3 Method

5.3.1 Research Design Overview

The study design involved two parts. The first part comprised of a boot camp to

teach experienced programmers parallel programming using OpenMP. To answer

RQ1, participants were asked to perform a code tracing task prior to and during

instruction. After all instruction, participants completed a data race task and the

results were analyzed to answer RQ2, RQ3, and RQ4 (see Table 5.2).

5.3.1.1 Code Tracing Task

Analysis of external representations of mental models in the form of diagrams and the

progression of those mental models as learning occurs has not previously been applied

to programmers learning parallel programming. Various graphical approaches have

been applied successfully in other domains to access mental models, and the use of

diagrams in particular is considered an appropriate tool for measurement (Seel et al.,

2009). Therefore, we had participants externalize their mental models by drawing

diagrams, prior to and during instruction, depicting the execution of parallel code.

The diagrams allowed participants to communicate their understanding of the exe-

cution of a parallel program, similar to the use of causal diagrams as representations

of the learner’s mental model of a dynamic system (Seel, 2001).
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Table 5.2: Implementation matrix.

Research Question Method of Data
Collection Analysis of Data

RQ1: What is the strength of
each type of model (program,
situation, execution)
developed at different stages
of learning?

Code tracing task Qualitative analysis
using rubric

RQ2: What is the quality of
programmers’ mental models
after instruction?

Data race task

Quantitative analysis
of performance
metrics on data race
question

RQ3: What is the strength of
each type of model (situation,
execution) developed during
the data race task?

Data race task

Quantitative analysis
of performance
metrics on multiple
choice questions

RQ4: What components of
the code were relevant to the
data race task?

Data race task
Qualitative analysis
of responses to
open-ended questions

The study was designed so that participants learned about all the directives and

clauses selected for the boot camp during the first session. The first session included

a brief introduction to parallel programming and OpenMP and then focused on what

each of the directives and clauses mean and how they work. The second session then

consisted of a review of all the directives and clauses, more examples, hands-on

activities, and practice with all of the same OpenMP directives and clauses covered

in the first session. By taking this approach, participants learn about all the material

that is included in the code tracing task after the first session and then have time to

further develop their understanding of the material during the second session. This

allowed us to observe how their mental model changes as they learn.
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5.3.1.2 Data Race Task

To study the types of models formed during parallel program comprehension, our ex-

perimental design for the data race task was based on the study by Bidlake, Aubanel,

and Voyer (2023). The programs used to stimulate the comprehension process in the

data race task, referred to here as stimuli, were written in C and used OpenMP direc-

tives for parallelization (see Fig. 5.1). To determine the type of model participants

constructed during the task we considered the approaches taken by Burkhardt et al.

(2002) and Bidlake et al. (2023). In the experiment performed by Burkhardt et al.

(2002), participants completed either a documenting task or a reuse task and were

then asked yes/no questions about the code that targeted specific knowledge related

to either the program model or situation model. The participants’ answers to the

questions were used to determine the type of model they constructed (Burkhardt et

al., 2002). However, we were concerned that participants would have a 50% chance

of guessing the correct answer with yes/no questions and the results may not accu-

rately reflect the type of model constructed. In the study conducted by Bidlake et

al. (2023), participants were programmers experienced in OpenMP and were asked

open-ended questions and specific questions about the code that they wrote free-form

answers to. The specific questions about the code were associated with knowledge

related to either the situation model or the execution model. The open-ended ques-

tion asked participants what cues or program components they used to determine

whether or not there was a data race. Since our participants were learning OpenMP

we thought that specific questions about the code may be too challenging.

In our study design we used two types of questions: multiple choice questions and

open-ended questions (see Table 5.3). For the multiple choice questions, each ques-

tion was targeting specific knowledge related to either the situation model or execu-

tion model. We chose to use multiple choice questions to reduce the mental strain of
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#include <stdio.h>

#include <omp.h>

int main(int argc, char* argv[]){

int n = 10;

int a[n], i, x = 0;

#pragma omp parallel firstprivate(x)

{

#pragma omp for

for (i = 0; i < n; i++){

if(i%2 == 0){

x = x + n;

}

a[i] = x + i;

}

#pragma omp for

for(i = 0; i < n; i++){

a[i] = a[i/2] + x;

}

printf("%d\n", x);

}

return 0;

}

(a) Stimulus containing a data race.

#include <stdio.h>

#include <omp.h>

int main(int argc, char* argv[]){

int n = 10;

int a[n], i, z = 2;

#pragma omp parallel

{

#pragma omp for

for(i = 0; i < n; i++){

a[i] = z + i;

}

#pragma omp sections

{

#pragma omp section

a[n 1] = a[n 1] * 3;

#pragma omp section

z = z + 10;

}

}

printf("%d %d\n", z, a[n 1]);

return 0;

}

(b) Stimulus that does not contain a data
race.

Figure 5.1: Sample stimuli.

the task given that our study involved programmers learning OpenMP. The multiple

choice questions are comprised of three distractors and one correct answer and were

designed so that the location of the correct answer was distributed evenly through-

out the test to avoid placement bias (Considine, Botti, & Thomas, 2005). The order

of the questions was randomly determined for each participant ensuring there was

no pattern in the location of the correct answer and the questions are independent

of each other so that one question does not provide a cue for other questions. For

questions where the answers are numeric, the ordering of options are presented in as-

cending numerical order (Considine et al., 2005). The open-ended question provided

participants with a text box to type a free-form answer and asked participants what

cues or program components they used to determine whether or not there was a data

race. The open-ended questions allowed participants to articulate what part of the

code or information they used in the data race task. Burkhardt et al. (2002) limited

the time participants had to answer the questions about the code to 30 seconds while
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Table 5.3: Data Race Task Design

Number of stimuli Data Race Question Type

4 no open ended
4 yes open ended
3 no MC execution
3 yes MC execution
3 no MC situation
3 yes MC situation

Bidlake et al. (2023) had a time limit of 60 seconds for participants to examine each

stimulus when completing the data race task. In our study, no time limits were given

for examining the stimuli or answering the questions due to concerns that learners

may find this stressful.

Our data race task had fewer stimuli than the study conducted by Bidlake et al.

(2023) to reduce the time it takes to complete the study. In reducing the number

of stimuli we kept power considerations in mind, but we were also concerned about

attrition of participants and wanted to reduce the amount of time they had to commit

to the entire study. By reducing the length of the data race experiment we were able

to have participants complete it in-person at the end of the last boot camp session,

ensuring they had a quiet place to complete it with minimal distractions.

The detection of data races also provides a concrete objective and is a realistic task

that programmers perform when writing or modifying parallel code. Performance in

specific tasks, such as the detection of data races, can also be used to infer the quality

of the mental models constructed (Seel, Al-Diban, & Blumschein, 2000).
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5.3.2 Materials

Training materials were developed that provided a brief overview of the OpenMP

API and then focused on the understanding and use of select OpenMP 4.0 direc-

tives and clauses. The directives and clauses included in the training were from the

stimuli set developed by Bidlake et al. (2023) that are also included in The Common

Core; these are considered to be directives used in most OpenMP programs (see

Table 5.4) (Mattson, 2019). The emphasis was on the prevention of data races by

understanding how the directives work in terms of threads, barriers, and loop par-

allelization (Gonçalves et al., 2016). For the code tracing task, we wrote a program

in C that contains parallel regions and incorporates all the OpenMP directives and

clauses covered in the boot camp. The stimuli and questions used in the data race

task were adapted from the study conducted by Bidlake et al. (2023). We selected

20 stimuli for the data race task, 10 with a data race and 10 without. In addition to

this, two stimuli, one with a race and one without, were selected for practice. The

stimuli were simplified and the specific questions about the code were given in the

form of multiple choice questions to reduce the mental strain of the tasks given that

our study involved novices instead of experts.

For the analysis, we developed a rubric (see Appendix 5.A.2) that could be used to

score the strength of each model that programmers may have constructed during the

code tracing task (see section 5.2.1). The rubric was based on our adapted compre-

hension model (see Table 5.1). The criteria for the program model were based on the

text structure knowledge and consists of program statements (i.e.: elementary oper-

ations consisting of one or a few lines of code) and control flow (i.e.: links between

text units and control structures). The criteria for the situation model were based

on the program’s goals including the main goal of the program as well sub-goals, the

functions of units of code within the program, and the identification of data struc-
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Table 5.4: OpenMP directives and clauses included in the training adapted
from Mattson (2019).

Directive or clause Concepts

#pragma omp parallel Thread creation: parallel region
#pragma omp critical Interleaved execution
#pragma omp barrier Synchronization
#pragma omp for Loop work-sharing constructs
#pragma omp single Work-share with a single thread
private(list) Data sharing: changing storage attributes
nowait Disable implied barriers on work-share constructs

tures. The criteria for the execution model were developed based on the behaviour

of data structures and data flow at both the text and machine level of the program

and the decomposition of programs into tasks and data decomposition.

The registration form, consent form, survey, and data race task were developed

using PsyToolkit (https://us.psytoolkit.org/), a secure online survey and experiment

platform (Stoet, 2010, 2017).

5.3.3 Procedure

Email addresses of participants who registered were collected in order to send out

reminders with the dates, times, and location of the boot camps. Prior to the boot

camp, participants were sent the URL to the online consent form and survey that

they were asked to complete before the boot camp. The survey was comprised

of demographic questions and questions about their programming experience and

expertise. At the end of the survey, participants were asked to record the unique

code provided, comprised of randomly selected numbers and letters. The code was

used to label participants’ diagrams and participants entered the code at the start

of the data race experiment. The code was used to match participants’ results from

the survey, code tracing diagrams, and data race experiment. The code was not
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associated with any identifying information about the participants.

Three separate boot camps were offered using the same materials and procedures (see

Table 5.5). The boot camps each consisted of two sessions in the evenings during

the same week and each session was three hours in length. At the start of the first

boot camp session before any instruction on parallel programming, participants were

given a print out of the program for the code tracing task. Participants externalized

their mental models by drawing diagrams depicting the execution of the program.

They were asked to trace the execution of the program and draw a diagram using

symbols and text that represents the execution of the program. The participants

were instructed that the diagram did not need to follow any conventions and can

be in any configuration, and that they should draw this in such a way that conveys

their understanding of the execution of the code. Participants were provided with a

handout containing the instructions for the tracing and diagramming task and space

to complete their drawing. They were instructed to also write their unique code

on the handout. This task was repeated after each instruction session of the boot

camps and participants handed in the handouts with their diagrams and the print

out of the program after completing the task. In total participants completed the

code tracing task three times using the same code.

At the end of the second boot camp session, participants were given a URL to

complete the data race task where they were asked to enter their unique code. The

experiment began with a set of instructions asking the participant to determine as

quickly and accurately as possible if each program contains a data race and respond

by pressing the ‘y’ or ‘n’ key on their keyboard. The 20 experimental stimuli were

presented to the participants in random order and they were given unlimited time

to view each stimulus and respond. Participants were asked after the data race

question to rate their level of confidence in their answer using a visual analogue scale
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Table 5.5: Boot Camp Schedule

Session Task Time (min)

1 Introduction 5
1 Code tracing task 1 20

1
Instruction: introduction to parallel programming,
explanation & examples for all OpenMP directives &
clauses

135

1 Code tracing task 2 20

2 Instruction: review of all OpenMP directives & clauses
with practice 110

2 Code tracing task 3 20
2 Data race task unlimited

that ranges from “Not Confident” to “Very Confident”. Participants were then asked

either a multiple choice question about the stimuli or an open-ended question asking

what cues or program components they used to determine whether or not there

was a data race. Participants were not able to view the stimulus when answering

questions about the code. The data collected from the experiment consisted of the

correctness of their response, response time, level of confidence in their response,

and their answers to the questions about the code. After completing the experiment

portion, participants were asked if they would like to provide their email address to

receive the e-gift card and lastly they were redirected to the debriefing.

5.3.4 Participants

Participants had to have experience programming in C. To recruit participants an

advertisement with a link to register for the study was circulated at the authors’

institution in a variety of ways including: the campus wide online news feed for

students, emailed to graduate students of the computer science faculty, posters placed

in the hallways of the computer science building. The advertisement was also posted

on social media and provided to professors of the computer science faculty at the
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authors’ institution and they were asked to share it with students in their courses that

would have the appropriate background. Participants could choose to receive a $10

Amazon gift card as an incentive. Participation was voluntary and the protocol was

reviewed by the research ethics board at the authors’ institution. Seven participants

were excluded from analysis because they did not complete all components of the

study, leaving a final sample of 21. Seventeen participants were students and four

participants were professionals. The mean age of participants was 27.14 years. Their

mean amount of programming experience was 4.69 years and their mean amount of

work experience was 2.93 years. The mean number of programming courses taken

by participants was 6.90 (7) courses. Participants also ranked their overall level of

expertise from novice (0) to expert (100). Prior to completing the boot camp, the

mean level of self-perceived programming expertise of participants was 57.62, and for

expertise in OpenMP was 5.1. When participants were asked to rate their expertise

compared to their peers from much worse (0) to much better (100), the mean level

of programming expertise was 59.38 and for OpenMP expertise was 24.71.

5.3.5 Data Collection

For the code tracing task, three drawings were collected for each of the 21 partici-

pants. For the data race task, the accuracy in determining whether each stimuli had

a race condition (y) or no race condition (n) (1 = correct, 0 = incorrect), level of

confidence (0 = not confident to 10 = very confident) and response time for each

stimuli were recorded and analyzed for 21 participants using the statistical software

program R (R Core Team, 2021). The responses to the multiple choice questions for

select stimuli were also collected for 21 participants. There were 166 responses col-

lected for the open-ended question following select stimuli. Of these, two responses

did not answer the question resulting in 164 responses being included in the analysis.

Demographic data was collected from the questionnaire.
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5.4 Results

5.4.1 Code Tracing Task

To answer RQ1, we analyzed the diagrams drawn by participants (see Appendix 5.B)

during the code tracing task using the rubric we developed (see Appendix 5.A.2).

Changes in the diagrams were interpreted as changes in the underlying mental models

(Seel et al., 2009). To determine the progression of learners’ mental models, the

rubric was used to score the strength of each of the three models (program, situation,

and execution) based on the type of information included in the diagrams and if

each component was present through-out (score = 1), present sometimes (score =

0.5) or not at all (score = 0). The scores of the code tracing tasks (task 1 =

before instruction, task 2 = after session one, and task 3 = after session two) were

compared to determine how participants’ mental models changed while they were

learning. The first author scored the strength of each of the three models based on

the type of information included in participants’ diagrams. The inter-rater reliability

was measured by selecting a sample of diagrams to be scored by the second author.

The initial inter-rater reliability of the two authors was 10 disagreements on 63 of

the total items scored (84.1% agreement). Discussion of the items and refinement of

the rubric by adding more detailed criteria allowed an agreement on all items.

The data from the code tracing task (see Fig. 5.2) were analyzed to determine how

the strength of each model varied across the code tracing tasks using a repeated

measures analysis of variance with a 3x3 design, three model representations by three

code tracing tasks, with the rubric score as the dependent variable. The results

produced a significant model by task interaction, indicating that the strength of

the models varied significantly between the code tracing tasks, F (4, 80) = 38.42,

p < .001. Post hoc paired-samples t-tests, corrected with Holm’s procedure, were
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performed to assess the effect of task within each model. The results indicated that

the execution model score for task 1 was significantly lower than task 2 (t(20) =

-9.50, p < .001). The execution model score for task 1 was also significantly lower

than task 3 (t(20) = -9.51, p < .001). The situation model score for task 1 was

significantly greater than task 2 (t(20) = 3.18, p = .033). All other comparison

failed to achieve significance (smallest p = .072).

Figure 5.2: Mean rubric scores and 95% confidence intervals for diagrams produced
during each code tracing task (1 = before instruction, 2 = after session one, 3 =
after session two) as a function of model type (P = program, S = situation, E =
execution).

5.4.2 Data Race Task

The ability of participants to correctly identify the presence of a data race was

analyzed to answer RQ2. The mean accuracy for correctly determining whether or

not a program contained a data race was 76.9% (SD = 42.2), the mean level of

confidence in their responses was 83.2% (SD = 15.7), and the mean response time

was 49.88 seconds (SD = 33.12). A one sample t-test was performed to test the

null hypothesis that the sample accuracy was equal to chance (mu = .50) with a

95% confidence interval. The results indicated that the accuracy of participants was

significantly higher than chance, t(20) = 10.47, p < .001.
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Table 5.6: Mean accuracy (percentage of correctness), when answering specific mul-
tiple choice questions and determining the presence of a data race, as a function of
specific multiple choice question, model (E = execution, S = situation), and data
race condition (y = data race, n = no data race).

Question Data Race
Data Accuracy Accuracy

Multiple Choice Question Model Race Mean SD Mean SD
1. Is there a relationship
between array ‘a’ and ‘b’? If so,
how are they related?

E n 61.9 49.76 76.19 43.64

2. How is the array being filled
with values? E n 66.67 48.3 66.67 48.3

3. Is there a relationship
between array ‘a’ and ‘b’? If so,
how are they related?

E n 85.71 35.86 90.48 30.08

4. Is there a relationship
between array ‘a’ and ‘b’? If so,
how are they related?

E y 71.43 46.29 85.71 35.86

5. What part of the array is
initially assigned values? E y 76.19 43.64 66.67 48.3

6. Is there a relationship
between array ‘a’ and ‘b’? If so,
how are they related?

E y 80.95 40.24 95.24 21.82

7. What is the value of the last
element in the array? S n 42.86 50.71 71.43 46.29

8. What is the value of a[0]? S n 47.62 51.18 95.24 21.82
9. What are the contents of the
array? S n 66.67 48.3 100 0

10. What variables are used to
populate the array with values? S y 28.57 46.29 76.19 43.64

11. What is the size of the array? S y 42.86 50.71 71.43 46.29
12. What are the contents of the
array? S y 47.62 51.18 52.38 51.18

To answer RQ3, the accuracy of the multiple choice questions asked about the code

were analyzed to determine the strength of participants’ execution and situation

model following instruction (see Table 5.6). The mean accuracy for multiple choice

questions related to the execution model was 73.8% (SD = 44.1) and for the situation

model the mean was 46.0% (SD = 50.0). We performed a paired t-test to compare
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the accuracy of the multiple choice questions related to the execution model and the

situation model with a 95% confidence interval. The results show there was a sig-

nificant difference between the accuracy for execution model questions and situation

model questions, t(125) = 4.78, p < .001. Participants’ performance on questions

related to the execution model of the code was significantly higher than their per-

formance on questions related to the situation model of the code.

The responses to the open-ended questions collected during the data race task

were analyzed to answer RQ4 using thematic analysis. The guidelines as outlined

by Braun and Clarke (2006) were used for the analysis. The 164 responses to the

open-ended question asking what cues or program components participants used to

determine whether or not there was a data race were coded based on features of the

data. From the codes, four themes were identified that describe the patterns of the

components of the stimuli that participants used in the data race task:

• The presence or absence of OpenMP API specific directives and clauses

• Accessing memory for composite and non-composite data types

• Dependent and independent code components

• Thread behaviour

5.4.2.1 Presence or Absence of OpenMP API

Participants identified specific OpenMP API directives and clauses in their responses

that allowed them to determine whether or not there was a data race based on their

presence or absence. For example:

• “There are two nowait statements that allowed me to believe that there is a
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data race.”

• “There is a barrier preventing data race”

The absence of particular directives that as a result caused a data race were identified,

such as, “x was not in a critical”. Interestingly participants also indicated in their

responses that they also considered a scenario where a directive or clause could have

caused a data race and if it was not present in the code that helped them to determine

there was no data race:

• “The parallel for loop does not have a nowait flag”

• “there was no nowaits, that could have caused a datarace”

Participants also identified specific aspects of the OpenMP directives and clauses that

they used in making their determination. In some responses participants described

how the directive or clause worked in their responses: “We have a critical when

assigning value of x that means it would be done one by one by each thread”. Most

commonly, participants identified the fact that a parallel for loop has an implicit

barrier in their responses as the code component used in determining if a data race

was present.

5.4.2.2 Accessing Memory

Another theme that was identified is the use of memory accesses in determining

the presence of data races. The responses indicated that participants distinguished

between how composite and non-composite variables are accessed by threads and

that these situations must be evaluated differently. Participants identified parts of

the code where reading from and writing to non-composite variables was used to

determine whether or not there was a data race:
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• “x is being read and written to in an unregulated order”

• “reading and writing to x is not regulated”

• “Reading and writing to x with no barrier in between”

• “The value of x ... didn’t have a critical so it could be read and written to at

the same time by the different threads.”

Participants indicated in their responses that they investigated the possibility of

multiple threads accessing the same location within composite variables (e.g.: arrays)

to determine if a data race would occur:

• “check the nowait blocks check if different parts of the array are accessed”

• “for the a array all threads only access their indices”

• “looked to see if there was overlapping iteration like array[i-1] in the loop”

• “Only the ith element of the array was accessed within the parallel region”

• “I looked at a[n-1] and a[n/2] to make sure n-1 != n/2”

• “does not have a data race because a[i] is not shared between threads”

• “Initialising the value in array a are independent of the(i)r indices”

Some responses indicated that participants’ may have misconceptions about variables

and memory and what can cause a data race. While describing how memory accesses

caused a data race participants suggested that the problem was with accessing “not-
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yet-initialized data” or that the memory location “may not have been populated

before the first thread ... references it”. It is true that if the variable is not assigned

a value before it is read then the value would be indeterminate, however, this does

not always result in a data race. One participant indicated that they did not consider

a variable to exist until it had been assigned a value: “the implicit barrier of the loop

where a was populated helped me decide that the locations read from in the next

part would exist so there would be no data race.”. Another participant had a similar

reasoning that variables must be assigned a value before being read: “It did not

call any variables that were not defined”. Although these participants were able to

accuracy determine if a data race occurred their responses indicate that they may

not have a clear understanding of the real cause of the data race.

5.4.2.3 Dependent and Independent Code Components

Participants indicated that they looked for dependency between sections of code to

determine if there was a data race or not:

• “The single portions weren’t dependent on the for loop that came before them,

and the values being assigned ... also weren’t dependent on previous steps.”

• ”... the 2nd for loop where it isn’t related to the ... first for loop and so on.

Other dependencies that participants observed that helped them make their deter-

mination was dependencies between variables:

• “...theres no way to know when it (x) was increase(d), and edits of other array

values depend on it (x)”

• “...in the for loop, there was no dependency on any value that couldn’t have

been written on”
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5.4.2.4 Thread Behaviour

The behaviour of threads was another theme that was identified in the participants’

responses. Responses included descriptions of how threads access composite vari-

ables:

• “...for the a array all threads only access their indices.”

• “...each thread would stay in its area”

Participants included various descriptions of thread synchronization in their re-

sponses:

• “x was in the for loop so it had an implicit barrier which required threads to

be finished...”

• “There is a barrier in place to stop all thread so they can wait for the single

statement to be executed”

• “... the implicit barrier of the for collecting all threads before it was reached. ”

• “Then the fact that the second loop has an implicit barrier that would prevent

threads from accessing the next part where x is used again before the threads

above have finished with it helped me determine there is not a race.”

• “all threads stops and the(n) starts executing”

• “... all thread(s) will wait”

• “There were barriers in place to control the threads so that they finished exe-

cuting”
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Conversely, participants identified code components where the threads did not syn-

chronize or synchronization was removed:

• “There was a single ‘nowait’, which means the other threads can advance with-

out the single thread”

• “Other thread may move ahead and execute later statements”

5.5 Discussion

The results of the code tracing task indicate that as programmers learned paral-

lel programming they developed a stronger execution model while their situation

model became weaker. The accuracy of the multiple choice questions also shows

that participants developed a stronger execution model compared to their situation

model after instruction during the data race task. Despite the code tracing task and

the data race task having different objectives, both tasks resulted in participants

forming a stronger execution model. One possible reason for this may be because

when performing both tracing and debugging tasks with parallel code, programmers

conceptualize how the code will execute with any number of threads in any ordering

and this becomes a greater focus than the program goals.

The results of the data race task suggest that participants formed a viable mental

model as they were able to correctly determine whether or not a program contained

a data race with an accuracy significantly greater than chance, making it unlikely

that participants were guessing. Participants’ performance on the data race task

also suggest that the instructional strategies used in the study were effective at

introducing programmers to parallel programming and understanding how data races

can occur in OpenMP.
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The thematic analysis of the open-ended questions identified four themes in the re-

sponses that indicated what code components were used by programmers to identify

data races. These themes are arguably also topics that need to be the focus of in-

struction when teaching parallel programming. Understanding how a programming

language or API allows parallel execution of code and synchronization of threads

is critical to being able to identify data races in the code. As one participant ob-

served, “You have to be careful to remember what #pragma statements have or do

not have implicit barriers”. Understanding how memory is accessed is also critical

to identifying data races. How data races can occur in different types of variables

(e.g.: composite and non-composite variables) also differs. Composite variables can

be accessed and written to by multiple threads without causing a data race if it

is not the same location within the composite variable being accessed by different

threads. However, if multiple threads access and write to a non-composite variable

without controlling the order this causes a data race. This distinction is important

and introduces a complication where programmers must determine what locations

within composite variables are being accessed by each thread, determine if multiple

threads access the same location without controlling the order, and at least one of

the accesses is a write. Research conducted by Tan, Ting, and Ling (2009) found that

that, after completing an introductory programming course, undergraduate students

indicated they had a weak to moderate understanding of variables and arrays. The

responses in our study also indicate that some programmers may not completely

understand variables and memory accesses. Teaching programmers to identify de-

pendencies between code components can also help them to identify the presence of

data races. This requires identifying code that can be executed in parallel and then

further investigating if there are uncontrolled memory accesses to the same location

that include a write within those components. An understanding of thread behaviour

is also important for determining whether or not there is a data race. Programmers
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must be able to determine what parts of the code are executed by one or more

threads and the timing of the execution. While it is important to understand how

thread synchronization can prevent data races it is also important to realize when it

is not necessary.

5.6 Threats to Validity

The sitmulus set used in this study was adapted from the study conducted by Bidlake

et al. (2023), and although precautions were taken to reduce bias in the selection

of OpenMP directives, the types of errors that were introduced to create data races

may have been biased towards the background knowledge and experiences of the au-

thors. Similarly the examples and practice questions that were given to participants

during instruction may also have been biased towards the background knowledge and

experience of the authors. Another bias may have been introduced in the multiple

choice questions about the code as their level of difficulty might have varied with the

code components of relevance. Furthermore, even though we aimed for a random

selection, the specific stimuli for which we asked questions could have been biased in

some way.

The small sample size we ended up with was likely the biggest limitation of our work

as it greatly reduced statistical power. We suspect this may have been due to the

time commitment required for the study and that it was conducted in-person with

no online option, further reducing our sample to those who lived where the study

took place.
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5.7 Conclusion

We studied the progression of mental representations formed by programmers during

different stages of learning parallel programming. Their mental models were exter-

nalized using a code tracing task where participants drew diagrams representing the

execution of parallel code before, during, and after instruction. We also investigated

their mental models using a data race task and analyzed their responses to questions

about the code.

The findings presented in this paper indicate that as programmers learn parallel

programming they develop a stronger execution model and a weaker situation model.

The understanding of parallel code and how programmers model that code becomes

increasingly focused on the behaviour of data structures, how the are accessed and

changed by one or more threads, and the relationship between data structures and

different components of code. The results of our study also provide insight into

the topics that are of particular importance when teaching parallel programming

and when teaching programmers how to determine correctness of parallel code, in

particular, identifying data races.
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5.A Code Tracing Task Materials

The materials used for the data collection and analysis of the code tracing task

including the instructions and program provided to participants and the rubric used

for scoring the diagrams.

5.A.1 Tracing Instructions and Program

Trace the execution of the program provided. Draw a diagram using symbols and text

that represents your understanding of the execution of the program. The diagram

does not need to follow any conventions and can be in any configuration, it should

be drawn in such a way that conveys your understanding of the execution of the

code.

#include <omp.h>

int main(int argc, char* argv[]){

int n = 5, m = 10, x = 0;
int a[n][m], b[n], c[n], i, j;

#pragma omp parallel
{

#pragma omp for nowait
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for(i = 0; i < n; i++){
b[i] = i + n;

}

#pragma omp single nowait
c[0] = m;

#pragma omp critical
x = x + m;

#pragma omp barrier

#pragma omp for
for(i = 1; i < n; i++){

c[i] = b[i] + x;
}

}

x = x * 2;

#pragma omp parallel for private(j)
for (i = 0; i < n; i++){

for (j = 0; j < m; j++){
a[i][j] = b[i] * i + x;

}
}

return 0;
}

5.A.2 Diagram Rubric

Table 5.7 contains the type of information that was looked for in the diagrams

produced from the code tracing task. The code was available for the participants to

look at while drawing their diagrams.
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Table 5.7: Rubric used for analyzing diagrams produced from the code tracing task
(P = program model, S = situation model, E = execution model).

Variables
(primi-
tive
data
types)

Includes
the names
of the
variables
[P]

Includes
the initial
value
assigned to
variables
[P]

Data
Struc-
tures

Includes
the name of
the data
structure
[P]

States the
dimensions
of the data
structures
(may use
variables)
[P]

Describes
the
contents of
the data
structures
(in words
or
arithmetic
expres-
sion)[S]

Identifies
the decom-
position of
the data
structures
[E]

Identifies
relation-
ships
between
data
structures
(in words,
calcula-
tions,
expres-
sions) [E]

Control
Flow &
Data
Flow

Includes
branching
to represent
conditional
statements
[P]

Includes
branching
to represent
loop
structures
[P]

Includes in-
termediate
values for
scalar and
at least
partial final
values for
each data
structure
(excluding
loop
counters &
temporary
variables)
[S]

Includes
final values
for scalar
and at least
partial final
values for
each data
structures
(excluding
loop
counters &
temporary
variables)
[S]

A single
sequential
thread or
path of
execution
only [P]
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Continuation of Table 5.7

Program
Goals

Includes
general
descriptions
associated
with the
function of
loop
structures
[S]

Includes
general
descriptions
of the
functions of
chunks of
code (2 or
more lines)
[S]

Includes
descriptions
of the
sub-goals or
sub-tasks of
the
program [S]

Includes a
description
of the
overall goal
or task of
the
program [S]

Parallel
Execu-
tion

Distinguishes
between
sequential
and parallel
sections of
code or
paths of
execution
[E]

Identifies
single
threads of
execution
within a
parallel
region
where there
are
multiple
threads [E]

Identifies
implied
barriers [E]

Identifies
explicit
barriers
(i.e.:
barrier
directives)
[E]

Indicates
shared or
private
memory [E]
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5.B Code Tracing Task Results

Samples of diagrams that were drawn by participants during the code tracing task

(see Fig. 5.3, 5.4, 5.5).

Figure 5.3: Participant’s drawing from code tracing task 1 (before instruction).
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Figure 5.4: Participant’s drawing from code tracing task 2.
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Figure 5.5: Participant’s drawing from code tracing task 3.
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Chapter 6

Supplementary Results

Considering the importance of data races in this work, the results of the data race

task from Article III and IV were further analyzed (see Table 6.1). Identifying

data races was the task used throughout the empirical research on mental models

of programmers presented here to stimulate the comprehension process. In creating

the programs and introducing data races the goal was to make the task challenging

enough that participants had to spend time reasoning about the code. However,

the task should not have been so difficult that they resorted to guessing. Another

consideration was the task should be the appropriate level of difficulty for the target

population of each study (e.g.: novice and expert parallel programmers).

The mean accuracy for stimuli that did not contain a data race (see Table 6.1) was

higher than the accuracy for stimuli that did contain a data race. This may be due

to participants answering no in cases where they are unable to verify the presence

of a data race resulting in more false negative responses. The results indicate that

participants were able to perform reasonably well on the data race task and were

not simply guessing. The data race task was also challenging enough so that they
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had to consider the code carefully and were not always correct. The responses to

the data race task were not overwhelmingly no but a good balance of both responses

were provided with an acceptable level of accuracy.

Data Race No Data Race

Study Participants Expertise Mean SD Mean SD

Article III 15 expert 75.09 43.29 86.67 34.02
Article IV 21 novice 70.0 45.94 83.81 36.92

Table 6.1: Mean accuracy (percentage of correctness) for correctly determining the
presence of a data race and absence of a data race for each study.

169



Chapter 7

Conclusion

The systematic review in Article I provided an analysis of the empirical research that

has contributed to the understanding of the comprehension strategies used by pro-

grammers to understand code and the mental representations created in this process.

To address the gaps in the research uncovered by the systematic review a pilot study

was developed that used the detection of data races to stimulate the comprehension

process. The pilot study in Article II was conducted to determine if the stimulus set

and parameters of the experimental design produced a reasonable level of difficulty

for our target population of programmers with expertise in parallel programming us-

ing OpenMP. The results of the pilot study led to modifications of the experimental

design that was subsequently used in Article III to determine the type of information

included in expert parallel programmers’ mental models formed during the compre-

hension process and the code components used in detecting data races. Given the

challenges of recruiting expert parallel programmers the study described in Article

IV included teaching experienced programmers parallel programming using OpenMP

and then conducting the data race task once participants had the appropriate back-
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ground. Article IV also investigated the progression of programmers’ mental models

as they learned parallel programming.

As both new and newly established programming paradigms emerge it is important

to continue to consider how programmers form representations of the code and how

these may differ between paradigms. Understanding programmers’ mental represen-

tations will assist in developing instructional strategies, visualizations, and tools that

more accurately reflect and align with their mental models. The research presented

in Article II and III is the first published work on mental representations formed by

programmers during parallel program comprehension. Article III and IV provide the

first empirical evidence for an execution model formed by programmers during the

comprehension of parallel code. The study conducted in Article IV introduces a new

method for externalizing and analyzing mental models during a program comprehen-

sion task. The research presented here lays the ground work for empirical research of

mental models formed by programmers during the comprehension of parallel code.

This work also provides the first insights into the mental representations formed

by programmers during parallel program comprehension. These results would be

of interest to researchers in the psychology of programming field, computer science

educators, and those designing and developing programming tools.

During the comprehension process, programmers form mental representations of the

code they are working with (Détienne, 2001). This work provides initial observa-

tions about the mental models formed by programmers during the comprehension

of parallel programs. The findings of the research presented here support the theory

that in addition to the program and situation model, an execution model is formed

during the comprehension of parallel code. The results of the data race task from

the study conducted in Article III and IV indicated that both expert and novice

parallel programmers developed a stronger execution model compared to their situa-
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tion model. This was evident in the accuracy of participants’ responses to questions

about specific code components during the data race task. The results of the study

conducted in Article IV indicated that as experienced programmers learned parallel

programming their understanding of the code shifted from a situation model to an

execution model. This was evident from analyzing the scores of the diagrams de-

picting the execution of parallel code. The diagrams were scored using the rubric

developed in Article IV to determine the strength of each model. The results of

this research suggests that an execution model is formed during parallel program

comprehension by both novice and expert parallel programmers during both a data

race task and a code tracing task. The accuracy of responses to specific questions

about code components indicates that the behaviour of data structures, how they are

updated and changed, and the relationships between data structures is of particular

importance when detecting the presence of data races.

The systematic review conducted in Article I revealed that empirical research on

mental representations formed during program comprehension has focused primarily

on sequential code and has declined in recent years. The decline in research in

this field has meant that many programming paradigms have not been a part of

this work. This systematic review would be of interest to researchers who want to

build on previous work in this field as it provides an overview of the tasks used to

stimulate the comprehension process and methods for analyzing mental models. It

would also be of interest to researchers who want to expand the research on program

comprehension to include new programming languages and paradigms.

Other contributions of the research presented here are the development of two sets

of stimuli written in C using OpenMP directives and clauses for parallelization. The

stimulus set developed for the study in Article II and III is designed for program-

mers that are experts in parallel programming using OpenMP (Bidlake, 2022). The
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stimulus set developed for the study in Article IV is designed for novice parallel

programmers and would be appropriate for programmers who have only rudimen-

tary knowledge of OpenMP (Bidlake, 2023). These stimulus sets would be relevant

for replication studies and incremental research that builds on the work presented

here and for those who want to extend prior research on program comprehension to

include the parallel programming paradigm.

The teaching materials developed to introduce programmers to parallel programming

in OpenMP constitute another contribution of the work presented here. These mate-

rials were developed for the study conducted in Article IV and are publicly available

(Bidlake, 2023). The performance of participants on the data race task conducted

after instruction indicated that participants were able to form viable mental models

of the code. These results suggest that the instructional strategies and materials used

in the study were effective at introducing programmers to parallel programming and

understanding how data races can occur in OpenMP.

The study conducted in Article IV also introduced a novel methodology for exter-

nalizing and analyzing mental models during a program comprehension task. This

method involved participants drawing diagrams to represent their understanding of

the execution of parallel code. Compared to other commonly used methods of ana-

lyzing mental models such as verbal protocol analysis and studying code (Bidlake,

Aubanel, & Voyer, 2020), drawing diagrams to represent the execution of code is a

more natural task for programmers who would be familiar with the use of flowcharts

to represent program execution.

The studies conducted in Article III and IV analyzed participants’ responses when

asked what components of the code they used to determine whether or not there was

a data race. The common themes between the responses for both expert and novice
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parallel programmers were accessing memory, data structures, independent and de-

pendent code components, and thread behaviour including thread synchronization

and barriers. Understanding how memory is accessed and changed by threads in

both non-composite and composite variables is critical to detecting data races and is

not a trivial task. Programmers must be able to identify all the locations in the code

where memory accesses occur, determine if multiple threads access the same memory

location without controlling the ordering, and at least one of the accesses is a write.

Accessing memory can occur in many different parts of a program including assign-

ment statements, condition statements, and function calls. There are also important

distinctions between memory accesses for composite and non-composite variables.

When multiple threads access non-composite variables, data races occur when at

least one of the accesses is a write and the ordering is not controlled. However, with

composite variables and other data structures, multiple threads may access and write

to the same structure without controlling the order and not cause a data race if the

threads are accessing different memory locations within the structure. Therefore,

programmers must also understand how composite variables and data structures are

stored in memory. Identifying dependent and independent code components was

another common theme between novice and expert parallel programmers. Partici-

pants indicated that they identified dependencies between variables, data structures,

sections of code, looping structures, and even between iterations within a looping

structures to determine the presence of data races. OpenMP specifically allows par-

allelization of looping structures requiring programmers to have a firm grasp on

how looping structures work and how iterations of the looping structure are shared

amongst threads. Another theme identified from the code components programmers

used to identify race conditions was thread behaviour. Understanding how a pro-

gramming language or API allows parallel execution of code and synchronization of

threads is fundamental to verifying the correctness of code. Thread behaviour in
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OpenMP is controlled by the API directives and clauses. Programmers must know

how each directive and clause works and be able to recall whether or not a directive

has an implicit barrier that provides synchronization. The syntax used in the parallel

programming languages and API’s may also be confused with syntax commonly used

in other languages for other purposes. For example, OpenMP uses braces to enclose

blocks of parallel code and implicit barriers sometimes occur at the closing brace of

a parallel region. The same braces are also used in the C programming language

to enclose blocks of code including conditional statements, looping structures, and

functions. When OpenMP directives are used to parallelize programs written in C,

the braces for parallel regions can easily be confused with braces for other structures

in the code.

The themes identified in Article III and IV from the code components participants

used to determine the presence of data races would be of interest to computer sci-

ence educators. Many of these topics including memory accesses, data structures,

and looping structures are taught in introductory programming courses and are

foundational for programmers to understand parallel programming. However, Ma,

Ferguson, Roper, and Wood (2007) found that novice programmers often possess non-

viable mental models of assignment statements. In the research conducted by Tan,

Ting, and Ling (2009) novice programmers indicated they had a weak to moderate

understanding not only of variables but also arrays after completing an introduc-

tory programming course. The work done by Piteira and Costa (2012) also found

that arrays are among the topics that novice programmers feel they have the most

difficulty with. The results of the study conducted by Garner, Haden, and Robins

(2005) showed that novice programmers most frequently had problems with arrays

and loops. Given the importance of variables, arrays, and looping structures in

parallel programming and the difficulty novice programmers have in understanding
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these concepts may be one possible explanation of why parallel programming has

a reputation of being more challenging than sequential programming (McKenney,

2017).

The results of the work presented here are important for informing the development

of instructional materials and practices. Understanding mental models is impor-

tant for diagnosing learners’ misconceptions, developing tailored instruction to help

learners overcome misconceptions, and developing instructional materials such as vi-

sualizations to assist learners in understanding parallel programming. The themes

identified here as important for verifying the correctness of code are also topics that

need to be emphasized and reinforced in parallel programming courses. Ensuring

programmers understand memory accesses, data structures, and looping structures

is important for them to be able to learn parallel programming. The mental models

formed during parallel program comprehension are also important for informing the

development of tools and visualizations that are meant to assist programmers in the

development and verification of parallel code.

7.1 Future Research

The work presented here is the first step in bringing parallel programming into the

psychology of programming field. More research is needed to validate the initial

findings presented here and expand the understanding of the mental models formed

during parallel program comprehension. Future studies should explore the use of

different tasks that are specific to parallel programming and are tasks that pro-

grammers commonly perform. Tasks could include optimization tasks, detection of

deadlocks, and updating code that contains errors such as deadlocks and data races

to eliminate them. Eye tracking could also be used to assess the process by which

programmers construct their mental models. The work presented here can also be
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extended to other parallel programming languages and API’s.
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