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Abstract

This thesis presents a novel framework that integrates causal inference and coun-

terfactual reasoning directly into SQL so that domain experts with minimal pro-

gramming skills can solve real-world problems. Following SQL’s original purpose of

empowering data querying, our approach extends it with intuitive causal keywords to

enable advanced analysis using simple queries. The framework utilizes meta-learners

and uplift modeling to learn treatment effects facilitate decision-making across do-

mains. To generate counterfactuals, it combines KD-Trees for accurate neighbor

search in low-dimensional data and distributed Locality Sensitive Hashing (LSH) for

high-dimensional matching. This hybrid method ensures diverse, causally valid and

interpretable counterfactuals by retrieving similar cases from distinct clusters. These

counterfactuals improve the explainability by clarifying the effects of the interven-

tion and model behavior. By merging causal modeling with accessible SQL syntax,

our system bridges domain knowledge and machine learning, enabling transparent,

scalable, and explainable decision support.
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Chapter 1

Introduction

1.1 Motivation

As Artificial Intelligence (AI) systems become increasingly integrated into critical

decision-making processes, the opacity of these ‘black-box’ models poses significant

challenges to trust and accountability.

Despite the remarkable capabilities of machine learning (ML) and deep learning

(DL) models, their lack of interpretability undermines their utility in domains where

understanding the rationale behind decisions is imperative. Current XAI methods

provide limited insights, often failing to reveal the causal mechanisms that drive

model predictions. This shortfall hampers our ability to fully harness AI’s potential

while ensuring ethical and responsible use.

To move beyond mere predictions and correlations, there is a pressing need to in-

tegrate causal inference into AI systems. Causality allows us to answer the ‘why’

behind outcomes, offering deeper insights and enabling more informed interventions.

However, integrating causal reasoning into existing data infrastructures, particularly

SQL databases that form the backbone of enterprise data management, presents

significant challenges.

1



1.2 Thesis Problem Statement

Current AI models, particularly DL models, operate as black-boxes. While explain-

able AI (XAI) methods like SHAP (SHapley Additive exPlanations) and LIME (Lo-

cal Interpretable Model-agnostic Explanations) offer some insights into model pre-

dictions, they are limited and non-causal. Reliance on these approximation methods

can obscure the true complexity of AI models and fail to provide the deeper, causal

explanations necessary for meaningful decision-making.

This resulted in a growing need for methods that would require a deeper insight-

based reasoning into decision-making than just mere approximations. This leads us

to causal inference, which offers a more promising approach, to move beyond mere

correlations, whilst providing meaningful explanations.

Chamberlin and Boyce proposed SQL–with the aim to create a language accessible

to non-technical users. They were motivated to develop something which could be so

simple, that one did not have to spend hours learning it and could be used intuitively.

This vision led them to making data management, a concept used to take humans

to the moon, more accessible to a wider audience. Since then, SQL has become one

of the most widely known and utilized standard languages.

This thesis aims to integrate existing causal inference techniques into SQL, making

them accessible and usable for a broader audience. By embedding causal inference

within SQL, a language familiar to many data practitioners, we aim to develop meth-

ods that are scalable, efficient, and applicable in real-world scenarios. This integra-

tion seeks to bridge the gap between current XAI methods and the need for deeper

causal explanations, ultimately enhancing the interpretability and trustworthiness

of AI models.

This thesis aims to address the following questions:

RQ1 How can causal inference be effectively integrated with SQL to improve the

accessibility of causal relationships in datasets?

2



RQ2 How can we efficiently generate counterfactual ranges in real-time for individ-

ual -level interventions using scalable methods?

RQ3 How can SQL-based causal inference extend traditional correlational models

and provide deeper insights into complex data?

1.2.1 Applications of SQL in Causal Inference

Integration of SQL and causal inference opens up numerous practical applications,

especially in healthcare. Hospitals can leverage SQL-based causal inference to assess

the impact of different treatment protocols on patient outcomes. By applying PSM

to patient data, hospitals can determine whether a particular drug regimen is causally

linked to faster recovery times while adjusting for confounders such as patient age

or pre-existing conditions [4].

A key example of this is the use of Directed Acyclic Graphs (DAGs) to evaluate

treatment pathways for patients with chronic illnesses. In this scenario, SQL-based

causal inference helps to identify how different variables - such as patient demograph-

ics, treatment types, and existing health conditions - interact to influence patient

outcomes. For instance, hospitals can query their databases using DAGs to determine

whether a combination of medication and lifestyle interventions causes improved re-

covery times for patients with diabetes, controlling for variables such as age, diet,

and exercise levels [5].

This approach would not only allow medical professionals to better understand which

treatments are most effective but also helps in identifying potential side effects or

interactions between drugs that could adversely affect patient health. By using SQL-

based DAGs, hospitals can automate this process and scale their analyses across large

datasets in a privacy-compliant manner, ensuring that sensitive health data remains

within the secure confines of the database [6].

Moreover, integrating SQL-based causal inference into electronic health records
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(EHR) systems allows for real-time querying and decision-making. Medical staff can

instantly assess the likely outcomes of different treatments, ensuring that patients re-

ceive the most appropriate care based on causal analysis, rather than relying solely

on correlative data [7]. This level of causal understanding is critical in reducing

healthcare costs by optimizing treatment protocols and avoiding unnecessary inter-

ventions.

For instance, a hospital can use SQL-based causal inference to query EHR data

on patients with chronic conditions like diabetes. By incorporating DAGs into the

analysis, medical professionals can explore the effects of combined treatments, such as

medication and lifestyle changes, while controlling for variables like patient age, BMI,

and baseline health conditions [5]. Such queries can reveal not only the effectiveness

of specific interventions but also identify potential adverse interactions that may

compromise patient health.

Beyond healthcare, SQL-based causal inference also has applications in other in-

dustries, such as finance and marketing, where understanding the causal impact of

strategies is essential for effective decision-making [8].

1.3 Aim of this Thesis

This thesis aims to design and implement a framework that can capture the un-

derlying causal relationships within and/or between datasets, for enabling users to

explore and materialize intervention strategies. First, the framework should be ac-

cessible to anyone with a dataset, and looking for more than mere correlational ML

methods for explanations using SQL. Second, it aims to propose an efficient, real-

time counterfactual range of possibilities, allowing for the prediction of generative

outcomes in uncertain scenarios, particularly at the individual level for treatments

or interventions.
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The objectives of the thesis are as follows:

• Develop a user-friendly SQL-based framework to support causal learning mod-

els and causal inference techniques.

• Propose a method for real-time counterfactual range generation for predicting

individu- al-level outcomes.

• Test and validate the framework using real-world data to demonstrate its ef-

fectiveness.

1.4 Significance of this Thesis

Unlike traditional correlation-based approaches, this framework allows users to ex-

plore complex scenarios and make better-informed decisions. To generate counter-

factuals for answering and simulate relevant ‘what-if’ scenarios. All of this is done

via SQL, which introduces a practical method to make causal analysis accessible to a

broader audience, while at the same time improving the transparency and reliability

of AI models with this approach in the longer run.

1.5 Research and Development Methodology

The methodology is broadly divided into four phases, as follows:

1. Literature Survey: Analysed existing approaches in XAI, causal inference,

and the limitation of current methods.

2. Design and Implementation: Proposed a framework, focusing on SQL

parsing, query execution, and the integration of causal models. Implemented

the systems using Python and SQLGlot, ensuring compatibility with various

database engines.
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3. Datasets: Selected and preprocessed relevant datasets, such as healthcare,

where understanding causal relationships is crucial. Used these datasets to

generate counterfactual scenarios and validate the framework’s effectiveness.

4. Testing and Validation: Performed unit tests and integration tests on the

components. Validated the framework’s outputs using metrics like Euclidean

distance for counterfactual validation.

1.6 Thesis Organization

The thesis is organized as follows:

• Chapter 2 (Background and Related Work): Reviews the literature and

sets the context for integrating causal inference into SQL.

• Chapter 3: Causal Inference in Relational Databases: Extending

SQL with Causal Inference Operators presents our method for embedding

causal models within SQL, highlighting key design choices and benefits.

• Chapter 4: Counterfactual Reasoning in Relational Databases de-

scribes our framework for generating realistic counterfactuals using techniques

such as KD-Trees and distributed LSH along with causal filtering.

• Chapter 5: Conclusions and Future Work summarizes the contributions,

discusses limitations, and suggests directions for future research.

1.7 Main contributions of this thesis

The main contribution from this thesis is a developed framework that integrates

causal inference with SQL. It is a framework that enables users to perform causal

analysis through intuitive SQL commands, making causal inference accessible to
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those familiar with SQL without requiring deep knowledge of ML or programming

languages.

1.8 Summary

This thesis addresses the lack of interpretability in modern AI models. Particularly

DL systems used in critical decision-making. The opacity of these “black-box” mod-

els undermines trust and accountability because stakeholders cannot understand the

rationale behind decisions in areas like healthcare and finance.

Current XAI methods, such as SHAP and LIME, provide some insights but fail to

reveal the underlying causal mechanisms, offering approximations that may obscure

the true complexity of AI models.

To overcome these limitations, this thesis proposes integrating causal inference tech-

niques into AI systems. Causal inference allows for understanding the “why” behind

outcomes, offering deeper insights beyond mere correlations and predictions. How-

ever, implementing causal reasoning within existing data infrastructures, especially

SQL databases widely used in enterprises, presents significant challenges.
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Chapter 2

Background and Related Work

2.1 Machine Learning (ML) and Correlation Anal-

ysis

2.1.1 Importance of Correlation-Based Methods

Correlation-based methods have been used to measure the relationship between two

or more variables, to quantify how they move in relation to each other by association.

This has been foundational to many fields that have used it to analyze data patterns

and come up with findings that can be used to quantify the potential changes in the

variables.

Correlation measures association but not directionality or underlying causal drivers

in complex systems. For example, correlations can suggest patterns, but they do not

necessarily imply a causal relationship. This distinction has been extensively studied

to prove confounding variables often obscure the true causal effect [9, 10], possibly

affecting high-stakes decisions.

Researchers, analysts, and data enthusiasts frequently rely on correlational meth-

ods to investigate the relationships between variables to make educated predictions.
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Aspect Correlation Causality

Nature of Relation-
ship

Association between variables Cause-and-effect relationship

Directionality Symmetric Asymmetric (cause precedes
effect)

Intervention Cannot guide interventions Guides interventions based on
causes

Underlying Mecha-
nisms

Does not reveal underlying
mechanisms

Reveals underlying mecha-
nisms

Handling Con-
founders

Cannot differentiate con-
founders

Can address and adjust for
confounders

Application Do-
mains

General data exploration High-stakes decisions (e.g.,
healthcare, economics)

Table 2.1: Comparison of Correlation vs. Causality

However, while correlation can help identify associations, it falls short of establishing

causal relationships.

Correlation-based methods have been widely used in fields such as economics, where

analysts have done studies to show how a person’s education level affects the potential

income they would earn [11]. In finance, it has been used to estimate stock prices

versus interest rates, thus when interest rates fall, it results in a fall of stock prices

as well [12]. However, correlation-based methods can fail to account for confounding

factors. For instance, a classic example is the ice cream sales and shark attack

incidents, where both increase during the summer, but this correlation does not

mean ice cream sales cause shark attacks. Instead, the increase in temperature and

people wanting to enjoy being in bodies of water in the summers is the confounding

factor [13, 14].

2.1.2 Limitations of Correlation-Based Approaches

As correlational-based studies offer an associational insight into the dataset that

a person is trying to examine, they do not fully capture the relationship between
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Figure 2.1: Shark Attacks by Month
(1926–2012). Recreated by the using
data from the International Shark At-
tack File (ISAF), 1926–2012: [2]

Figure 2.2: Per Store, Per Month Ice
Cream Sales in USD. Recreated by using
sales trend data from CSX LLC via NACS
Magazine, April 2023: [3]

variables. Thus came the popular saying that correlation does not mean causation.

Correlation does not serve a huge purpose towards capturing the real relationships,

whether they are directly or indirectly affected or not. However, they do manage

to help quantify decisions that can then be taken in turn for complex studies and

building complex models. This is because they cannot account for confounding

variables, therefore, limiting their ability to reveal the underlying mechanisms at

play [15][14].

To address the limitations of correlation, ML models have been developed. ML

models utilize correlation to identify important features and dependencies between

variables. ML goes beyond simple associations to model more complex patterns

in data. However, traditional ML models still suffer from limitations such as the

“bias-variance trade-off” and “computational complexity,” which make them prone

to overfitting or underfitting in large datasets or complex problem domains [16, 17].

This process of identifying the main features helps guide model selection and fea-

ture engineering. If several independent variables are correlated, resulting in multi-

collinearity, correlation-based methods help to detect this, thus enabling ML models

to be optimized by removing or merging redundant features. Although correlation

helps us identify relationships between multiple variables, it does not imply causality.

If that were the case, then it could be inferred that ice cream sales attract sharks in
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summer [13].

While correlation-based methods help identify trends and associations, they are often

just a starting point. ML and deep learning (DL) are required to model more complex

patterns in data, as they allow for deeper exploration of relationships. However,

even these methods have their own set of limitations, leading to the rise of a need for

causation based explanations to understand why variables interact in specific ways.

2.1.3 The Rise of Machine Learning and Deep Learning

Correlation-based methods show and help us quantify how variables relate, but fail

to predict future behaviour. This led to statistical models such as regression that

work well for linear relationships. However, real-world data often involve complex,

non-linear relationships that statistical models often struggle to capture, as these

traditional models only rely on static relationships and therefore ignore dynamic

patterns in data.

ML was developed to handle and detect these complex patterns [18, 19]. It is used to

handle large datasets and non-linear interactions way better than traditional meth-

ods. ML algorithms, like decision trees, improve upon limitations set by correlation-

based methods. They are able to capture dynamic relationships and handle interac-

tions that correlation misses. Also, unlike manual analysis in correlational studies,

ML models learn patterns from raw data automatically. While statistical models of-

ten struggle to process large datasets and often remain static, ML adapts over time

to work really well with larger datasets. Therefore, by learning from past data, ML

provides better predictions than simple correlation.

ML allows manual feature extraction and engineering, for identifying the key vari-

ables in complex datasets. This heavily limits their scalability, as they require human

intervention to perform feature engineering time and again. This causes processes

to take a significant amount of time, while at the same time being subjected to:
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• Bias: Since humans choose features based on their own inherent understanding,

it poses a risk of introducing bias or overlooking critical patterns.

• Limited Adaptability: Manual feature engineering works for one specific task,

but may not generalize well across a different given set of tasks.

• Scalability Issue: As the data grows in size or complexity (for example: un-

structured data/images/videos/text), manual feature extraction becomes less

practical.

This is where DL overcomes this limitation. DL models are capable of automati-

cally learning features from these raw data. This process is done through multiple

layers of abstraction, therefore, reducing the need for manual intervention. Neural

networks, particularly in DL, are able to discover complex patterns directly from the

data, allowing greater scalability and adaptability in handling diverse and massive

datasets.

Therefore, as DL models receive even more data, their performance improves signif-

icantly. This scalability, which it provides, has driven advancements in AI, such as

natural language processing (NLP) and image recognition. Although it reduces the

need for manual feature selection, it requires massive computational resources due

to its complex neural networks.

Despite the success, DL models are often black-boxes. This makes their decisions

difficult to interpret and quantify at times. This opacity underscored the need for

methods that can help bring transparency to these powerful systems. Now, the

demand for interpretability and transparency, initially addressed by correlational

methods, has come full circle.

This lack of interpretability in deep learning models has raised concerns, particularly

in high-stakes domains, prompting the need for approaches that explain not only

what the model predicts but also how and why these predictions are made. This led
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to the emergence of Explainable AI (XAI).

As they are applied to high-stakes domains, the need for trust triumphs. Now, XAI

aims to restore that clarity. XAI aims to demystify these complex AI systems, to al-

low users to understand decisions, and to assist in domains with ethical implications.

This bridges the gap between AI’s power and correct use.

2.2 The Rise of Explainable Artificial Intelligence

In the first quarter of 2024, one of Canada’s five major retailers reported a profit

of $13.58 billion [20], utilizing ML pipelines to make relevant pattern-driven opti-

mizations, while 17.8% of households in Canada suffer from food insecurity [21].

Here, in this context, XAI has emerged to be a critical field which hopes to ensure

that the power of AI/ML is wielded responsibly. XAI emerged to make AI systems

transparent.

As the ML and DL models became more powerful, their lack of transparency created

a critical gap in ensuring accountability and trust, especially in high-stakes areas.

This challenge spurred the development of XAI, which aims to demystify AI systems

and provide explanations for decisions. XAI has therefore become a cornerstone

for bridging the gap between complex ML models and the need for transparency

in decision-making processes, in areas where decisions could have major ethical, le-

gal, and social implications. These AI systems have performed well, helping us in

decision-making. However, as these AI systems have continued to grow more sophis-

ticated, the demand to make these methods more understandable has also intensified,

especially in domains of critical importance such as healthcare [22, 23], finance [24]

and criminal justice [25]. With the growing concern over the black-box nature of

many AI models, particularly DL systems, XAI has become one of the key drivers

to tackle those issues. Although accurate, these models often lack interpretability as
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to how they came to a particular decision. This makes them difficult to trust, given

that the consequences of decisions are high. For example, in healthcare, it is cru-

cial for both the doctors and the patients involved to understand why an AI model

predicts a particular diagnosis, to then act on the AI’s recommendation [26, 27].

Furthermore, in the development of XAI, regulatory pressures have also played a

significant role. With the introduction of regulatory boards such as the General

Data Protection Regulation (GDPR) in the European Union, there has been a legal

requirement that AI systems be explainable. Article 22 of the GDPR mandates that

individuals have the right to explanations when subjected to automated decision-

making processes. This has led organizations to invest in and prioritize the develop-

ment of AI models that need to provide transparency and accountability while being

able to perform optimally [28, 29].

2.2.1 Limitations of Current XAI Approaches

Although this pursuit of knowledge has sometimes resulted in unfortunate events,

it has also been used to make good decisions towards the greater good, such as

using DL models which have improved diagnostics in healthcare [30] and prediction

and mitigation of climate change [31]. Although current models are usable and

reliable to a certain degree, they are often too obscure for people to understand the

rationale behind the decisions. The use of such traditional black-box approaches

would be highly problematic in critical domains, especially in the fields of medical

science, finance, or criminal justice. In these high-stakes domains, as AI systems are

increasingly integrated, the demand for the development of explainable methods to

demystify the decision-making process of these black-box models has increased. This

includes domains of utmost importance where stakeholders need to understand the

decision, to ensure accountability, trust in AI systems, and fairness.

The black-box nature of DL models often leaves users, researchers, and anyone in-
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volved in the rationale behind decision-making in the dark. The need to tackle

this problematic uncertainty and demystify these models to provide clear and un-

derstandable results for their decisions is what led to the initial exploration of XAI

[32, 33, 34]. As the field of AI has evolved, it has become increasingly evident

that many existing methods to achieve explainability, such as SHAP [35] and LIME

[36], often only provide superficial insights into the decision-making process of these

models [37].

Aspect SHAP LIME

Explanation Type Global and local interpretability Local interpretability

Complexity Computationally expensive Faster but less precise

Model Compati-
bility

Model-agnostic, supports multi-
ple models

Model-agnostic, but supports
fewer models

Scalability Struggles with large datasets More scalable than SHAP

Accuracy More accurate and faithful to
the model

Approximate explanations

Interpretability Provides feature importance for
every instance

Provides feature importance for
individual predictions

Table 2.2: Comparison of SHAP and LIME for XAI

However, while these methods have become standard tools, they have their own set

of Achilles’ heel. For example, SHAP and LIME:

1. Are computationally expensive [38].

2. May not scale well with larger datasets or real-time applications [39, 40].

3. Often require simplifications that can obscure the true complexity of the model’s

decision-making process [32, 41].

This causes questioning of its reliability, in terms of efficiency and trustworthiness,

for certain contexts.

In the field of healthcare applications, where the stakes are extremely high, the

limitations of current explainability techniques are particularly pronounced. For
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example, while feature importance scores point towards which features could indicate

a model’s predictions, they do not elucidate the underlying mechanisms of the model

itself [42]. This lack of depth in the explanations generated can lead to mistrust

among stakeholders, who would certainly be hesitant to rely on something that does

not provide comprehensive insights into their decision-making processes [43]. In high-

stakes contexts, the trade-off between model accuracy and explainability presents a

complex challenge for decision-makers. To this point, they would need to prioritize

different aspects of the model performance based on their specific needs and the

context involved [25, 42].

Furthermore, the reliance on approximation methods raises concerns about their va-

lidity. For example, LIME and SHAP, although widely used, have been criticized for

their inability to fully capture the underlying complexities, leading to potential mis-

interpretations of model behaviour [44, 45]. As aforementioned, where decisions can

have profound impacts, the challenge remains to develop robust and comprehensive

frameworks. These should be frameworks that not only aim to enhance transparency,

but also foster the foundation of relationships between entities – Trust [32].

2.2.2 Need for Causality - Moving Beyond Just Explaining

Predictions

While XAI provides valuable insights into how AI models arrive at their decisions,

it does not fully address the ‘why’ - why certain outcomes occur. To answer this

question, causal inference becomes essential [46, 47]. It provides the necessary tools

to move beyond correlation and predicting patterns for uncovering cause-and-effect

relationships. Just as leaders cannot be trusted unless they relay their underlying

intentions behind decisions, a similar intention applies to AI. It cannot be considered

trustworthy in high-stakes environments until the model can effectively communicate

model decisions. While XAI has continued to make major strides in the face of the
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opacity of DL models, challenges still remain.

XAI techniques like SHAP and LIME are useful, but they often fall short when it

comes to answering the crucial question: “Why?” Causality, however, is all about

finding those answers. It fits better with how we naturally think about trying to

understand cause and effect. If it were not for this thinking, we would probably still

have been living in caves. Moving from correlation to causality is a big step towards

making AI systems more transparent and trustworthy [48]. While XAI can explain

how a model arrives at a prediction, causal inference provides the tools to answer the

deeper question: ‘What would happen if we change this variable?’ By understanding

interventions, we can better grasp not just how a system behaves but how specific

actions lead to particular outcomes.

Classifier Sv(1) Sv(2) Sv(3) Sv(4) Rank

κ2,a 0.000 0.000 −0.125 −0.125 ⟨3 : 4, 1 : 2⟩
κ2,b −0.167 −0.167 −0.042 −0.125 ⟨1 : 2, 3, 4⟩

Table 2.3: Exact SHAP scores for two decision tree instantiations (κ2,a and κ2,b).
Features are ranked by absolute SHAP values, indicating their influence on model
predictions. Table recreated using data from [1]. Here, features 1 and 2, which
should have been ranked higher due to their relevance, are assigned zero importance
by SHAP. In contrast, irrelevant features 3 and 4 are assigned non-zero SHAP scores,
further illustrating that SHAP can misinterpret the relative importance of features.

With big leaps, your body needs to be able to land correctly to avoid ligament issues;

similar intentions apply to the integration of AI with causal reasoning. The reason

for this intention is that Causal models:

• Can be complex and require more substantial data

• Require more computational resources,

• Entail an in-depth understanding of what trigger might cause what action [49].

Moreover, integrating these into existing frameworks requires a paradigm shift in

how we approach current AI model development and evaluation as they presently
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fail to establish causal relations [50].

However, the benefits far outweigh the challenges, making it a promising direction

for future research in XAI.

2.3 Causal Inference

2.3.1 What is Causality? Correlation vs. Causation

Causality focuses on questioning and understanding cause-and-effect relationships.

Unlike correlation, it shows us how one event can influence another, whereas correla-

tion can only measure the strength of association between the two events or variables.

It does not simply imply that one event causes another [9]. As aforementioned, ice

cream sales and shark attacks may increase together, but that does not mean one

causes another.

As correlation can only reveal associations between two variables, this is where

causality comes in. Causality is all about identifying the true drivers behind ob-

served events. A causal relationship exists when one changing variable is able to

affect another. This concept is essential in fields, such as economics and health care,

where interventions matter [10, 51, 52].

It also involves eliminating confounders - variables that affect both the cause and

effect. Statistical learning has faced criticism for only capturing superficial relation-

ships between variables. Thus, to address the issue and distinguish causal links, su-

pervised ML approaches have been proposed [53, 54, 55], to help distinguish between

direct and indirect relationships. In causality, Directed Acyclic Graphs (DAGs) are

often used to model these relationships. DAGs help serve as a ground for depict-

ing causal relationships among variables. These graphs, in turn, help researchers

convey the relationships between entities. In addition, they also help visualize how

components of a system influence each other to facilitate identification of direct and
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Figure 2.3: Causal Directed Acyclic Graph

indirect effects, also known as mediation. Understanding the underlying causality

helps decision makers predict outcomes and implement effective strategies [56].

ML algorithms often identify patterns, but correlation-based models lack causal in-

sight. For example, a ML model can predict which patients have a disease but does

not explain why [57]. Causal inference goes deeper to answer the question of “why”

behind a pattern [56].

Causality requires sophisticated methods like Mendelian randomization (MR) and

instrumental variables. These methods have helped establish causal links where

experiments are not possible. MR uses genes as instruments for making variations

to infer causality in epidemology [51].

In summary, while correlation informs us of relationships, ML and DL help us find

patterns in data for future predictions without explaining the why behind them,

therefore leaving it to the users to understand its underlying patterns.

2.3.2 Role of Directed Acyclic Graphs (DAGs) and Causal

Graphs in Modelling Relationships

In causal analysis, understanding relationships is crucial. Directed Acyclic Graphs

are used as a primary tool to depict these relationships. Unlike correlation, which
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shows an association, DAGs illustrate how one variable might directly affect another.

These DAGs help researchers communicate on level grounds and record complex

interactions among these variables visually. Each node on the graph represents a

variable and each edge shows a causal relationship. This “acyclic” nature means

that there is no feedback loop that exists, ensuring that the causes precede their

effects.

These DAGs allow for clear and concise differentiation between direct and indirect

effects that may be noticed. Using these DAGs, researchers can model how one vari-

able affects another. For example, in animal husbandry, the first usage of DAGs can

be seen and dated as far back as 1921, when it was used to record the interrelations

between the factors that were then used to determine what the weight of guinea pigs

at birth could be, and then at weaning, which is 33 days from birth [58].

In ML, DAGs are crucial because they allow incorporating domain knowledge into

models [53]. As ML algorithms find patterns in the data without causal under-

standing, a DAG can guide the model to focus on meaningful relationships rather

than spurious correlations. Therefore, when constructing DAGs it is vital to include

domain knowledge, as omitting key variables can lead to incorrect conclusions [55].

DAGs are also helpful for addressing confounding, as confounder variables often

influence both the cause and effect, leading to biased results. DAGs have enabled

researchers to visualize and control for confounders, resulting in a more accurate

causal inference [54].

They also support counterfactual reasoning, which is crucial for answering “what-

if?” questions. By leveraging the structure of DAGs, researchers can estimate how

one variable might influence another under different scenarios. For instance, coun-

terfactual analysis can be applied in medicine to predict how different treatments

could affect patient outcomes [59].

In addition to identify causal relationships, they are also essential for mediation
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analysis. Mediation occurs when one variable affects another variable through an

intermediary variable.

DAGs help provide a clear visualization of these indirect effects, therefore separat-

ing them from direct causal links. This allows researchers to fully understand how

variables influence each other within a system.

Despite their strengths, constructing accurate DAGs requires deep domain expertise

and a comprehensive understanding of the relevant variables involved in decision

making [53]. In addition, as more variables are added to the DAGs, they become in-

creasingly complex and harder to understand. However, their ability to reveal causal

insights far outweighs these challenges, making DAGs indispensable for modelling

high-dimensional data and understanding causation.

DAGs also play a critical role in ensuring fairness in ML. By modelling causal paths,

they can help us identify the potential sources of conflict, therefore, ensuring that

the algorithms are making decisions on valid causal factors [60, 61].

In conclusion, DAGs offer us a structured way to model complex causal relationships

between variables. They help bridge the gap between statistical correlation and

deeper cause-driven understanding. Thus, by incorporating DAGs into ML models,

researchers gain insight from both direct and indirect effects, leading to more in-

terpretable results and making DAGs a fundamental tool for advancing both causal

inference and ML research.
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Figure 2.4: SQL and DAG-Based Causal Inference for Assessing Treatment Effects
in Healthcare

Aspect Directed Acyclic Graphs

(DAGs)

Causal Graphs

Nature Represents relationships be-

tween variables

Represents causal relationships

between variables

Use in Causality Can be used to model causal re-

lationships

Explicitly models causal inter-

actions

Cycles No cycles (acyclic) No cycles (acyclic)

Applications ML and probability Causal inference and policy

analysis

Visualization Often used for visualizing de-

pendencies

Helps in understanding cause-

effect relationships

Table 2.4: Comparison of DAGs vs. Causal Graphs
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2.3.3 Counterfactuals and their Role in Understanding

Causal Relationships

Counterfactual reasoning helps to explore hypothetical “what if” scenarios in causal

inference. It helps us to determine how the results could change if a specific event

occurred differently. By examining alternate realities, counterfactuals help us to

dig deeper into these scenarios, therefore improving our understanding of cause and

effect.

Counterfactuals play a significant role in the following:

• They improve the fairness and accountability of the model by ensuring that AI

decisions are unbiased, ensuring that sensitive attributes do not unduly affect

the outcomes [54].

• They help provide more actionable insights than correlations alone.

• They help differentiate between direct and indirect effects in the data, which

is critical to understanding the effectiveness of the intervention [55].

It is so significant that MR in epidemology leverages genetic variations with coun-

terfactual thinking to addresss counfounding factors in situations where randomized

trials are not feasible [51].

Integrating counterfactual reasoning into ML models enhances interpretability there-

fore and enables researchers to explore outcomes and understand how these results

would shape out with specific interventions [62]. A study recently demonstrated this

by introducing a Bayesian method to learn probability trees from both interventional

and observational data. Unlike traditional models, probability trees offer a context-

specific representation of causal dependencies, therefore, allowing for more nuanced

computations of both interventions and of counterfactuals.

This method quantified the information gain from each intervention, to ensure opti-

mal decision making, including future actions. The researchers tested this on both
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simulated and real datasets. This in turn demonstrated its efficiency and accuracy

in identifying causal relationships in different settings. The results show that using

probability trees for active learning, they were able to combine causal reasoning, not

only to improve the understanding of the complex relationship but also to pave the

way for its broader applications [62].

These methods go beyond observational data in order to simulate alternative out-

comes by modifying key variables. For example, in healthcare, counterfactuals help

us explore how different treatments would impact patient recovery [63]. However,

these evaluations hinge on key assumptions like Treatment-Unit Additivity (TUA).

TUA assumes that the treatment has a consistent effect across all individuals [64].

However, in real-world applications, this is unattainable, as individual responses to

treatment often vary. Significantly. Therefore, a milder version of TUA (M-TUA)

aims to reduce these constraints, making counterfactual models more applicable to

real-world tasks [63].

By simulating these different scenarios by adjusting for the interventions and coun-

terfactuals produced by those specific interventions, these counterfactual generations

can offer a practical guide to policy and decision-making. By simulating alternative

scenarios through adjusted interventions and their corresponding counterfactuals and

evaluating the resulting information gain, demonstrates how counterfactual genera-

tion can serve as a practical tool for guiding policy and decision-making. This in

turn strengthens predictive models to ensure a better understanding of cause-and-

effect mechanisms, a key feature missing in traditional ML models, therefore, making

counterfactual reasoning crucial to causal inference and helping address biases across

domains [59, 57].
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Aspect Counterfactuals Observational Data

Purpose Explores “what if” scenarios Analyzes actual observed data

Assumptions Requires assumptions like
treatment-unit additivity

No specific assumptions about
interventions

Complexity Computationally expensive Less computationally intensive

Applications Decision-making, policy simula-
tions

General data analysis

Examples “What if we gave a different
treatment?”

“What patterns do we observe in
the data?”

Table 2.5: Counterfactual Reasoning vs. Observational Data Analysis

Figure 2.5: Counterfactual Reasoning Process
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2.3.4 Statistical Techniques for Causal Inference

2.3.4.1 Randomized Controlled Trials (RCTs)

Randomized Controlled Trials (RCTs) are widely acknowledged as the gold stan-

dard for causal inference, due to their ability to show strong causal relationships by

randomly assigning subjects to treatment and control groups. For instance, in the

development of COVID-19 vaccines, RCTs played a crucial role in providing efficacy

and safety [65]. However, RCTs face ethical and logistical constraints, particularly

when testing treatments for life-threatening diseases where withholding treatments

from a control group would be unethical. This makes them costly, time-consuming,

and impractical for large-scale, long-term studies. RCTs have influenced the approval

of treatments such as chemotherapy, which have significantly improved survival rates

through these trials [66], therefore, setting the foundation for healthcare policy and

treatment guidelines globally.

2.3.4.2 Propensity Score Matching (PSM)

Propensity Score Matching is a method frequently used to reduce bias in observa-

tional studies by matching treated and untreated subjects with similar covariates.

It has become increasingly important due to its comparative effectiveness. For ex-

ample, in cancer treatment studies, PSM allows unbiased estimation of treatment

effects while adjusting for confounders in observational research [67].

Although effective in reducing bias, it heavily relies on the accuracy of observed co-

variates and does not fully eliminate unobserved confounding, but offers an improved

approach than correlational methods.

2.3.4.3 Instrumental Variables (IVs)

Instrumental Variables (IV) techniques are used to address endogeneity issues - situ-

ations where explanatory variables are correlated with an error term - by identifying
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instruments that affect treatment but do not directly influence the outcome. IVs play

a crucial role in estimating causal effects in the presence of unobserved confounders,

enhancing the validity of causal inferences.

By matching treated and untreated subjects along with similar characteristics, re-

searchers may be able to reduce the confounding effects. It is especially useful when

clinical trials cannot be conducted, as in some cancer treatments [68]. By controlling

things like age or medical history, PSM gives researchers clearer results. It has also

been helpful in studying diabetes treatments by comparing the effects of lifestyle

changes and medication [69]. However, it is not perfect as it depends on how well

the characteristics are measured, and it cannot deal with hidden factors [70, 71].

Even so, it is better than just looking at correlations because it gives deeper insights

[70].

2.3.4.4 Difference-in-Differences (DiD)

Difference-in-Differences (DiD) methodology involves comparing changes in out-

comes over time between a treatment group and a control group. By analyzing

the differential impact of a treatment on outcomes, DiD provides insights into causal

relationships in observational studies [72].

DiD only works well if both groups would have followed the same trend if there had

been no intervention. This is called the “parallel trends assumptions”, and if it is

wrong, the results can be incorrect [73]. If there are other confounding variables

with one of the groups, it can tamper the complete analysis [74].

2.4 SQL and ML Integration

Once the need for causal inference is established, the challenge becomes operational-

izing these techniques within widely used data systems. SQL, as a well-established
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language for managing and querying structured data, provides a powerful platform

for integrating causal inference methodologies. The integration of SQL and ML has

transformed the data landscape, making it more efficient for data scientists and en-

gineers to work directly within structured database environments for complex ML

tasks. SQL is a widely used language for managing relational databases that hold

structured data. ML, on the other hand, excels at detecting complex patterns and

making predictions. Bringing these two together has numerous benefits for data

management, feature engineering, and predictive modelling [75].

2.5 SQL in Causal Inference

The integration of SQL with causal inference techniques provides a structured ap-

proach to querying, analyzing, and interpreting cause-and-effect relationships in

data. Although SQL combined with ML can efficiently handle large datasets and

make accurate predictions, it often falls short in elucidating the causal mechanisms

behind these predictions. This limitation highlights the necessity for integrating

causal inference into SQL-based systems, allowing not just predictive analysis, but

also a deeper understanding of why certain outcomes occur.

2.5.1 Why SQL with ML Integration Alone is Insufficient

The combination of SQL and ML offers robust predictive capabilities, focusing pri-

marily on the identification of patterns, correlations, and associations within the

data. For instance, an ML model integrated with SQL can predict customer churn

effectively, but lacks the ability to explain whether this prediction is due to poor

customer service, a price increase, or another entirely different factor [76]. This

gap in understanding is critical, as decision makers can misinterpret correlations as

causations, leading to misguided business strategies. For example, an increase in
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marketing efforts may coincide with increased sales; however, without causal analy-

sis, it remains unclear whether marketing efforts are the actual cause of sales growth

or if external factors, such as seasonal demand, are responsible [76].

Causal inference is essential in this context, as it focuses on understanding the under-

lying causes behind observed effects, moving beyond mere correlations. By integrat-

ing causal inference techniques into SQL, analysts can derive insights that inform

better decision-making and strategy formulation [77].

2.5.2 Traditional SQL and Its Limitations in Causal Infer-

ence

While SQL, when combined with ML, allows analysts to query large datasets and

uncover associations, it cannot determine causal relationships. Traditional SQL lacks

the capability to model the underlying causal mechanisms that may drive observed

relationships between variables. For example, SQL can answer the question, “Is

there an association between increased advertising spend and sales?” but cannot

address the more critical question, “Does increasing advertising spend directly cause

an increase in sales?”. This limitation necessitates the development of extensions

and techniques that enable SQL to handle causal inference effectively [76].

2.5.3 SQL as a Platform for Causal Inference

SQL’s ability to handle structured data at scale makes it an ideal candidate for

integration with causal inference techniques [76]. Traditionally used for querying and

analyzing large datasets, SQL can now be extended to causal inference, therefore,

enabling analysts not only to predict outcomes, but also to investigate the underlying

causal mechanisms driving these predictions.
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Chapter 3

Causal Inference in Relational

Databases: Extending SQL with

Causal Inference Operators

Based on the limitations of correlation-based methodologies and the need for deeper

causal analysis reviewed in Chapters 1 and 2, this chapter presents a new approach to

integrating causal inference into relational database systems. Specifically, we present

an operator that adds to SQL the power of covariate adjustment and causal effect

estimation. Relational algebra is the theoretical foundation underpinning SQL. By

direct incorporation of causal methods, such as logistic regression-based propensity

score stratification and inverse probability weighting, into relational algebra, our

approach enables analysts to query causal relationships in a formal and declarative

manner. The operator, made accessible to users within this system, enables the

management of confounding covariates along with estimates such as the Average

Treatment Effect (ATE), all in shifting away from association queries to actually

identifying true cause-and-effect interactions in their data.
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3.1 Relational Algebra Extension with Causal In-

ference

3.1.1 Notation and Definitions

For clarity, we define the key symbols used throughout this section:

• Xi = {X1, X2, . . . , Xd}: the set of pre-treatment covariates for each unit i in

the relation R.

• T (or Ti): the treatment indicator, where Ti = 1 if unit i receives the treatment

and Ti = 0 otherwise.

• Y (or Yi): the observed outcome for unit i.

• β0, β1, . . . , βd: the regression coefficients estimated from the logistic regression

model used for propensity score estimation.

• p̂(Xi1, . . . , Xid): the fitted propensity score for unit i

• wi: the inverse probability weight for unit i

• τ̂ : the estimated causal effect (e.g., the ATE), computed as the weighted dif-

ference in outcomes.

• π and ⋊⋉: the projection and join operators, respectively, as defined in standard

relational algebra.

To enable SQL based systems to support causal inference, we would first need to

extend the existing set of relational algebra operators. In this chapter, we introduce

a relational algebra operator designed to estimate causal effects by adjusting for

confounding covariates using a flexible method. In our notation, the operator is

defined as
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ψ{Xi,Ti,Y,M}(R),

where:

• R is the input relation (table) with columns such as ID, pre-treatment covari-

ates Xi = {X1, X2, . . . , Xd}, treatment T , and outcome Y ;

• T (or Ti): the treatment indicator, where Ti = 1 if unit i receives the treatment

and Ti = 0 otherwise.

• Y (or Yi): the outcome variable observed for unit i.

• Xi is the set of pre-treatment covariates;

• M is a parameter indicating the method used (e.g., logistic regression-based

propensity score estimation, matching, inverse probability weighting or strat-

ification). This flexibility allows the operator to be adapted in the future to

any causal estimation procedure.

The output of ψ is an augmented relation that includes additional columns for the

fitted propensity score, the associated weight for each row, and the final causal effect

estimate, for example, the Average Treatment Effect (ATE).

3.1.2 Sample SQL Query Using the Causal Operator

SQL based query language has been extended with function CAUSAL OP that imple-

ments the operator ψi.

SELECT <covariate_vars>, <treatment_var>, <outcome_var>,

CAUSAL_OP(<covariate_vars>, <treatment_var>, <outcome_var>,

<method>) AS Causal_Est

FROM data_table;
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In this query:

• The function CAUSAL OP takes the treatment as treatment var, outcome as

outcome var, covariates as covariate var, and a method indicator (here for

example, ’PropensityLogit’) as inputs.

• Internally, it implements the steps corresponding to ψ{Xi,Ti,Y,M}(R).

• The final column, Causal Est, returns the estimated causal effect (e.g., the

ITE or ATE).

3.1.3 Table Transformation: Before and After Applying the

Operator

To illustrate how the operator transforms the data, consider an original (“before”)

table R:

Before Transformation:

ID X1 X2 T Y

1 7.0 0 1 80

2 10.0 1 1 92

3 6.5 0 0 78

4 14.0 1 0 94

5 12.0 0 1 86

6 6.2 1 0 81

After Transformation: After applying ψ{Xi,Ti,Y,M}(R) with method M set to

“PropensityLogit”, the table is augmented as follows (Note: ATE under typical

assumption is Average of ITE. ie. ATE = E[ITE]):
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ID X1 X2 T Y PropScore Weight ATE

1 7.0 0 1 80 0.55 1/0.55 2.7

2 10.0 1 1 92 0.72 1/0.72 2.7

3 6.5 0 0 78 0.51 1/0.49 2.7

4 14.0 1 0 94 0.80 1/0.20 2.7

5 12.0 0 1 86 0.63 1/0.63 2.7

6 6.2 1 0 81 0.68 1/0.32 2.7

The SQL query helps abstract away the underlying mathematical computations, let-

ting users work with high-level declarative statements while the operator transforms

the table accordingly.

3.1.4 Conceptual Framework and Internal Steps of the

Causal Operator

Building on this abstraction, the conceptual framework discussed here helps to justify

these transformations in a theoretically rigorous manner below.

3.1.4.1 Conceptual Framework

Our objective is to estimate the causal effect—specifically, the Average Treatment

Effect (ATE), defined as

τ = E
[
Y (1)− Y (0)

]
(3.1)

where Y (1) and Y (0) denote the potential outcomes under treatment and control,

respectively. To ensure that our causal estimate is not confounded by differences

in pre-treatment characteristics, we assume that, conditional on the pre-treatment

covariates Xi = {X1, X2, . . . , Xd}, the potential outcomes are independent of the

treatment assignment. This assumption means that if we know all relevant char-

acteristics of an individual before they receive any treatment (their pre-treatment
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covariates), then the decision to give them a treatment is random with respect to

what their outcomes would be, ensuring that any difference we see in outcomes be-

tween treated and untreated are due to the treatment, rather than differences in

their initial condition. This assumption, formally known as ignorability, is expressed

as

{Y (0), Y (1)} ⊥ T | Xi. (3.2)

By adjusting for these covariates, our operator removes selection bias and mimics

the balance achieved in randomized experiments.

3.1.4.2 Internal Steps - For Evaluating ψ

The operator ψi{Xi, Ti, Y,M}(R) internally proceeds as follows:

1. Model Fitting: Fit the specified causal method. For example, if M is

“PropensityLogit”, perform logistic regression:

logit
(
Pr(T = 1 | Xi)

)
= β0 + β1X1 + β2X2. (3.3)

Here, β0, β1, β2 (and more generally β1, . . . , βd) are the regression coefficients

estimated from the logistic regression model. The subscript i represents the

total number of predictor variables. It indicates that there are i coefficients,

one corresponding to each covariate in the logistic regression model. The logit

function here transforms probability into log odds so it can be modeled linearly

with covariates in logistic regression [78].

2. Propensity Score Computation: For each observation i, calculate:

p̂i = σ
(
β̂0 + β̂1Xi1 + β̂2Xi2

)
(3.4)

where the logistic (sigmoid) function is defined as σ(z) = 1
1+e−z . This p̂i repre-
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sents the estimated probability that unit i receives the treatment [78].

p̂(Xi1, . . . , Xid), the fitted propensity score for unit i, is defined as

p̂(Xi1, . . . , Xid) =
1

1 + exp
(
−
(
β0 +

∑d
k=1 βkXik

)) . (3.5)

3. Weighting/Matching: Depending on the estimation target (e.g., ATE), as-

sign weig-hts (wi), computed as:

wi =


1

p̂i
if Ti = 1,

1

1− p̂i
if Ti = 0.

(3.6)

Alternatively, if another method is specified (e.g., matching or stratification),

the operator will use the corresponding procedure [70].

4. Causal Effect Estimation: Using the reweighted (or restructured) data,

the causal effect can be estimated. A simple approach is to run a weighted

regression of Y on T (or compute the weighted difference in means), yielding

an estimate τ̂ (ATE in the After Transformation Table - ATE):

τ̂ =

∑
i∈Rwi Ti Yi∑
i∈Rwi Ti

−
∑

i∈Rwi (1− Ti)Yi∑
i∈Rwi (1− Ti)

(3.7)

5. Augmentation: The operator then augments the original relation by ap-

pending the computed propensity score, weight, and the final causal estimate

to each tuple. In other words, the output relation is:

ψ{Xi,Ti,Y,M}(R) =
{
t ∪

{
p̂(t), w(t), τ̂

} ∣∣∣ t ∈ R} (3.8)

Where t ∈ R represents each tuple (row) in the original relation R.
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This entire process is encapsulated by our operator ψi, which can be reconfigured

(by changing M) to employ different causal estimation methods as needed.

After describing each of the internal steps, we can summarize the entire computation

process in a concise set of equations. In other words, the operator ψi encapsulates

the following sequence of computations for each unit i in the relation R:

p̂(Xi1, . . . , Xid) =
1

1 + exp
(
−
(
β0 +

∑d
k=1 βkXik

))

wi =


1

p̂(Xi1, . . . , Xid)
, if Ti = 1,

1

1− p̂(Xi1, . . . , Xid)
, if Ti = 0,

τ̂ =

∑
i∈R

wi Ti Yi∑
i∈R

wi Ti
−

∑
i∈R

wi (1− Ti)Yi∑
i∈R

wi (1− Ti)
.

(3.9)

These equations capture the entire workflow—from computing the propensity score

to determining the weights and finally estimating the causal effect. Thus, we formally

define our causal operator as:

ψi{Xi, T, Y,M}(R) = πID,X1, ..., Xd, T, Y, p̂, w, τ̂

(
R ⋊⋉ Augment(R)

)
≡

{
t ∪

{
p̂(t), w(t), τ̂

} ∣∣∣ t ∈ R}. (3.10)

The join (denoted by ⋊⋉) is used here to combine the original data table R with its

augmented version, which contains additional columns (like the estimated propensity

score p̂, weight w, and treatment effect τ̂). This operation attaches the computed

values from the augmentation process to each record in R, so that every tuple t in

R now has the extra information needed for further causal analysis.

This formulation illustrates how the operator abstracts the entire causal estimation

procedure into a single relational transformation accessible via an intuitive SQL

interface
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3.1.5 Extensions to Alternative Causal Estimation Methods

While the current section illustrates covariate adjustment via logistic regression (i.e.,

{M} = ’PropensityLogit’), the operator ψ{Xi, T, Y,M}(R) is designed to be mod-

ular. The method parameter M can be set to implement other causal inference

procedures, such as:

• Propensity Score Matching: Identify, for each treated unit, the nearest

control unit(s) using a suitable distance metric (e.g., Mahalanobis distance in

the propensity score space), and compute the causal effect based on matched

pairs or groups [70, 79, 80].

• Stratification: Partition the data into strata based on quantiles of the esti-

mated propensity scores and estimate the causal effect within each stratum,

then aggregate the stratum-specific estimates [70, 81].

• Inverse Probability Weighting (IPW): Directly reweight the sample using

the inverse probability weights calculated from the propensity scores to esti-

mate the causal effect without further matching or stratification [70, 82, 83].

This flexibility enables the operator to provide a unified relational framework for

causal inference, adaptable to different estimation strategies.

3.2 Integrating the ψ Operator Within a Rela-

tional Algebra Query Plan

Having introduced the causal operator ψ in the aforementioned sections (and ex-

plained how it fits the relational model), we now demonstrate how ψ can be rep-

resented in both a relational algebra expression and a query execution plan. The

objective is to show how our proposed operator merges seamlessly with standard

relational operations such as π (Projection) and ⋊⋉ (Join).
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3.2.1 Relational Algebra Expression

The following expression illustrates a scenario where we have a base relation R with

columns {ID, X1, X2, . . . , T, Y }. We apply ψ to estimate causal metrics (propen-

sity score, weights, and ATE or ITE) and then join those new columns back onto

the original relation. Finally, we project only the columns of interest, including the

estimated causal effect:

Final Expression:

π{ID,X1, X2, T, Y, τ̂}

(
ψ{Xi, T, Y,M}(R)

)
.

• R: The base relation storing the original columns.

• ψ{Xi, T, Y,M}(R): An extended operator that fits/loads a causal model (e.g.,

PropensityLogit), computes propensity scores (p̂i), inverse probability weights

(wi), and a causal effect (τ̂).

• ⋊⋉: Conceptually merges the newly produced columns onto each row by match-

ing ID.

• π{... }: The projection operator selects the final columns we want in the user

output, such as τ̂ .

3.2.2 Concrete Query Plan Visualization

To demonstrate how a database engine might execute the same logic, we provide

a stylized query plan in Figure 3.1. Each box corresponds to an operator node,

referencing the same relational operations from our algebraic expression but in a

more physical or execution-oriented fashion.

Explanation of Each Step:
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Table Scan R
R

{ID,X1, . . . , Xd, T, Y }

Table Scan S
S

{ID, . . .}

ψ{Xi,T,Y,M}(R)
Extended Operator

Compute p̂, w, τ̂

ψ(R) ⋊⋉ S
Join
on ID

π{ID,X1,...,Xd,T,Y,τ̂}
Projection

Output Result
{ID,X1, . . . , Xd, T, Y, τ̂}

Figure 3.1: Combined Relational Algebra and Causal Operator (ψ) Query Plan
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1. Table Scan: Reads rows from R. The database engine collects the necessary

columns {ID, X1, X2, T, Y }.

2. Apply ψ Operator: The extended operator is invoked—either implemented

as a user-defined function or a system extension—to:

(a) Fit or load a causal model (if not pre-fitted).

(b) Calculate propensity scores (p̂i) and reweight or match, depending on the

method.

(c) Estimate the causal effect (τ̂).

Internally, this might produce an augmented set of columns, e.g., {p̂i, wi, τ̂}.

3. Join: Conceptually, the rows from S (the original table) are joined with the

augmented columns from R (the table after applying the causal operator) via

ID. This join demonstrates how the original relation is preserved for identifi-

cation while integrating the computed causal metrics.

4. Projection: The final user request often specifies a subset of columns, e.g.,

{ID,X1, X2, T, Y, τ̂}, discarding intermediate details like p̂i or wi.

5. Output Result: Returns the final result set to the client.

Why This Matters: By embedding the ψ operator in both a pure relational algebra

expression and a physical query execution plan, we preserve the fundamental rela-

tional model while accommodating advanced causal logic. The algebraic form ensures

conceptual clarity and correctness, while the query plan reveals how a database sys-

tem can handle each stage—from scanning data to computing causal metrics—under

the hood. This design thus unifies standard relational operations with causal infer-

ence tasks, making it straightforward to integrate or swap out different methods

(PropensityLogit, matching, IPW, etc.) within the same consistent framework.
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3.3 Implementation in SQL

Building upon the theoretical foundations and causal operator mappings to rela-

tional algebra, we now present our implementation of SQL-based causal inference

framework. This aims to enable users to run causal queries directly in SQL with-

out switching to external languages. In addition, we cover our early experiments

with Apache Calcite, challenges faced, and our final implementation using SQLGlot

with new keywords like EXPLAIN CAUSALLY WHY. Further, we also explore the design,

implementation, and validation.

3.4 Existing Tools and Gaps

Existing tools like DoWhy [84] or CausalML [85] require programming expertise out-

side SQL and lack native integration. Here, we build directly on that understanding

to show how our solution overcomes these barriers by integrating causal inference

into SQL frameworks.

3.5 Framework Choice Evolution

In this section, we explain how we came to develop an SQL-based causal inference

framework. We envisioned native support for causal inference in SQL coupled with

machine learning capabilities, prompting us to explore several technologies to iden-

tify the most suitable one. Our initial considerations included Apache Calcite and

Substrait, but we eventually opted for a Python-based approach. This direction

was chosen due to requirements for interoperability and flexibility, and ultimately,

SQLGlot was selected because of its compatibility with our environment.
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3.6 Initial Attempt Utilizing Apache Calcite

Apache Calcite [86, 87] is open-source software known for its comprehensive SQL

parsing, optimization, and execution capabilities. Its modular design supports a

wide variety of SQL dialects, and it offers robust query validation and optimization

features, as demonstrated by its adoption in systems such as Apache Hive, Apache

Drill, and Apache Kylin. These strengths initially led us to believe that Calcite would

be well-suited for our project, particularly as we intended to use it with FunDa [88] to

support both machine learning and causal inference tasks in a distributed, serverless

environment.

However, as we delved deeper into implementation, several issues surfaced. Since

Calcite is implemented in Java and our framework in Python, interfacing between

the two required additional tools such as JNI, JPype, or Py4J. This integration in-

troduced complications including language interoperability challenges and increased

memory overhead, which were not ideal for our real-time processing needs. More-

over, Calcite’s complex architecture imposed a steep learning curve and suffered from

sparse documentation on extending its functionality. Debugging the integration was

further hampered by cryptic error messages, and the resulting hybrid system added

unnecessary complexity. These factors made it evident that continuing with Calcite

would jeopardize our project timeline and objectives.

3.7 Substrait Investigation

Faced with the challenges of Calcite, our focus shifted to Substrait [89]. Substrait

was developed to standardize query representation across various data processing

systems, offering a common format for queries and execution plans. This promise of

consistent interoperability among SQL engines, big data frameworks, and machine

learning systems was highly attractive. Nevertheless, Substrait did not meet our
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specific requirements for custom parsing, planning, and optimization. Its approach

was insufficient for supporting the specialized needs of integrating causal inference

into our SQL framework, prompting us to look for alternative solutions.

3.8 Adoption of SQLGlot

The difficulties encountered with Calcite, together with the limitations of Substrait,

eventually led us to adopt a more suitable, Python-centered solution. We ultimately

chose SQLGlot because it is fully compatible with our Python ecosystem and offers

the necessary flexibility to incorporate causal inference functionality directly into

SQL queries. This strategy allowed us to avoid the integration and performance

issues associated with a Java-based system, resulting in a more straightforward de-

velopment process. Through this journey, we learned the importance of selecting

tools that align closely with project demands, of being pragmatic when initial plans

falter, and of balancing cutting-edge technical features with real-world constraints

such as development time and resource availability. Ultimately, this change of direc-

tion enabled us to construct an efficient causal inference engine on SQL that meets

the requirements of our thesis without compromising performance and scalability.

3.9 Advantages of SQLGlot

Having traversed Apache Calcite and Substrait and learned about the limitations

that each framework had imposed on our project, we concentrated on SQLGlot.

This Python parsing, transformation, and generation SQL library [86] proved to be

quite compatible with the aims of our thesis, avoiding the pitfalls encountered with

the other frameworks. SQLGlot supports a full range of numerous SQL dialects,

and one can define one’s own dialects, so it is an excellent utility to manipulate and

customize SQL within applications.
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Python library SQLGlot eliminated the need for cross-language integration, thus sim-

plifying development and resource saving. Furthermore, SQLGlot facilitated effort-

lessly adding custom SQL expressions and keywords, which was critical in inserting

causal inference capability natively into SQL queries. Not only did this enhance the

usability of the system for current SQL users, but it also ensured that the framework

would be readily embeddable in our current Python codebase.

3.9.1 General Syntax for Extended SQL Causal Inference

Queries

This subsection provides a general outline for constructing more extended SQL

queries that directly embed causal inference in the SQL language. The syntax

employs custom SQL keywords to specify causal parameters, interventions, model

selections, and other execution options. Three generalized examples are presented

below.

Listing 3.1: General Template for Different Causal Inference Methods

SELECT

EXPLAIN_CAUSALLY_WHY <outcome_variable>,

ADJUSTING <covariate_list>,

INTERVENE_WITH <treatment_variable>,

USING_METHOD <method_choice>,

WITH_PARAMETERS <method_parameters>

FROM <dataset>;

This template forecasts the causal effect of a treatment variable on an outcome vari-

able after controlling for confounding covariates. The chosen methods can leverage

existing libraries, such as meta learners with the user’s parameters of choice.
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3.9.2 Design and Implementation Using SQLGlot

To make it possible to perform causal inference directly through SQL, we added a list

of custom SQL keywords. The keywords allow the user to specify causal parameters,

interventions, model selections, and other advanced functionality directly within an

SQL query. The following is a brief overview of the keywords:

• EXPLAIN CAUSALLY WHY: Identifies causal relationships underlying

the observed outcome.

• ADJUSTING: Specifies which covariates to control for when isolating causal

effects.

• INTERVENE WITH: Simulates interventions on selected variables, allow-

ing exploration of hypothetical outcomes.

• USING MODEL: Chooses a particular causal or ML model for the analysis.

• WITH PARAMETERS: Configures model hyperparameters or execution

parameters directly in the SQL query.

• USING METHOD: Specifies the algorithm or approach for performing caus-

al inference.

• TRAIN MODEL: Instructs the framework to train a new model based on

provided data.

3.9.2.1 Extending SQLGlot Components

We extended SQLGlot’s components to recognize and process our custom syntax:

• Tokenizer Extension: Tokenizer class was modified to recognize custom

keywords, ensuring they are correctly tokenized during parsing
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• Parser Extension: Extended Parser class to handle new grammatical struc-

tures associated with the custom expressions. Eg: EXPLAIN CAUSALLY -

WHY, EXPLAIN WHY, ADJUSTING, to name a few, represent the new syn-

tax.

• Generator: Developed a custom Generator to define how custom expressions

are to be converted back to SQL strings.

• Dialect: All the extended and changed classes were done to define a Custom-

Dialect, which integrates our tokenizer, parser, and generator.

3.9.3 Mapping and Execution Workflow for SQL-based

Causal Inference

After extracting the tokens based on the new keywords from the SQL queries, the

Python pipeline requires variables to be mapped in a specific manner to slot into

the data pipeline. In order to accomplish this, we established the function map sql -

to pipeline that extracts execution parameters from parsed SQL queries by extract-

ing elements such as the treatment variable, outcome variable, covariate variables,

model name, model parameters, and dataset path. Our implementation leverages

the CausalML library to run causal inference models such that users can specify any

desired model using the USING MODEL keyword, and the WITH PARAMETERS

keyword provides flexibility with respect to modifying model hyperparameters. The

execution engine then continues with a sequence of operations: it parses the SQL

query using the custom dialect, translates the parsed expressions into execution pa-

rameters, loads and preprocesses data, initializes and trains the causal model or

employs an existing pre-trained model (in either .pkl or .onnx format), estimates

the Average Treatment Effect (ATE) and Individual Treatment Effect (ITE), and

finally supplies the output results to the user.
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3.10 Illustration: Application to Heart Disease

Datas-et

This section demonstrates how the SQL-based causal inference framework works,

with an illustration involving the analysis of the Heart Disease Dataset from UCI.

The goal is to illustrate how SQL users can ask complex causal questions intuitively,

leveraging familiar SQL syntax without switching to Python or other programming

languages.

3.10.1 Causal Inference Query

This query demonstrates how SQL users can leverage traditional methods as dis-

cussed in the previous sections (PSM, IV, CA, Stratification and CausalML library

models) for causal inference. It shows the ease with which causal questions can be

answered using SQL, without requiring complex programming skills.

Listing 3.2: SQL query to estimate treatment effects of fasting blood sugar (fbs) on

heart disease recovery.

SELECT

EXPLAIN_CAUSALLY_WHY target,

ADJUSTING (age, cp, trestbps, chol, restecg, thalach, exang,

oldpeak, slope, ca, thal),

INTERVENE_WITH fbs,

USING_METHOD rlearner,

WITH_PARAMETERS (n_estimators=100, learning_rate=0.1)

FROM dataset

This query applies CausalML’s rlearner model [90, 91, 92] to estimate both the

Average Treatment Effect (ATE) and Conditional Average Treatment Effect (CATE)

for fasting blood sugar (fbs) on the target outcome (heart disease recovery).
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How the Query Works

• EXPLAIN CAUSALLY WHY: This keyword helps identify causal rela-

tionships by estimating why the outcome occurred for each patient. It answers

the question: “Why did the patient recover (or not recover)?” The output

includes patient-specific effects, offering personalized insights.

• ADJUSTING: Controls for relevant confounders like age and cholesterol,

ensuring the causal effect is unbiased by external factors.

• INTERVENE WITH: Simulates an intervention on fasting blood sugar (fbs)

to predict how the target outcome (heart disease recovery) changes.

• USING METHOD: Selects the method of choice (PSM/IV/CA/Stratifica-

tion/CausalML Library) to estimate individual treatment effects (ITE).

• WITH PARAMETERS: Configures hyperparameters (e.g., n estimators a-

nd learning rate) directly in SQL for optimal model performance. We used

n_estimators=100 and max_depth=3 as these are common default parameters

for gradient boosting models, offering a balanced trade-off between accuracy

and training speed. These parameters are illustrative rather than optimized

for any particular dataset.

3.10.1.1 Output and Interpretation Breakdown

Below is the output generated by the causal inference query, when executed on the

Heart Disease Dataset:

Listing 3.3: CausalML SQL Query Execution Output - Truncated Estimated CATE

(Originally generated for every data point)

Estimated ATE: -0.0058

Estimated CATE:
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[[0.08], [-0.13], [0.01], [0.09], [-0.04]]

Output Breakdown and Interpretation

1. Average Treatment Effect (ATE): The Average Treatment Effect (ATE)

estimate of -0.0058 indicates that, on average, the intervention to lower fasting

blood sugar has a small negative impact on patient recovery, which suggests

reducing fasting blood sugar results in a slight drop in the recovery rate in the

dataset.

2. Conditional Average Treatment Effect (CATE): The Conditional Aver-

age Treatment Effect (CATE) values for five randomly sampled patients are

[[0.08], [-0.13], [0.01], [0.09], [-0.04]], illustrating the heterogeneity in the in-

tervention’s impact. A value of 0.08 indicates a positive effect, suggesting

improved recovery, whereas -0.13 reflects a potential adverse outcome. Mean-

while, a value of 0.01 represents a minimal effect, demonstrating that the inter-

vention does not significantly alter the outcome for that patient. The dataset

contains 303 patients, as per the UCI Heart Disease dataset. The CATE val-

ues provided are for a subset of 5 patients, demonstrating the variability in

treatment effects across individuals.

Practical Insights from the Query Output The response of the query is ben-

eficial in informing personal and population decision-making. Analysis of individual

CATE values allows the healthcare provider to tailor interventions directed towards

benefits of those who would benefit without putting patients with reduced or harm-

ful effects through unnecessary interventions. At the same time, Average Treatment

Effect (ATE) depicts a broader vision of the intervention’s average impact that can

help policymakers in devising health program plans, while heterogeneity of CATE
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demonstrates the necessity for taking into consideration people’s different responses

to the treatment.

Comparison with Python Implementation The equivalent Python code to

achieve the same results using CausalML, reduced for ease of understanding, can be

found in Listing A.1 (Appendix).

Practical Use of SQL-Based Causal Inference: The SQL-based causal in-

ference technique offers pragmatic benefits, as it reduces the barrier to learning

therefore enabling SQL practitioners to carry out causal analysis in a single clear

query without having to learn Python or advanced programming libraries. The

syntax is declarative, and there is unambiguous display of Average Treatment Ef-

fect (ATE) and Conditional Average Treatment Effect (CATE). This blend of SQL

with advanced causal inference techniques and machine learning algorithms not only

simplifies the analysis process but also allows users to make educated, data-based

decisions, thereby making causal thinking more accessible to a larger number of

individuals. Additionally, it also integrates with existing relational database opera-

tors, therefore enabling analysts to build complex analytical queries. For example,

one could apply EXPLAIN CAUSALLY WHY in a SELECT statement alongside a GROUP

BY clause to compute subgroup-specific treatment effects in a single query without

needing additional scripting tools. This synergy with familiar relational operators

broadens scope and flexibility of causal queries.

3.11 Algorithm Complexity and Execution Flow

This section outlines the high-level flow of execution and algorithmic complexity in-

volved in performing causal analysis using SQL-based queries. The various kinds of

queries leverage different engine components - parameter mapping, model initializa-
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tion, and parallel processing - to run efficiently and scalably, with a detailed analysis

of the time and space complexities for key operations. The execution pipeline con-

sists of causal inference through CausalML queries. The query returns distinct causal

knowledge explanations, and the subsequent subsection describes the flow and com-

plexity of each and how they interoperate with the underlying SQL engine to provide

actionable insights.

3.11.1 Causal Inference Query

The causal inference query utilizing CausalML enables users to perform causal anal-

ysis directly through SQL syntax with the CausalML library. This section details the

execution flow of the query, including the mapping of SQL to execution parameters,

model initialization, and result interpretation.

The process begins with the CausalSqlEngine, an extension of SQLGlot that parses

custom SQL keywords—such as EXPLAIN CAUSALLY WHY, ADJUSTING, and INTERVENE

WITH—and tokenizes the SQL query to construct an abstract syntax tree (AST)

representing the query. Following this, the function map sql to pipeline extracts

key parameters from the parsed SQL query. These parameters include the treat-

ment variable (specified with INTERVENE WITH), the outcome variable (specified with

EXPLAIN CAUSALLY WHY), covariate variables (listed under ADJUSTING), the model

name (specified with USING MODEL), and model parameters (provided via WITH -

PARAMETERS). For example, the SQL query in Listing 3.2 extracts the following

parameters: treatment variable (fbs), outcome variable (target), covariate variables

(age, cp, trestbps, chol, restecg, thalach, exang, oldpeak, slope, ca,

thal), model name (rlearner), and model parameters (n estimators=100,

learning rate=0.1).

Next, the specified dataset is loaded into a Pandas DataFrame, and the data is

preprocessed to separate the outcome, treatment, and covariate variables. The ap-

52



propriate causal model is then initialized based on the USING MODEL parameter—in

this case, the rlearner from the CausalML library. The model is configured with

the specified hyperparameters from WITH PARAMETERS, and the data is divided into

training and testing sets using the train test split function from Scikit-learn.

After training the model on the training data, it is employed to estimate both the

Average Treatment Effect (ATE) and the Conditional Average Treatment Effect

(CATE) on the testing data. Finally, the estimated ATE and CATE are outputted,

providing insights into the causal effect of the treatment variable on the outcome

variable, adjusted for the specified covariates.

3.11.1.1 Algorithm Complexity Analysis

Algorithm Overview Algorithm 1 summarizes the entire process described above,

from parsing the SQL query to producing causal estimates.

Algorithm 1 Causal Inference Query Execution Pipeline

Require: SQL query Q, dataset file path D
Ensure: Estimated ATE and CATE values
1: Parse Q using extended SQL syntax to identify:

• Outcome variable Y (EXPLAIN CAUSALLY WHY)

• Treatment variable T (INTERVENE WITH)

• Covariate set X (ADJUSTING)

• Model name M (USING MODEL)

• Model parameters Θ (WITH PARAMETERS)

2: Load dataset from D into a DataFrame and extract X, T , and Y .
3: Split data into training (Xtrain, Ttrain, Ytrain) and testing (Xtest, Ttest, Ytest) sets.
4: Initialize and configure causal model M with parameters Θ.
5: Train the model on (Xtrain, Ttrain, Ytrain).
6: Compute ATE and CATE using the trained model on (Xtest, Ttest, Ytest).
7: Return ATE and CATE results to the user for interpretation within the SQL

environment.
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Time Complexity:

• Query Parsing: O(n), where n is the number of tokens in the SQL query.

• Model Training: Depends on the underlying model; for the rlearner with

XGBoost as the base learner, training time is approximately O(N · d), where

N is the number of samples and d is the number of features.

• ATE and CATE Estimation: Generally linear in the number of samples,

O(N).

Space Complexity:

• Data Storage: O(N · d), for storing the dataset in memory.

• Model Storage: Depends on the model complexity; for tree-based models

like XGBoost, it depends on the number of trees and depth.

The Causal Inference Query demonstrates how causal analysis can be integrated di-

rectly into SQL queries, leveraging the capabilities of the CausalML library. By pars-

ing custom SQL syntax, mapping to execution parameters, and performing model

training and inference, users can obtain causal insights without needing to write

complex code in other programming languages.

Finally, the estimated ATE and CATE values are returned to the user or integrated

into the SQL environment, enabling analysts to interpret causal effects directly from

their SQL queries. The step-by-step procedure is summarized in Algorithm 1.

3.12 Comparative Analysis of Causal Estimation

Methods

In this section, we compare the treatment effect estimates obtained from our SQL-

based meta learner implementations and traditional causal inference implementa-
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tions. The goal is to demonstrate that the approach of embedding causal inference

methods with SQL yields consistent ATE values. This analysis validates integrating

meta-learners into SQL-based querying does not compromise estimation accuracy.

Synthetic Data Description: The Synthetic dataset used for this evaluation

is generated using a potential outcomes framework [70] and includes the following

variables:

• Covariate Variables: X1 and X2 - Sampled from a uniform distribution between

0 and 1.

• Treatment Variable: T - A binary variable generated from a Bernoulli distri-

bution, where:

P (T = 1) =
1

1 + exp (−(2X1 −X2))

which means the probability of receiving treatment depends on a linear com-

bination of X1 and X2.

• Outcome Variable: Y - Computed using a potential outcomes framework.

If untreated (T = 0) : Y0 = X1 +X2 + noise

If treated (T = 1) : Y1 = X1 + 2X2 + 0.5 + noise

The observed outcome is given by:

Y = T · Y1 + (1− T ) · Y0.

Here, ’noise’ represents a small random perturbation (e.g., drawn from a normal

distribution scaled by 0.1).
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This controlled setup results in a true treatment effect (ignoring noise) of:

Y1 − Y0 = X2 + 0.5

Comparative Analysis: The table 3.1 summarizes the treatment effects (ATE/-

ATT) obtained from both traditional causal estimation methods and meta-learner

approaches, which can be queried using the following sample SQL syntax in listing

3.4 while changing the method of choice:

Listing 3.4: SQL Query for Causal Inference

SELECT

EXPLAIN_CAUSALLY_WHY AS Y,

ADJUSTING(X1, X2),

INTERVENE_WITH AS T,

USING_METHOD AS rlearner,

WITH_PARAMETERS(n_estimators = 100, learning_rate = 0.1)

FROM dataset;

Traditional Methods Estimated Treatment Effect (ATE/ATT)

Propensity Score Matching (PSM) 0.9839 (ATT)

Covariate Adjustment (Regres-
sion)

1.0297

Inverse Probability Weighting
(IPW)

1.0057

Stratification (Subclassification) 0.9942

Table 3.1: Comparison of Estimated Treatment Effects for Traditional Methods

Traditional Methods estimates yield ranges from approximately 0.9839 to 1.0297. In

comparison, the meta-learners now queried in SQL for ease returns treatment effect

estimates that range from 0.977 to 0.978.

This close agreement in the estimated treatment effects acrosss both traditional and
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meta-learner approaches via SQL indicates the framework successfully consolidates

and replicates the behaviour expected of causal inference methods.

Despite minor numerical differences, the results are in the same ballpark. This con-

sistency validates that the integrated meta-learner and traditional causal inference

methods are now accessible via SQL syntax for querying, which can now accurately

capture the underlying causal relationships to produce reliable estimates.

3.13 Summary

This chapter described how we went about developing an SQL-based causal inference

framework. We began with experimenting with Apache Calcite and Substrait before

ultimately implementing it using SQLGlot. Among the key challenges addressed

are integration complexities, adding custom SQL keywords for causal inference, and

developing a preprocessing pipeline and execution engine for real-time inference.

As shown In Figure A.3, the high-level framework architecture is summarized visu-

ally. Testing on a heart disease data set demonstrated the approach’s practicability

despite challenges in generating computationally feasible and realistic counterfac-

tual instances. The subsequent chapter circumvents such challenges through a dis-

tributed, scalable solution blending KD-Trees, Locality-Sensitive Hashing (LSH),

and causal filtering to ensure that counterfactuals are both computationally feasible

as well as causally valid.
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Chapter 4

Counterfactual Reasoning in

Relational Databases

4.1 What is Counterfactual Reasoning and Why

is it Relevant?

Counterfactual reasoning involves the construction of hypothetical scenarios that

explore what would have occurred if some conditions or interventions were otherwise.

This perspective underlies causal inference because it provides actionable ‘what-if’

scenarios, crucial for guiding interventions in high-stakes domains such as medicine

and finance [46, 13, 14]. Existing counterfactual generation methods have two main

flaws. Some rely on computationally demanding procedures (e.g., large Monte Carlo

simulations), which are not possible in real-time evaluation. Others, like DiCE ML,

fail to consider causal relationships and thus may generate unrealistic results.

This thesis introduces a counterfactual range query engine that seeks to trade off

computational efficiency with causal validity. By leveraging KD-Trees and Locality-

Sensitive Hashing (LSH), the system accommodates both low-dimensional (KD-

Trees) and high-dimensional (LSH) data, enabling efficient counterfactual genera-
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tion even at scale. The system also employs causal filtering such that outputs are

respectful of actual cause-and-effect relationships rather than correlations. Current

advances in causal machine learning [93, 94, 95] emphasize the need for such in-

terpretable methods—particularly for use cases that demand precise, explainable

decisions [96, 97].

Practical implementation leverages causalml for model fitting. A KD-Tree and

LSH-based approach detects similar instances to build diverse counterfactuals, and

causal filtering removes any that break defined causal paths. Empirical experiments

on simulated data exhibit considerable speedups when transitioning from single-node

to multi-node configurations, especially for LSH initialization on large datasets. This

speed combined with realistic counterfactual responses demonstrates the framework’s

ability to balance rapid execution with causal exactness.

4.1.1 Overview of Traditional Counterfactual Methods and

their Limitations

To understand the limitations of existing counterfactual generation methods and

set the foundation for the counterfactual range query engine, we review several key

traditional approaches, focusing on their strengths and the challenges they pose in

real-world, high-dimensional, and time-sensitive scenarios:

Propensity Score Matching (PSM) It is a widely used method for estimat-

ing the effect of interventions by balancing treated and untreated groups based on

observed covariates. This method is useful in observational studies. However, it is

limited when it comes to individual-level counterfactual generation.

Limitations: Methods like PSM and Monte Carlo Simulations face challenges such

as computational inefficiency and reliance on observed covariates [98]. Their reliance

on observed covariates also makes them less effective when hidden confounders are
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present, leading to biased estimates of treatment effects [99, 53, 54, 55].

Structural Causal Models (SCM) SCMs use structural equations to represent

the relationships between variables, allowing for robust causal inference and coun-

terfactual reasoning. They are particularly valuable when causal relationships are

well-defined and understood.

Limitations: SCMs require strong assumptions about the causal structure of the

data and become complex with increasing dataset size [100]. They are most effective

in controlled environments or with small datasets, which limits their scalability for

more complex, real-time applications [101, 102].

Genetic Algorithms (as used in DiCE) Genetic algorithms are employed in

DiCE ML to generate counterfactuals by optimizing a population of candidate so-

lutions over multiple iterations. They can explore high-dimensional spaces and find

counterfactuals that match certain constraints.

Limitations: While powerful, genetic algorithms are computationally expensive

and prone to getting stuck in local minima [103, 104]. This makes them unsuitable

for real-time applications, especially when applied to high-dimensional data.

Bayesian Networks Bayesian networks are probabilistic graphical models that

represent the dependencies between variables and are commonly used in causal in-

ference. They can be applied to counterfactual reasoning by exploring how changes

in one variable affect others.

Limitations: Bayesian networks require substantial domain knowledge and are

computationally expensive when applied to large datasets or complex relationships.

Their scalability and adaptability to real-time applications are limited [105, 106, 107,

108].
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Monte Carlo Simulations Monte Carlo simulations use random sampling to

estimate the effects of interventions and generate counterfactual outcomes. This

method is commonly used in probabilistic models to approximate the impact of

changes in a system.

Limitations: Monte Carlo methods are often inefficient for high-dimensional data

and require significant computational resources. This is largely due to the ’curse

of dimensionality’, which makes obtaining statistically significant results challenging

as data becomes sparse in higher dimensions [109]. Moreover, the computational

burden increases in high-dimensional applications, where slow convergence rates are

common [110]. The randomness in sampling can further hinder applications requiring

precise, real-time counterfactual generation, as the variability in results due to the

stochastic nature of Monte Carlo sampling can lead to unacceptable inconsistencies

in high-stakes environments [111].

KD-Trees (as used in DiCE) KD-Trees are employed for efficiently finding near-

est neighbors within low-dimensional spaces, which makes them useful for generating

counterfactuals that are close to the observed data.

Limitations: While effective in low-dimensional spaces, KD-Trees struggle with

scalability in higher dimensions, primarily due to the curse of dimensionality, which

increases query times and reduces efficiency in nearest-neighbor searches [112, 113].

However, techniques like LSH can be introduced to mitigate these limitations as LSH

efficiently hashes similar data points into the same bucket, significantly reducing

search space and improving their suitability for large-scale counterfactual generation

[114, 115].

Synthetic Data Generation with SDV A frequent challenge for counterfactual

reasoning is the absence or sensitivity of real world data. To address this, the Syn-

thetic Data Vault (SDV) library creates high-quality synthetic data by learning the
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statistical properties of the underlying data. For instance, sparse patient data in

medicine can be augmented with SDV-generated records that preserve the complex-

ity and diversity of the real dataset. This synthetic data reinforces counterfactual

analyses by filling in data gaps and allowing for more complete exploration of ”what-

if” scenarios. However, SDV may introduce inaccuracies if its synthetic records do

not precisely capture the underlying causal structures of the dataset, and it can be

computationally expensive to produce large volumes of synthetic data. These draw-

backs create the desire for an efficient and causally sound approach—an aspiration

the counterfactual range query engine seeks to fulfill.

4.2 Problem Statement and Motivation

4.2.1 Problem Statement

Existing methods to generate counterfactuals are inefficient, lack scalability, and do

not account for causality - limitations that become increasingly critical in domains

like medicine, where decisions must be both accurate and explainable. In medicine,

for example, physicians need to determine how altering a patient’s treatment regimen

could impact recovery outcomes; without causally valid counterfactuals, the changes

must be derived from correlation and are more than likely to be deceptive. Propensity

Score Matching (PSM) is afflicted with scalability and latent confounders, and DiCE

ML, in the absence of a causal model, gives overly optimistic suggestions often.

This project will develop a framework that overcomes these challenges through the

provision of real-time causally sound counterfactuals for facilitating timely and stable

decision-making.
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4.2.2 Motivation

Inspiration for the effort stems from the urgent demand for explainable real-time de-

cision aid in healthcare, finance, and marketing. Existing techniques for generating

counterfactuals tend to lack in three areas: they lack causal validity (e.g., DiCE ML

proposes interventions that are unachievable), they are too computationally burden-

some for practical or high-stakes use cases (e.g., traditional PSM or Monte Carlo

methods), and they are too impenetrable in explanation to guide decision-makers.

The counterfactual range query engine integrates KD-Trees for efficient nearest-

neighbor queries in low-dimensional settings, Locality-Sensitive Hashing (LSH) for

handling high-dimensional data, and causal filtering to ensure cause-and-effect plau-

sibility in practical deployments. Collectively, these generate computationally effi-

cient, causally sound, and interpretable counterfactuals bridging the gap between

theory-based methods and realistic decision-making.

4.3 Counterfactual Operator: φ

Unlike ψ - the Causal Operator from the previous chapter, which estimates causal

effects (e.g., ATE/ITE) via propensity scores, or weighing to name a few, φ focuses

on finding candidate counterfactuals for selected unit in dataset, combining similarity

or neighborhood search (KD-Trees/LSH) with causal filtering (e.g., meta-learners or

structural causal models) so that only plausible, causally valid ’what-if’ scenarios

are returned.

4.3.1 Notations and Definitions

Similar to ψ, we define the following:

• Xi = {X1, X2, . . . , Xd}: The set of pre-treatment covariates for each unit i.
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• Ti: Treatment indicator (binary: 1 if treated, 0 if not).

• Yi: Observed outcome for unit i.

• M : A parameter indicating the counterfactual search method (e.g., KDTree,

LSH, or a hybrid).

• τ̂i: The (estimated) individual-level treatment effect or other relevant causal

metric from your chosen causal model.

• φ: The new operator that returns a set of plausible counterfactuals for each

row.

4.3.2 Definition

We define the counterfactual operator φ as:

φ{Xi,Ti,Y,M}(R),

which returns a set of plausible counterfactual scenarios for each tuple in the input

relation. Here:

1. R is the input relation/table (with columns ID, Xi, T , and Y ).

2. T (or Ti) is the treatment column in R.

3. Y (or Yi) is the observed outcome.

4. Xi is the set of pre-treatment covariates.

5. M is the chosen method for generating counterfactual sets, such as:

• KDTreeCausal – KD-Tree nearest neighbors + causal filtering

• LSHCausal – LSH approximate nearest neighbors + causal filtering
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• HybridCausal – Combine KD-Tree for local search, LSH for global diver-

sity, then filter

Output of φ. The operator φ returns a relation whose rows represent the plausible

counterfactuals for each original unit i. For instance, each row in the output could

contain:

• ID (the original unit).

• CF ID (an identifier for each counterfactual scenario).

• CF X (the modified covariate values for the counterfactual).

• Distance / Similarity (distance in feature space, or hash-bucket overlap).

• Causal Validity (boolean or score indicating whether the candidate passes

causal filtering).

• Predicted Outcome under the hypothetical changes (Y cf
i ).

4.3.3 Sample SQL Query Using the Counterfactual Opera-

tor

Suppose your system defines a function COUNTERFACTUAL OP that implements φ. A

simple usage might look like:

Listing 4.1: Example SQL Query Invoking the Counterfactual Operator φ

SELECT

<ID>,

<covariate_vars>,

COUNTERFACTUAL_OP(

<covariate_vars>,
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<treatment_var>,

<outcome_var>,

'LSHCausal'

) AS Counterfactual_Set

FROM dataset;

• ‘COUNTERFACTUAL OP’ encapsulates the internal steps (KD-Tree or LSH

search + causal filtering).

• The final column, ‘Counterfactual Set’, could be a nested or JSON-like struc-

ture containing the top-k plausible counterfactual rows for each original row.

4.3.4 Table Transformation: Before and After

Below is an illustrative example of how φ might transform your data. Unlike ψ,

which appends a single “ATE” column, φ can output multiple counterfactual rows

per input row (depending on how many you request).

Before Transformation (Original Table R):

ID X1 X2 T Y

1 7.0 0 1 80

2 10.0 1 1 92

3 6.5 0 0 78

After Transformation (Output of φ{Xi,Ti,Y,M}(R)): Transformation Ex-

plained:

• CF ID enumerates the different counterfactuals found for each original row.

• CF X1, CF X2 represent the modified features.
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ID CF ID CF X1 CF X2 CF T Pred Outcome Distance Causal Valid

1 1 6.7 0.1 1 82 0.22 TRUE
1 2 7.1 0.0 0 78 0.10 TRUE
1 3 9.0 1.2 1 85 2.10 FALSE
2 1 10.5 1.0 0 83 0.35 TRUE
2 2 8.9 0.9 1 88 1.20 TRUE
3 1 6.6 0.2 1 80 0.45 TRUE

Table 4.1: Generated Counterfactuals with Predicted Outcome and Causal Validity

• Pred Outcome is the predicted outcome under that hypothetical scenario.

• Causal Valid indicates whether the candidate passed your causal filtering

step (e.g., discarding unrealistic “what-if” scenarios).

4.3.5 Conceptual Framework and Internal Steps of φ

Internally, φ might proceed as follows:

1. (Optional) Model Fitting: If a causal model (e.g., meta-learner or structural

causal model) is needed for filtering or outcome prediction, fit or load that

model first.

2. Neighborhood Search:

• KD-Tree (for lower-dimensional data), or

• LSH (for high-dimensional data), or

• A Hybrid approach (use KD-Tree for local precision, LSH for global

diversity).

This step returns a candidate pool of “close” or “similar” records that could

represent plausible changes to the original row’s features.

3. Counterfactual Construction: For each record i, produce a set of potential

“feature modifications” by combining your search results with small shifts to
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certain features. For example, if the user requests a new treatment assignment

T = 1 for a row that originally had T = 0, you might adopt the neighbors’

distributions as prototypes for new X.

4. Causal Filtering: Evaluate each candidate’s plausibility using the causal

model:

• Does the new feature vector Xcf
i violate known causal relationships?

• Is the hypothetical outcome Ŷi
cf
consistent with the model?

Discard or label any candidate that fails a causal validity threshold.

5. Final Output: Return the set of filtered, plausible counterfactuals as an

augmented relation or nested structure.

Formally, we might write:

φ{Xi, T, Y,M}(R) =
{
(t, CFSet(t))

∣∣∣ t ∈ R, CFSet(t) ⊆ N (t) ∩ CausalValid
}
,

where:

• t is a tuple in R.

• N (t) is the neighborhood set from KD-Tree/LSH.

• CausalValid is the subset passing your filtering step.

4.3.6 Example Query Plan Visualization

Below is a stylized plan—analogous to Figure 3.1—that demonstrates how a database

engine might handle φ. The main difference is that the single φ counterfactual-

operator node has been internally decomposed into two sub-steps: “Neighbor/Hash

Search” and “Causal Filter” which enforces candidate retreival and causal validity

respectively – yet both still live inside the same φ operator node – referenced here:

68



Output Result
{ID, CF ID, CF X, CF T, Pred Outcome, . . . }

π{ID,CF ID,CF X1,CF X2,...,CF T,Pred Outcome}
Projection

φ{Xi,Ti,Y,M}(R)
Counterfactual Operator
(KD-Tree/LSH + Causal Filtering)

Table Scan
R (all rows)

{ID,X1, X2, . . . , T, Y }

Figure 4.1: Reversed Query Plan for Counterfactual Operator (φ)
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1. Table Scan: Reads the base table R.

2. φ Operator: This helps construct possible counterfactual scenarios which can

then be applied to filter out based on invalidity or unrealistic changes by the

causal model.

3. Projection: Possibly select just the columns of interest (ID, CF features,

predicted outcome, etc.).

4. Output: Returns final counterfactual sets to the user.

4.3.7 Illustration of a Counterfactual Range Query in SQL

When the COUNTERFACTUAL OP function is invoked with the φ operator, the system

generates multiple candidate counterfactuals per original row. That is, rather than

providing a single ’best’ alternative scenario, it produces a range of potential ’what-if’

scenarios. Conceptually, each row in the original table R can generate multiple new

rows—each corresponding to a distinct counterfactual case (CF ID)—all of which

are screened for appropriate feature plausibility and causal validity.

Listing 4.2: Multiple Plausible Counterfactuals Returned in a Counterfactual Range

Query

SELECT

ID,

COUNTERFACTUAL_OP(

X1, X2, X3, X4, X5,

Treatment,

Outcome,

'KDTreeCausal'

) AS Counterfactual_Set

FROM patients_data;
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Range of Outputs:

• Multiple Counterfactuals per Row: A row from the patients data table

can generate several counterfactual cases, typically identified by a unique CF ID

within the Counterfactual Set.

• Nested or Separate Rows: Depending on the implementation, Counterfac-

tual Set can be represented as a JSON-like nested structure containing all

candidate scenarios or as multiple output rows—one for each possible counter-

factual.

• Actionable Insights: By generating a range of counterfactuals, decision-

makers can choose a scenario that optimizes ease-of-change, outcome improve-

ment, and causal consistency.

In practice, a user may specify how many counterfactuals (e.g., top-k) to return or

define how they should be ranked, ensuring that the query provides a full range of

potential interventions for evaluation.

4.4 Counterfactual Range Generation:

Motivation and Scalability

4.4.1 Why Counterfactual Range Generation?

Counterfactual range generation is essential because it allows decision-makers to ex-

plore multiple plausible ’what-if’ scenarios rather than relying on a single alternative

outcome. By generating a range, one can compare different potential interventions

and select the one that best aligns with practical, domain-specific constraints and

desired outcomes.
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4.4.2 Scalability Issues

Generating counterfactuals for each unit in a large dataset is computationally in-

tensive, especially in high-dimensional spaces where traditional nearest-neighbor

searches become slow. Scalability issues include the increased search cost and the

need for efficient methods to reduce computational complexity while maintaining

accuracy.

The challenges outlined in the previous sections motivate our proposed solution. To

address both the need for diverse counterfactual generation and the scalability issues

inherent in high-dimensional data, we propose a hybrid approach using KD-Trees

for precise local searches combined with Locality-Sensitive Hashing (LSH) for global

diversity. This approach is detailed in the next section.

4.5 Proposed Approach

4.5.1 Overview of KD-Trees and LSH

In order to overcome the limitations of traditional counterfactual generation meth-

ods, we propose a hybrid approach that combines KD-Trees [116] and Locality-

Sensitive Hashing (LSH) [117]. Both of these are best suited for high-dimensional

space search—a requirement critical in counterfactual generation, where we aim to

locate close, viable alternatives to input data points without sacrificing scalability

and precision.

KD-Trees are binary space-partitioning data structures that recursively divide a

k-dimensional space in order to allow efficient nearest-neighbor queries. They are

particularly effective for low-to-medium dimensional data, allowing faster query times

than brute-force methods. Their performance does, however, decline with higher

dimensionality.

In order to mitigate this limitation, we add LSH, which approximates nearest-
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neighbor queries in high-dimensional spaces by hashing similar points into the same

buckets with high probability. This reduces search complexity and boosts speed, al-

lowing for real-time or big-data usage. By combining KD-Trees for low-dimensional

subspaces with LSH for high-dimensional candidate generation, our solution finds

a trade-off between accuracy and computational efficiency and allows rapid iden-

tification of counterfactuals that are similar to the input points and are causally

valid.

4.5.2 Difference Between KD-Trees and LSH

KD-Trees and LSH serve distinct functions in our solution. KD-Trees are interested

in local numerical proximity by providing exact nearest neighbors in Euclidean dis-

tance. KD-Trees are most suitable for datasets with mostly numerical features and

small, fine-grained fine-tuning needed.

On the other hand, LSH is designed to maintain global pattern similarity, grouping

similar feature pattern data points—within categorical or high-dimensional data as

well. For our implementation, LSH involves computing MinHash signatures (par-

allelized across Dask [118] - a Python framework for scalable parallel computing)

and mapping signatures to buckets. This involves breaking down the signature into

bands, hashing each band, and then finally querying for close instances through

bucket collisions.

4.5.3 How KD-Trees and LSH Complement Each Other

The combination of KD-Trees and LSH enables our system to learn many types of

similarity. KD-Trees provide accurate measures of numerical proximity, while LSH

gives us efficiency in high-dimensional space and understands more general patterns

of features. The strengths of both abstractions combined give us a richer, more

diverse set of candidate counterfactuals.
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This blended approach not only enhances the quality of counterfactuals—by guar-

anteeing similarity on multiple dimensions—but also model stability by balancing

the weaknesses of applying each method separately. Parallel processing using Dask

also facilitates balancing the additional computational overhead that accompanies

combining both methods. Refer to figures A.1 (Appendix) and A.2 (Appendix) for a

high-level overview and detailed breakdown of the counterfactual generation pipeline.

4.5.4 Integrated Counterfactual Generation

Drawing on the KD-Tree and LSH concepts, we describe here how the framework

introduced in this paper produces counterfactuals at scale that are causally valid.

Significance and Requirements: Counterfactuals facilitate successful causal in-

ference by comparing actual and counterfactual outcomes and help decision-makers

estimate intervention effects (e.g., individual treatment effects). The framework

must effectively find near-neighbor or similar points, maintain plausibility, and re-

spect causal dependencies.

Hybrid Approach and Novelty: Our method integrates creatively:

1. KD-Trees for exact local nearest-neighbor search, scalable in low- and medium

-dimensional subspaces.

2. LSH for approximate nearest-neighbor search in high-dimensional or categor-

ical attributes, based on MinHash signatures and hashing.

3. Causal Filtering to ensure generated counterfactuals accurately model real-

world cause-and-effect relations, captured by DAGs or meta-learners. By com-

bining these strategies under one scoring paradigm—optionally parallelized

through Dask—our system maximizes local accuracy, global pattern recogni-

tion, and computational effectiveness.
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(a) Query Space Only (b) KD-Tree Counterfactuals

(c) LSH Counterfactuals (d) Combined KD-Tree and LSH

Figure 4.2: Visualization of Query Space, KD-Tree, LSH, and Combined Counter-
factuals.

Design Choices and Rationale:

• Why KD-Trees and LSH? KD-Trees are most effective on numeric, lower-

dimensional data, and LSH addresses the curse of dimensionality. Together,

they yield more robust and diverse candidate sets.

• Metric Normalization and Scoring. KD-Tree distances and LSH similari-

ties are brought onto a shared scale. Weights provided by users vary the local

precision versus global pattern match trade-off.

• Parallel and Distributed Operation. Parallelization with Dask speeds up

LSH computations to be applied over large datasets.

• Causal Filtering. As a final filtering step, the candidate counterfactuals are
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checked against a causal model (e.g., DAGs, meta-learners) in order to discard

implausible or invalid counterfactuals.

Combining these elements guarantees that counterfactuals are causal, interpretable,

and reflective of actual causal processes. The solution stands out from existing

solutions (e.g., Monte Carlo, Genetic Algorithms, or non-causal DiCE ML) in that

it offers performance in low and high-dimensional spaces with causal accuracy.

4.5.5 Addressing Potential Issues and Comparison with Pre-

vious Approaches

It is possible to wonder if using both KD-Trees and LSH is redundant. However,

since they work on different principles, combining them introduces more diversity and

nuanced selection of candidates. Combining might lead to increased computational

expense, but optimization techniques and intelligent coding strategies (such as Dask

utilization) mitigate these problems.

In comparison to traditional methods, Propensity Score Matching is not scalable and

susceptible to hidden confounders, while DiCE ML produces unrealistic counterfac-

tuals due to the absence of causal filtering. Genetic algorithms, while flexible, are

computationally expensive, and Bayesian Networks require a great deal of domain

knowledge. Monte Carlo Simulations are not effective in high-dimensional space. Our

method employs KD-Trees and LSH to efficiently generate candidate counterfactuals

and then causal filtering for validity, and thus is both suitable for high-dimensional

and low-dimensional datasets.

4.5.6 Causal Model Training and Filtering

After generating nearest-neighbor data points using KD-Trees or LSH, the next step

involves causal filtering to ensure validity. This in turn ensures that the counterfactu-
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als generated are not only computationally feasible but also align with the underlying

causal structure of the data. Causal filtering involves training models to evaluate

the impact of interventions and eliminate counterfactuals that do not align with

real-world cause-and-effect relationships. Causal filtering is a critical component of

the counterfactual range query engine, ensuring that the generated counterfactuals

adhere to the underlying causal relationships within the data. This process involves

identifying and modeling causal dependencies between variables and validating coun-

terfactuals against these dependencies.

4.5.6.1 Identifying Causal Relationships

To accurately model causal relationships, we employ Structural Causal Models

(SCM) as proposed by Judea Pearl [47]. SCMs allow us to represent causal de-

pendencies through directed acyclic graphs (DAGs), where nodes represent variables

and edges represent causal effects.

Steps to Identify Causal Relationships:

1. Causal Discovery: Utilize algorithms such as the PC algorithm or GES (Greedy

Equivalence Search) to infer the causal structure from the data.

2. Domain Expertise: Incorporate domain knowledge to validate and refine the

discovered causal graph, ensuring that it accurately reflects real-world relation-

ships.

3. Causal Graph Construction: Finalize the DAG representing the causal rela-

tionships among covariates, treatment, and outcome variables.

4.5.6.2 Modeling Causal Dependencies

Once the causal graph is established, we model the dependencies using appropriate

causal inference techniques:
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• Do-Calculus: Apply Pearl’s do-calculus [119] to simulate interventions and

understand the effects of treatments.

• Counterfactual Reasoning: Use the framework of counterfactuals to generate

hypothetical scenarios by altering specific variables while maintaining causal

consistency.

For causal filtering, we rely on the defined causal graph. Each candidate coun-

terfactual undergoes a ’do-operation’ simulation: we apply the intervention to the

treatment variable and use identified causal paths to predict the counterfactual out-

come. Any candidate whose predicted outcome violates known causal relationships

or falls outside confidence intervals derived from the DAG is discarded.

4.5.6.3 Causal Filtering Process

The causal filtering process ensures that only causally valid counterfactuals are re-

tained. This involves the following steps:

1. Intervention Simulation: For each generated counterfactual, simulate the in-

tervention on the treatment variable using the causal model.

2. Outcome Prediction: Predict the outcome under the intervention to verify

causal validity.

3. Validity Check: Compare the predicted outcome with the observed outcome

to ensure that the counterfactual adheres to the causal relationships.

4. Filtering: Retain only those counterfactuals that pass the validity check, en-

suring they are both plausible and causally consistent.

Example: Consider a healthcare dataset where age and cholesterol levels causally

affect disease outcomes. When generating a counterfactual that lowers cholesterol,
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causal filtering ensures that this intervention logically leads to a change in the disease

outcome, consistent with the causal model.

4.5.6.4 Integration with KD-Trees and LSH

Causal filtering interacts with KD-Trees and LSH by acting as a validation layer

post candidate generation:

• Candidate Generation: KD-Trees and LSH generate potential counterfactuals

based on proximity and similarity.

• Causal Validation: Each candidate undergoes causal filtering to ensure validity.

• Final Selection: Only causally valid counterfactuals are presented as final out-

puts.

This integration ensures that the counterfactuals are not only similar to the query

instance but also respect the causal dynamics of the dataset.

4.6 General Syntax for Extended SQL Counter-

factual Queries

This section provides a general outline for constructing more extended SQL queries

that directly embed counterfactual reasoning in the SQL language. The syntax

employs custom SQL keywords to specify causal parameters, interventions, model

selections, and other execution options. Two generalized examples are presented

below.

Example 1: Counterfactual Generation Using DiCE-ML (Diverse Coun-

terfactual Explanation - Machine Learning) Counterfactual construction is

a central component of causal inference that enables analysts to explore ’what-if’
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scenarios—how an effect would differ if certain conditions were different. Causal in-

ference conventionally estimates effects from observational data, but counterfactual

analysis necessarily constructs alternative scenarios for individual observations.

Integrating counterfactual generation with SQL analytics is more than the declara-

tive character of SQL to supporting users in writing prescriptions for interventions,

announcing manipulation variables, and specifying constraints on possible counter-

factuals. All this helps enhance model transparency, decision support, and explain-

ability with retained scalability in relational databases.

The below SQL templates illustrate how counterfactual reasoning can be directly

integrated into SQL queries.

Listing 4.3: General Template for Counterfactual Generation Using DiCE-ML

SELECT

EXPLAIN_WHY <target_variable>,

COUNTERFACTUALS (generate=<number_of_examples>),

USING_METHOD <method_choice>,

VARY (<variable_list>),

TRAIN_WITH_METHOD <model_library>,

CONTINUOUS_FEATURES (<continuous_variables>),

PERMITTED_RANGE (<variable1>=[min, max], <variable2>=[min, max],

...)

FROM <dataset>;

This template generates counterfactual examples. It requests the system to pro-

vide model-based explanations for a target variable, generate a specified number of

counterfactual instances according to a preferred approach, and perturb select vari-

ables. It also allows for the specification of a training model along with bounds on

continuous features for deriving realistic counterfactual outputs.

80



Listing 4.4: General Template for Custom Counterfactual Range Generation

SELECT

EXPLAIN_COUNTERFACTUAL <target_variable>,

ADJUSTING (<covariate_list>),

INTERVENE_WITH <treatment_variable>,

USING_MODEL <model_choice>,

WITH_PARAMETERS (<parameter_list>)

FROM <dataset>;

This template uses a custom counterfactual range query engine to estimate treatment

effects. It takes fine-grained specification of covariates, treatment variables, and

model options, aiming for specialized causal inference problems.

These templates are a convenient template for SQL query writing that beautifully

combines basic SQL constructs with advanced causal inference directives. The fol-

lowing sections detail how we developed and implemented these extended syntaxes

using SQLGlot, e.g., defining custom SQL keywords and extending the underlying

building blocks to support them.

4.6.1 Design and Implementation Using SQLGlot

As we extended SQL to enable causal reasoning in the previous chapter, we followed

the same to make it possible to perform counterfactual reasoning directly through

SQL; for this, we added a list of custom SQL keywords. The keywords allow the user

to specify causal parameters, interventions, model selections, and other advanced

functionality directly within an SQL query. The following is a brief overview of the

keywords:
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• EXPLAIN COUNTERFACTUAL: Generates counterfactual scenarios to un-

derstand “what if” changes in variables.

• EXPLAIN WHY: Provides model-driven explanations for outcomes, comple-

menting causal insights.

• COUNTERFACTUALS: Defines how many counterfactual examples to gener-

ate and what type of analysis to conduct.

• VARY: Indicates which variables can be altered in counterfactual analysis.

• CONTINUOUS FEATURES: Identifies continuous variables for appropriate

handling in counterfactual generation.

• PERMITTED RANGE: Sets permissible ranges for continuous features to en-

sure realistic counterfactual scenarios.

• USING METHOD: Specifies the algorithm or approach for generating counter-

factuals or performing causal inference.

• QUERY MODEL: Queries a pre-trained model for predictions on given data.

• FROM PRETRAINED MODEL: References an external, pre-trained model

file for predictions or counterfactuals.
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4.7 Illustration: Application to Heart Disease

Dataset

This section demonstrates how the SQL-based causal inference framework works

with an illustration involving the analysis of the Heart Disease Dataset from UCI.

The goal is to illustrate how SQL users can ask complex counterfactual reasoning

questions intuitively, leveraging familiar SQL syntax without switching to Python or

other programming languages.

4.7.1 Counterfactual Generation

This section demonstrates how the SQL-based framework can generate diverse coun-

terfactual examples. This query provides insights into how outcomes change un-

der alternative conditions, helping users understand the impact of various feature

changes.

Listing 4.5: SQL for Counterfactual Generation using DiCE-ML Query

SELECT

EXPLAIN_WHY target,

COUNTERFACTUALS (generate=5),

USING_METHOD genetic,

VARY (chol, thalach),

TRAIN_MODEL sklearn,

CONTINUOUS_FEATURES (age, trestbps, chol, thalach, oldpeak),

PERMITTED_RANGE (age=[40,70], chol=[150,300])

FROM dataset;
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How the Query Works This query generates diverse counterfactual explanations

to explore alternative scenarios. Here’s a breakdown of its components:

• EXPLAIN WHY: This keyword provides a causal explanation of why the

target outcome occurred, focusing on key contributing features.

• COUNTERFACTUALS: Specifies the number of counterfactual examples

to generate (in this case, 5).

• USING METHOD genetic: Utilizes a genetic algorithm to search for coun-

terfactuals that result in a different outcome.

• VARY: Limits feature changes to chol (cholesterol) and thalach (maximum

heart rate achieved), focusing the search on these specific attributes.

• TRAIN MODEL sklearn: Trains a machine learning model using the Scikit-

learn library to support counterfactual generation.

• CONTINUOUS FEATURES: Identifies continuous features in the dataset

to ensure proper handling during counterfactual generation.

• PERMITTED RANGE: Restricts feature values within specified ranges to

ensure realistic and meaningful counterfactuals.

4.7.1.1 Output and Interpretation Breakdown

Below is the output generated when the query is executed on the Heart Disease

Dataset, from Listing 4.8 to Listing 4.11:

Listing 4.6: Original outcome: 1 - The query initially examines a patient with heart

disease (outcome = 1).

age sex cp trestbps chol fbs ... slope ca thal target

59 1 0 140 177 0 ... 2 1 3 1
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Listing 4.7: Generated counterfactuals (New Outcome: 0) - The system identifies

five counterfactual scenarios where the outcome changes from 1 to 0.

age sex cp trestbps chol fbs ... oldpeak slope ca thal target

- - - - 249.0 - ... - - - - 0.0

- - - - 155.0 - ... - - - - 0.0

- - - - 150.0 - ... - - - - 0.0

- - - - 205.0 - ... - - - - 0.0

- - - - 207.0 - ... - - - - 0.0

Output Interpretation: The outcome indicates that by altering only the choles-

terol values from 150 to 249, the model predicts the shift in the patient’s outcome

from heart disease (1) to no heart disease (0). This validates the critical role choles-

terol plays in defining the patient’s condition, wherein alterations within this range

can be conducive to recovery.

Listing 4.8: Original outcome: 0 - The system identifies five counterfactual scenarios

where the outcome changes from 1 to 0.

age sex cp trestbps chol fbs ... slope ca thal target

63 1 0 130 330 1 ... 2 3 3 0

Listing 4.9: Generated counterfactuals (New Outcome: 1) - In this scenario, the

outcome changes from 0 to 1 under five different counterfactuals.

age sex cp trestbps chol fbs ... oldpeak slope ca thal target

- - - - 256.0 - ... - - - - -

- - - - 242.0 - ... - - - - 1.0

- - - - 247.0 - ... - - - - 1.0

- - - - 245.0 - ... - - - - 1.0

- - - - 231.0 - ... - - - - 1.0
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Output Interpretation: The counterfactuals indicate that increasing cholesterol

to the range of 231 to 256 results in a heart disease outcome (1). This suggests that

maintaining cholesterol within healthy ranges is critical to preventing heart disease.

Practical Takeaways from Query Results using SQL for DiCE-ML: Tar-

geted feature alterations are focused on realistic interventions by limiting changes to

cholesterol and thalach, thereby allowing physicians to see the impact of individual

changes on patient outcomes. Counterfactual instances yield actionable advice for in-

dividualized health plans-e.g., treating patients with elevated cholesterol in order not

to develop heart disease-while the use of PERMITTED RANGE guarantees these al-

terations remain within medially realistic boundaries. Unlike other approaches using

extensive Python programming via DiCE-ML libraries, the SQL approach enables

analysts to simply create and interpret counterfactuals without switching languages,

which reduces the learning curve and makes the process easier.

4.7.2 How the Keywords Work Together in Execution Flow

These keywords form a step-by-step flow to ensure smooth causal analysis:

1. ADJUSTING ensures that confounders are controlled.

2. INTERVENE WITH simulates changes to the fasting blood sugar (fbs) feature.

3. EXPLAIN COUNTERFACTUAL generates predictions under new scenarios, to ex-

plore outcomes of different conditions.

4. USING MODEL applies the selected rlearner model to predict treatment effects.

5. WITH PARAMETERS tunes the model’s hyperparameters for optimal performance.
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4.7.3 Counterfactual Range Query Engine

We call an instance-based extension of our SQL a counterfactual range - a set of

counterfactual instances generated by systematic variation of one or more attributes

of an instance to consider a range of possible outcomes rather than a specific ’what-

if’ instance. Doing so captures the uncertainty and variability that pervades actual

decision-making and provides a fuller picture of causality. Ranges are useful because

they outperform individual counterfactuals by revealing thresholds, tipping points,

or points of break with small increments in change. Rather than lowering a patient’s

fasting glucose to some solitary specific number, testing a range of numbers provides

more accurate estimates about the consequences of these ranges in probabilities for

improvement.

Furthermore, these ranges have wide applications beyond healthcare - finance, ed-

ucation, marketing, and public policy -because they allow for the investigation of

how small differences in causal variables can affect outcomes and allow for good,

actionable decision-making. The second part of our study estimates counterfactual

ranges for driving to a target outcome and estimates the treatment effect of fasting

blood sugar (fbs) on the heart disease outcome (target). The next example shows

one application of our extended SQL syntax based on the main keywords defined in

the general syntax section.

Listing 4.10: SQL query using the counterfactual range query engine to estimate the

treatment effect of fasting blood sugar (fbs) on heart disease outcome.

SELECT

EXPLAIN_COUNTERFACTUAL target,

ADJUSTING (age, cp, trestbps, chol, restecg, thalach, exang,

oldpeak, slope, ca, thal),

INTERVENE_WITH fbs,

USING_MODEL rlearner,
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WITH_PARAMETERS (n_estimators=100, max_depth=3, learning_rate

=0.1)

FROM dataset;

The query generates counterfactual results to simulate other scenarios while keeping

confounders such as age, cholesterol, and heart rate fixed. It simulates interventions

on fasting blood sugar (fbs) and estimates treatment effects by applying the rlearner

model with specified hyperparameters.

The SQL query’s keywords are carefully designed to simulate counterfactual scenar-

ios, adjust for confounders, and intervene on key features. This provides seamless

causal analysis directly within SQL, without switching to Python.

• EXPLAIN COUNTERFACTUAL: This keyword simulates what would

have happened under different scenarios. Example: What if a patient had a

different fasting blood sugar level? It generates counterfactual outcomes for

individual cases, helping users explore alternative possibilities.

• ADJUSTING: This controls for confounding variables such as age, choles-

terol, and heart rate to isolate the true effect of fasting blood sugar (fbs) on

the outcome. Confounders are variables that can influence both the treatment

and the outcome. Adjusting ensures that the effect measured is not biased by

such confounding factors.

• INTERVENE WITH: This keyword simulates an intervention by changing

the value of a feature. In this query, it intervenes on the fbs (fasting blood

sugar) feature to measure how different values affect the outcome (target).

Example: What if the fasting blood sugar was lower? How would the patient’s

recovery change?

• USING MODEL: This selects the machine learning model to use for the

causal analysis. In this case, the rlearner model is employed. The rlearner
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is well-suited for estimating individual treatment effects (ITE) by leveraging

ML algorithms. It ensures robust causal predictions across different scenarios.

• WITH PARAMETERS: This keyword configures the hyperparameters of

the selected model (e.g., number of estimators, learning rate). Example:

WITH_PARAMETERS (n_estimators=100, max_depth=3,

learning_rate=0.1)↪→

This customization makes the framework flexible for data science professionals, en-

abling them to tune the model directly within SQL without requiring additional

Python scripts.

Reduced materialization and data transport costs: By executing model training and

predictions directly within SQL, this keyword helps avoid the need to move data

between systems, minimizing computational overhead and increasing efficiency.

4.7.3.1 Output and Interpretation of Results

Below is the output generated by the counterfactual range query engine when the

query was executed on the Heart Disease Dataset for a single patient instance.

The dataset includes various patient attributes (e.g., age, cp, trestbps, chol,

thalach, exang, ...), a binary treatment variable (fbs, indicating fasting blood

sugar levels), and a binary outcome variable (target, where 1 denotes the presence

of heart disease and 0 denotes its absence).

Listing 4.11: SQL Query Execution Output on Heart Disease Dataset - ITE Trun-

cated for Display

Predicted Treatment Effects (ITE):

[[ 0.272], [-0.742], [ 0.207], [ 0.415], [ 0.014]]

Estimated ATE: 0.2026 (SD: 0.0322)

Generated Counterfactuals:

age cp trestbps chol restecg thalach exang oldpeak slope ca thal
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418 62 0 124 209 1 152 0 0.0 2 0 2

949 57 0 132 207 1 148 0 0.0 2 0 3

671 52 0 125 212 1 168 0 1.0 2 2 3

358 59 3 134 204 1 160 0 0.8 2 2 2

14 52 0 128 204 1 172 0 1.0 1 0 0

Analysis of the Patient Instance: The analyzed patient instance is:

age=52, cp=0, trestbps=125, chol=212, fbs=0, restecg=1,

thalach=168, exang=0, oldpeak=1.0, slope=2, ca=2, thal=3, target=0

This instance describes a 52-year-old patient with normal fasting blood sugar (fbs=0)

and no heart disease (target=0). The model examines how modifying fbs—for ex-

ample, reducing or controlling fasting blood sugar—affects the outcome (i.e., whether

heart disease is present).

Why Five Counterfactuals Were Generated: Counterfactual generation cre-

ates other worlds by modifying central features to explain potential variation in the

outcome. Five counterfactuals were developed to enable realistic variation among

patient profiles, such as variation in age, cholesterol, and heart rate, in order for the

model to estimate effect on fbs change under different conditions. The number of

five counterfactuals is a balance between computational tractability and sufficient

variation and may be adjusted as needed.

Knowing the Derived Counterfactuals: The table of counterfactuals tells us

patient profiles differed largely by age, cholesterol, and thalach. Age differences

express how patients at different ages will respond to treatment, while cholesterol and

thalach differences show probable changes for heart disease risk. Minor variations

in such characteristics as slope and ca capture varying cardiovascular states.
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Each forecasted individual treatment effect (ITE) is the fbs estimated effect on the

outcome. A forecasted ITE of 0.272 for counterfactual 418 (age=62, chol=209) is

a moderate positive effect, and a forecasted ITE of -0.742 for counter-factual 949

(age=57, chol=207) is an effect. There are other ITE values too, i.e., 0.207, 0.415,

and 0.014, indicating different positive to zero effects.

The Average Treatment Effect (ATE) is 0.2026 with a standard deviation of 0.0322,

a modest average positive effect with significant individual variation.

The counterfactual process maintains realistic feature values and accounts for vari-

ation. Variation in age helps to identify similar patients and track responses over

the course of life, and variation in cholesterol, thalach, and slope delivers realistic

clinical variation.

This illustration demonstrates how ITE predictions and counterfactuals can be ap-

plied to personalized medicine. Positive ITE values can be utilized by clinicians

to target interventions and comprehend how patient differences impact outcomes,

ultimately establishing good and tailored treatment plans

4.8 Algorithm Complexity and Execution Flow

This section outlines the high-level flow of execution and algorithmic complexity

involved in performing causal analysis and generating counterfactuals using SQL-

based queries. The various kinds of queries leverage different engine components -

parameter mapping, model initialization, and parallel processing - to run efficiently

and scalably, with a detailed analysis of the time and space complexities for key

operations. The execution pipeline is divided into two broad sections: counterfac-

tual generation through DiCE-ML, and our approach for counterfactual range query

engine. Each of the two types of queries returns distinct causal knowledge and

counterfactual explanations, and the subsequent subsection describes the flow and
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complexity of each and how they interoperate with the underlying SQL engine to

provide actionable insights.

4.8.1 Counterfactual Generation

In this section, we explore how the framework leverages DiCE-ML to generate coun-

terfactual explanations using pre-trained models. This approach enables users to

understand how altering certain features can change the predicted outcome, provid-

ing valuable insights for decision-making. The integration of DiCE-ML allows for

the generation of realistic and diverse counterfactuals directly through SQL queries,

enhancing the accessibility of advanced machine learning techniques for SQL users.

4.8.1.1 Execution Flow Overview

It begins with parsing the SQL query and custom tokenization. The WhySqlEngine,

which is a subclass of SQLGlot, parses special SQL keywords such as EXPLAIN -

WHY, COUNTERFACTUALS, USING METHOD, and TRAIN MODEL. In this stage, the parser

tokenizes the SQL query and transforms it into the needed execution parameters.

The map sql to pipeline function then selects the significant parameters from the

SQL query. These include the target column (the outcome variable to be explained,

e.g., target), the counterfactual generation method (e.g., genetic), the features

that can vary (e.g., chol, thalach), continuous features, permissible value ranges

for these features, and the model specification (whether to train a new model or use

a pre-trained one). For instance, Listing 4.5 below is an example of a query that

requests the engine to generate five counterfactuals for the target outcome using the

genetic method, while only the chol and thalach features differ within the provided

ranges.

After the parameters are assigned, the framework proceeds with model loading and

initialization. It checks whether a pre-trained model is provided; if so, it loads the
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model using the specified path. Otherwise, it trains a new model with the designated

method (e.g., through sklearn). DiCE-ML consumes both a model object and its

corresponding data to generate counterfactuals. Training of the model and data

preprocessing ensue: the data is loaded into a Pandas DataFrame, and features are

preprocessed through pipelines that correctly handle numerical and categorical data.

If a new model is being trained, the system fits the model (e.g., a Random Forest)

on the training data.

The final step in the execution process is counterfactual generation using DiCE-ML.

Here, the framework initializes DiCE-ML with the loaded or trained model and the

preprocessed dataset, and calls the function to generate counterfactual explanations

from the query instances and parameters obtained earlier. The generated coun-

terfactuals are output as a DataFrame, highlighting the feature changes needed to

arrive at an alternative decision. This output enables users to understand which

changes in features can produce the desired prediction, thus facilitating improved

decision-making.

4.8.1.2 Algorithm Complexity Analysis

Algorithm Overview Algorithm 2 summarizes the entire process described above,

from parsing the SQL query to producing estimates.

Time Complexity:

• Query Parsing: O(n), where n is the number of tokens in the SQL query.

• Model Training: Dependent on the chosen algorithm (e.g., Random Forest),

generally O(N · logN), where N is the number of samples.

• Counterfactual Generation: For the genetic method, time complexity is

O(G · P · E), where G is the number of generations, P is the population size,

and E is the evaluation cost per individual.
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Algorithm 2 Counterfactual Generation Pipeline Using DiCE-ML

Require: SQL query Q, dataset path D
Ensure: Generated counterfactuals as a DataFrame
1: Parse Q to identify target Y , method, features to vary, continuous features,

permitted ranges, model specification, and number of counterfactuals.
2: Load dataset D and preprocess it (separate X, Y , handle numerical/categorical

features).
3: if pre-trained model specified then
4: Load model from given path
5: else
6: Train a new model (e.g., a Random Forest) on (Xtrain, Ytrain)
7: end if
8: Initialize DiCE-ML with the model and dataset, specifying continuous features

and outcome.
9: Determine query instances (default: first few test samples).
10: Invoke DiCE’s generate counterfactuals with method, total CFs, desired

class, features to vary, and permitted ranges.
11: Return the resulting DataFrame of counterfactuals to the SQL environment.

Space Complexity:

• Dataset Storage: O(N · d), where d is the number of features.

• Model Storage: Dependent on the model size; for tree-based models, O(T ·L),

where T is the number of trees and L is the average number of nodes per tree.

• Counterfactual Storage: O(C ·d), where C is the number of counterfactuals

generated.

4.8.1.3 Considerations for Pre-trained Models

Pre-trained models bring along a couple of advantages within our framework. Firstly,

pre-trained models boost efficiency by reducing computation time because the model

is not needed to be retrained. Secondly, use of a pre-trained model may lead to

greater consistency since the pre-trained models have fairly often been tested to

their limits and vetted thoroughly, hence affirming that counterfactuals given are

rock-solid. Lastly, pre-trained models facilitate higher integration flexibility, which
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offers the user the capability of including models trained outside of the framework.

When a pre-trained model is nominated, the engine loads the model with joblib or

an analogous library and ensures its compatibility with DiCE-ML. Training is then

avoided in this case, and the engine goes on to generate counterfactuals directly. As

not shown here, the resultant generated can be checked or contrasted with the known

effects should ground truth exist, again making sure that causal insights generated

continue to be robust and reliable.

4.8.1.4 Integration with SQL Framework

With DiCE-ML integrated into the SQL framework, counterfactual explanations can

be generated without writing any Python code. This integration facilitates the use

of pre-trained models, ensuring consistency with existing predictive systems, and

allows users to specify fine-grained parameters directly in SQL—such as the features

to alter and their permitted ranges—thus providing enhanced control over the coun-

terfactual generation process. This approach not only yields deeper insights into

how varying input features can lead to different outcomes, but also offers flexibil-

ity and efficiency by leveraging models that are already available. Ultimately, the

seamless incorporation of DiCE-ML enables analysts to perform intricate counter-

factual analyses directly through SQL queries, making advanced machine learning

techniques both actionable and accessible.
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4.9 Scaling Counterfactual Range Querying with

our Proposed Approach with Distributed LSH

4.9.1 Approach

Locality-Sensitive Hashing (LSH) is a powerful technique for approximate nearest

neighbor (ANN) search in high-dimensional data spaces. It efficiently retrieves sim-

ilar items by hashing input data points into buckets, where similar items are more

likely to be in the same bucket. However, traditional LSH implementations face scal-

ability issues with massive datasets due to memory and computational constraints.

We present a distributed implementation of LSH using Dask in Python for efficient

large-scale dataset handling. We compare it with a standard single-node implemen-

tation and show significant performance improvements.

4.9.2 Distributed LSH Implementation with Dask

Our distributed LSH pipeline leverages Dask’s parallel computing for MinHash sig-

nature computation and LSH bucket assignment across multiple worker nodes.

4.9.2.1 MinHash Signature Computation

We compute MinHash signatures for each data point in parallel using Dask DataFra-

mes. MinHash compresses features into a signature vector while preserving Jaccard

similarity.

M [i] = min
s∈S

(ai · h(s) + bi mod max hash)

In Algorithm 3, the function compute minhash partition is applied to each parti-

tion of the Dask DataFrame. For every data point within a partition, the algorithm

first generates shingles, which serve as feature representations of the data.
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Algorithm 3 MinHash Signature Computation

Require: Data partition P , number of permutations num perm, hash coefficient
arrays hash coeffs a, hash coeffs b, and max hash

Ensure: Updated partition P with a new column ‘minhash signature‘ for each row
1: Initialize an empty list signatures
2: for each row r in partition P do
3: Convert row r into a set of shingles S (e.g., strings of feature values)
4: Compute shingle hashes: H = {hash(s) mod 232|s ∈ S}
5: Compute hashed values: M = (hash coeffs a × H + hash coeffs b)

mod max hash
6: Determine the MinHash signature: signature = min(M,axis = 1), producing

a num perm-length vector
7: Append signature to signatures
8: end for
9: Add ‘minhash signature’ column to P from signatures
10: return Updated partition P

Next, it computes hash values for these shingles using pre-defined hash coefficients

(hash coeffs a and hash coeffs b). Finally, the algorithm selects the minimum

hash values from these computations to form the MinHash signature for each data

point.

4.9.2.2 LSH Bucket Assignment

After computing the MinHash signatures, we assign each signature to LSH buckets

as captured in Algorithm 4. This step is also parallelized using Dask.

Bucket[b] = Hash (Signature[b · r : (b+ 1) · r])

In LSH partition, each signature is divided into bands, and each band is hashed to

assign the signature to an LSH bucket. This increases the probability that similar

signatures (and thus similar data points) are grouped together.
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Algorithm 4 LSH Bucket Assignment

Require: Data partition P with a ‘minhash signature’ column, number of bands
bands, rows per band rows per band

Ensure: Updated partition P with a new column ‘lsh buckets’ for each row
1: Initialize an empty list lsh buckets list
2: for each row r in partition P do
3: Let signature = r[minhash signature]
4: Initialize an empty list buckets
5: for each band b in 0 to bands− 1 do
6: Extract band segment: segment = signature[b · rows per band : (b + 1) ·

rows per band]
7: Compute bucket hash: bucket = hash(segment)
8: Append bucket to buckets
9: end for
10: Append buckets to lsh buckets list
11: end for
12: Add ‘lsh buckets’ column to P from lsh buckets list
13: return Updated partition P

4.9.2.3 Creating the LSH Buckets Map

We then aggregate the bucket assignments to create a mapping from bucket identi-

fiers to the indices of data points assigned to them. This lsh buckets map captured

in Algorithm 5 is crucial for efficiently retrieving candidate neighbor data points

during query time.

Algorithm 5 Creating the LSH Buckets Map

Require: A DataFrame D with ‘index’ and ‘lsh buckets’ columns after processing
all partitions

Ensure: A dictionary map lsh buckets map from bucket identifiers to lists of row
indices

1: Explode ‘lsh buckets’ so that each bucket appears as a separate row with its
corresponding ‘index’.

2: Filter out any rows with missing ‘lsh buckets’.
3: Convert ‘lsh buckets’ to an integer type if needed.
4: Group the resulting data by ‘lsh buckets’ and collect all ‘index’ values that share

the same bucket into a list.
5: Store these groupings in a dictionary lsh buckets map where keys are bucket IDs

and values are lists of indices.
6: return lsh buckets map
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4.9.3 Integration into the Causal Pipeline

Our distributed LSH implementation is integrated into a causal inference pipeline

for generating counterfactual explanations. The Causal Pipeline class encapsulates

the model training, prediction, and counterfactual generation steps.

In the generate counterfactuals function available for reference in Algorithm 6, we:

• Use the KD-Tree to find the nearest neighbors based on Euclidean distance.

• Compute the MinHash signature of the query instance and find corresponding

LSH buckets.

• Retrieve candidate neighbors from the LSH buckets.

• Combine and rank the neighbors based on a combined score of KD-Tree dis-

tance and LSH similarity.

Algorithm 6 Integrating KD-Tree and LSH Initialization into the Causal Pipeline

Require: Trained dataset Xtrain, parameters (num perm, rows per band, hash co-
efficients), Dask client, and functions for MinHash and LSH partitions

Ensure: KD-Tree built, LSH buckets computed, and lsh buckets map created for
fast neighbor queries

1: Build KD-Tree from Xtrain values for fast nearest-neighbor searches.
2: Initialize a Dask client for distributed processing.
3: Convert Xtrain into a Dask DataFrame with n partitions.
4: Broadcast hash coefficients (hash coeffs a, hash coeffs b, max hash) to Dask

workers.
5: Apply the MinHash signature computation algorithm to each partition.
6: Apply the LSH bucket assignment algorithm to each partition.
7: Compute the final lsh buckets map by aggregating all partitions.
8: Close the Dask client if no longer needed.
9: return KD-Tree and lsh buckets map ready for counterfactual generation.

4.9.4 Combined Score Calculation

We calculate a combined score (for reference in Algorithm 7) to rank the candidate

counterfactuals, considering both the KD-Tree distance and LSH similarity.
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Score = wkd · Normalized DistanceKD + wlsh · (1− Normalized SimilarityLSH)

This function ensures that both proximity and similarity are considered when select-

ing counterfactuals.

Algorithm 7 Combined Score Calculation

Require: Instance vector x, KD-Tree, lsh buckets map, normalization values for
KD-Tree distance and LSH similarity, weights kd tree weights and lsh weights

Ensure: A combined similarity score
1: Compute KD-Tree distance d for x.
2: Compute LSH similarity s for x.
3: Normalize d to dnorm based on min/max KD-Tree values.
4: Normalize s to snorm based on min/max LSH values.
5: Calculate combined score: score = kd tree weights×dnorm+ lsh weights× (1−
snorm).

6: return score

4.9.5 Comparison with Single-Node LSH Implementation

For comparison, we implemented a single-node LSH approach using the datasketch

library.

def lsh_similarity(row, lsh):

m = MinHash(num_perm=128)

for val in row.values:

m.update(str(val).encode('utf8'))

return len(lsh.query(m))

In this implementation:

• The MinHash signatures and LSH buckets are computed sequentially.

• The LSH object self.lsh is built by inserting each data point’s MinHash signa-

ture.
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• Querying for similar items involves querying the self.lsh object.

This approach is limited by the computational resources of a single machine and

does not scale well with large datasets.

4.10 Overview of the Algorithm

With the theoretical foundation and the underlying methodologies employed by

the counterfactual range query engine established, we now discuss its implementa-

tion. This section presents a bird’s-eye view of the modular algorithmic framework,

describing how each module contributes to producing scalable, interpretable, and

causally valid counterfactuals. The pipeline employs state-of-the-art techniques—su-

ch as KD-Trees, Distributed Locality-Sensitive Hashing (dist LSH), and paralleliza-

tion using Dask—to handle large-volume data and deliver actionable results. Com-

plete pseudocode and line-by-line implementation are provided in the Appendix (Al-

gorithms 1 through 8).

4.10.1 Algorithm Overview

The pipeline consists of several key components:

1. Initialization: Sets up the causal inference model with user-provided param-

eters and learner selection (see Algorithm 1 in the Appendix).

2. Data Splitting and Loading: Uses Dask to compute large datasets out-of-

core and performs a train/test split (Appendix, Algorithm 2).

3. Training a Model: Trains the chosen causal model (e.g., slearner, tlearner

or rlearner) with XGBRegressor as a suitable base learner.

4. Prediction and Estimating ATE: Predicts on the test set and computes

the Average Treatment Effect (ATE).
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5. Counterfactual Generation: Uncovers potential counterfactuals by combin-

ing KD-Trees for local neighborhood queries and Distributed LSH (dist LSH)

for high-dimensional searching. After applying a scoring function, causal fil-

tering removes non-causal scenarios (see Appendix, Algorithms 3, 4, and 5).

6. Cross-Validation: Checks model stability across different folds of data (Ap-

pendix, Algorithm 8).

7. Timing and Optimization: Monitors execution times to determine where

bottlenecks occur, guiding further optimizations.

4.10.2 Key Implementation Details

Causal Inference Model Setup. The pipeline initializes a learner from the

causalml library (e.g., rlearner, xlearner) and uses XGBRegressor for gradient-

boosted estimates. This approach balances performance and scalability, as XGBRegr-

essor efficiently handles large datasets.

Data Loading and Splitting. Dask DataFrames allow the pipeline to work with

datasets larger than local memory. After loading, a train/test split is performed to

enable reproducible causal inference experiments.

KD-Trees and Distributed LSH. KD-Trees facilitate efficient nearest-neighbor

searches in low- to medium-dimensional spaces with initialization as listed in Algo-

rithm 8. When higher-dimensional data is present, a distributed LSH algorithm

approximates nearest neighbors by hashing similar data into shared buckets. These

methods thus yield candidate counterfactuals from both a local, exact perspective

and a more global approach.
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Algorithm 8 KD-Tree and Distributed LSH Initialization

Require: Training data Xtrain, number of permutations num perm, rows per
band rows per band, hash coefficient arrays hash coeffs a, hash coeffs b, and
max hash, Dask client, functions for MinHash and LSH partitioning

Ensure: A KD-Tree for efficient nearest-neighbor searches and an lsh buckets map
for approximate similarity queries

1: Build a KD-Tree from Xtrain

2: Initialize a Dask client to enable parallel computations
3: Convert Xtrain into a distributed Dask DataFrame
4: Broadcast hash coeffs a, hash coeffs b, and max hash to Dask workers
5: Apply the MinHash signature computation algorithm (Algorithm 3) to each par-

tition, computing signatures in parallel
6: Apply the LSH bucket assignment algorithm (Algorithm 4) to each partition
7: Gather results to construct a global lsh buckets map mapping bucket IDs to

training instance indices
8: Close the Dask client if no further operations are needed
9: return The KD-Tree and lsh buckets map

Counterfactual Generation and Scoring. Counterfactuals derived from KD-

Tree and LSH candidates are merged, deduplicated, and scored using a composite

scoring function. This Algorithm 9 normalizes similarities and distances, allowing

user-defined weights to emphasize either local precision or global diversity.

Algorithm 9 Generating Counterfactuals

Require: Query instance q, total number of CFs total CFs, KD-Tree, LSH buckets
map, model, scoring function

Ensure: A DataFrame of top total CFs counterfactuals
1: Use KD-Tree to find nearest neighbors of q
2: Compute MinHash signature for q and derive LSH buckets
3: Retrieve LSH-based neighbors from lsh buckets map
4: Combine KD-Tree and LSH neighbors, remove duplicates
5: For each candidate, compute the combined score

6: Sort candidates by score and select top total CFs
7: Apply causal filtering if needed
8: return Filtered and ranked counterfactuals as a DataFrame

Causal Filtering and Final Selection. A causal filtering stage ensures that any

feature modifications respect established cause-and-effect constraints. Counterfac-

tuals violating these relationships are discarded, keeping the final selection close to
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the original example but in line with causal validity as shown in Algorithm 10.

Algorithm 10 Helper Methods for Counterfactual Generation

1: compute lsh buckets(instance):
2: Initialize query minhash
3: for each value v in instance do
4: query minhash.update(stringify(v))
5: end for
6: lsh buckets ← []
7: for each band segment in query minhash do
8: bucket = hash(segment)
9: lsh buckets.append(bucket)
10: end for
11: return lsh buckets

12: causal filtering(counterfactuals):
13: filtered ← []
14: for each cf in counterfactuals do
15: if validate causal constraints(cf) then
16: filtered.append(cf)
17: end if
18: end for
19: return dataframe from filtered

20: validate causal constraints(cf):
21: Check if feature changes in cf respect causal graph assumptions
22: If no violations, return True; otherwise, return False

Cross-Validation and Performance Logging. Cross-validation evaluates mod-

el robustness by estimating the ATE across several data folds as shown in Algorithm

11. Detailed timing logs monitor the computational cost of each primary step, iden-

tifying where improvements might be made.

4.10.3 Integration with SQL Queries

By merging these stages with an augmented SQL syntax, the pipeline enables inter-

ventions, model parameters, and query operations (such as EXPLAIN COUNTERFACT-

TUAL, ADJUSTING, INTERVENE WITH) to be specified within standard SQL statements.
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Algorithm 11 Cross-Validation for ATE Estimation

Require: Dataset D, covariate columns X, treatment column T , outcome column
Y , number of splits n splits

Ensure: A list of ATEs, mean ATE, and standard deviation of ATE
1: Extract X,T, Y from D
2: Initialize k-fold splitting with n splits
3: ates← []
4: for each fold (train idx, test idx) do
5: Fit the model on training data
6: ate← estimate ate(test data)
7: ates.append(ate)
8: end for
9: mean ate ← average of ates
10: std ate ← std of ates
11: return ates,mean ate, std ate

This approach removes the need for specialized programming expertise while still

supporting large-scale, parallelized analysis.

4.10.4 Concluding Remarks

This high-level overview demonstrates how the pipeline merges its core compo-

nents—initialization, data management, model learning, counterfactual generation,

and causal validation—into a modular, integrated system. Complete pseudocode

and thorough workflows are described in the Appendix to maintain transparency

of implementation. Ultimately, this framework is optimized for computational effi-

ciency, causal rigor, and interpretability, making it deployable in real-time scenarios

where robust, explainable interventions are essential.

4.11 Algorithm Complexity and Execution Flow

This section outlines our proposed approach, focusing on the algorithmic complexity

involved in generating counterfactual ranges within a causal analysis framework.
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4.11.1 Counterfactual Range Query Engine

The counterfactual range query engine supports SQL-based counterfactual reason-

ing without the need for additional programming skills, providing an easy-to-use

interface to causal analysis. Internally, it goes through five major steps:

1. SQL Query Parsing and Tokenization: CausalCounterfactualSqlEngi-

ne uses SQLGlot for parsing special keywords (e.g., EXPLAIN COUNTERFACTUAL,

ADJUSTING, INTERVENE WITH), converting the query into tokens and expressions

that drive execution parameters.

2. Parameter Mapping: The map sql to pipeline function accepts key param-

eters such as treatment, outcome, covariates, and model specification. This is

to ensure that the query is correctly mapped to a causal pipeline configuration.

3. Model Initialization and Data Splitting: Instances of the CausalPipeli-

ne class are parameterized with extracted parameters. Data are retrieved and

handled with the help of Dask, then partitioned between the train and the test

set. KD-Tree and MinHash data structures help in fast lookups by similarity

for obtaining counterfactuals.

4. Training of the Causal Model and Generation of Counterfactuals:

The selected causal model is then trained. Subsequent to this, individual

treatment effects (ITE) and average treatment effects (ATE) can be estimated.

Counterfactuals are determined by finding nearest neighbors via KD-Trees and

LSH.

5. Validation and Output: The engine verifies generated counterfactuals for

similarity to the source query instance, checks feature adjustments, and tracks

consistency of prediction. Results are ultimately forwarded to the user.
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The process workflow for this is explained in Algorithm 12, which provides the step-

by-step procedural flow for parsing an SQL query, model setup, generating coun-

terfactuals, and generating results. This structure avoids the need to delve into

nitty-gritty Python code but maintains readability with operational effectiveness in

causal querying.

107



Algorithm 12 Counterfactual Range Generation Pipeline

Require: SQL query Q, dataset path D, optional pre-trained model path

Ensure: Counterfactual ranges as a DataFrame

1: Parse Q using extended SQL syntax to identify:

• Outcome variable (Y ) via EXPLAIN COUNTERFACTUAL

• Treatment variable (T ) via INTERVENE WITH

• Covariates (X) via ADJUSTING

• Model name and parameters via USING MODEL and WITH PARAMETERS

2: Load dataset D into a distributed environment and split into train/test sets.

3: Initialize chosen causal model (e.g. rlearner) with given parameters.

4: if pre-trained model specified then

5: Load the pre-trained model

6: else

7: Train a new model on (Xtrain, Ttrain, Ytrain)

8: end if

9: Build KD-Tree and LSH for efficient nearest-neighbor and similarity searches in

counterfactual generation

10: For the given query instance(s), generate counterfactuals by:

• Identifying similar instances via KD-Tree and distributed LSH.

• Compute treatment effects and vary covariates, ensuring values remain

within allowed ranges.

11: Validate new counterfactuals against the original instance and constraints

12: Return counterfactual DataFrame (multiple scenarios) for SQL output.

4.11.1.1 Algorithm Complexity Analysis

Algorithm Overview Algorithm 12 summarizes the entire process described above,

from parsing the SQL query to producing causal counterfactual ranges.
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Time Complexity:

• Query Parsing: O(n), where n is the number of tokens in the SQL query.

• Model Training: For R-learners, the complexity is O(N · d), where N is the

number of samples and d is the number of features.

• KD-Tree Query: O(logN) for nearest neighbor search.

• LSH Search: O(k), where k is the number of hash comparisons per query.

Space Complexity:

• Dataset Storage: O(N · d) for storing the dataset in memory with Dask.

• KD-Tree: O(N) for indexing points.

• LSH: O(N ·m), where m is the number of hash permutations.

Parallel Execution with Dask: The engine utilizes Dask for parallel data pro-

cessing, ensuring scalability across large datasets. While the core query engine runs

locally, components such as the KD-Tree and distributed LSH-based search signifi-

cantly enhance performance for larger datasets.

4.12 Performance Evaluation

Introduction to Evaluation Methods

We quantify the effectiveness of the counterfactual range query engine by its compu-

tational efficiency, scalability (on a single machine), and real-world applicability in

practice. In contrast to standard machine learning tests—where accuracy or mean

squared error are the main metrics of interest—we are mostly concerned with the

time taken to produce counterfactuals and estimate treatment effects, particularly

for large-scale or high-dimensional data.
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Structure of This Evaluation. We first detail our Experimental Setup (dataset

sizes, pre-processing, hardware) in 4.12. We then report single-machine performance

results, including overall execution times, training times for the models, and LSH

overheads in 4.12. We then generalize the analysis to a distributed setting in 4.12.6,

emphasizing the function of Dask for scaling LSH. Finally, we present another com-

parison of distributed vs. single-node LSH on 100,000 records and provide a discus-

sion of the applicability of the method in real-world settings.

Our main evaluation questions are:

• Computational Efficiency: How fast does the engine produce counterfactu-

als?

• Scalability (Single Machine): How does performance vary as one scales the

size of the dataset from around 10,000 to 100,000 rows on a single workstation?

• Practical Applicability: Is the system straightforward to apply in practice

with little overhead?

Experimental Setup Datasets

We use synthetic data sets specially designed to benchmark the counterfactual range

query engine. The data sets are constructed to cover causal inference problems

with carefully defined treatment variables, covariates, and outcomes. For the ease of

controlled experimentation and privacy, we synthesized data at three scales:

• Scale 1: About 10,000 records

• Scale 5: About 50,000 records

• Scale 10: About 100,000 records

Each dataset includes five covariates (x1 to x5), a binary treatment indicator, and

an outcome variable (y factual). The covariates are drawn from standard statistical
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distributions, the treatment is assigned according to a rule that creates potential

confounding influences, and the outcome is derived from a structural model with

incorporated noise. This structure gives us ground truth information for controlled

experimentation.

Data Preprocessing

Although our synthetic data does not, in general, contain null values, we maintain

best practice standard procedures that closely simulate a natural use scenario:

1. Missing Data: Impute or remove the artificially introduced null values.

2. Feature Scaling: Normalize or standardize the covariates so the algorithms

like KD-Trees and LSH will not be influenced too much by differences in scales.

3. Data Types: Convert all numerical features into floating-point number to

ensure consistent comparison.

4. Outlier Detection: Clip or filter out outliers if they distort the nearest-

neighbor searches.

5. Uniqueness Verification: Verify that no duplicated rows exist, which is

essential for valid causal inference.

Test Bench Configuration (Single Machine)

All the experiments in this evaluation are conducted on a single workstation with

the following configuration:

• Operating System: Ubuntu 20.04.6 LTS

• Processor: Intel® Core™ i5-2400 CPU @ 3.10GHz (4 cores)

• Memory: 8 GiB RAM

• Storage: 500 GiB HDD
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• Software Environment: Python 3.9, XGBoost, CausalML, NumPy, pandas,

scikit-learn, and MinHash LSH

We focus here on the single-machine scenario to illustrate the baseline performance

and scalability as the dataset size increases from Scale 1 to Scale 10.

Evaluation Metrics

We primarily measure the following:

1. Total Execution Time: The overall time taken from data loading to the

completion of counterfactual generation.

2. Counterfactual Generation Time: Time taken just for constructing the

KD-Tree, initializing LSH, and querying neighbors.

3. Scalability: The increase in execution time as the dataset size increases from

10,000 to 100,000 rows on one machine.

Results and Analysis (Single Machine Only)

4.12.1 Executed SQL Queries for Synthetic Datasets

We ran a SELECT query for each dataset scale, which adjusts for covariates (x1

to x5) and specifies treatment along with model hyperparameters. The queries are

similar across scales, ensuring that each test controls for the same variables and uses

the same model settings.

Analysis:

• Consistent Covariates: All queries control for x1–x5, ensuring an apples-to-

apples comparison across scales.

• Same Model Parameters: We utilize uniform hyperparameters across all

queries.

112



Table 4.2: Executed SQL Queries for Synthetic Dataset Scales (Single Machine)

Dataset Scale Executed SELECT Query

Scale 1 SELECT EXPLAIN COUNTERFACTUAL AS y factual,

ADJUSTING(x1, x2, x3, x4, x5), INTERVENE WITH AS

treatment, USING MODEL AS slearner, WITH PARAMETERS(n -

estimators=100, max depth=3, learning rate=0.1)

Scale 5 SELECT EXPLAIN COUNTERFACTUAL AS y factual,

ADJUSTING(x1, x2, x3, x4, x5), INTERVENE WITH AS

treatment, USING MODEL AS rlearner, WITH PARAMETERS(n -

estimators=100, max depth=3, learning rate=0.1)

Scale 10 SELECT EXPLAIN COUNTERFACTUAL AS y factual,

ADJUSTING(x1, x2, x3, x4, x5), INTERVENE WITH AS

treatment, USING MODEL AS tlearner, WITH PARAMETERS(n -

estimators=100, max depth=3, learning rate=0.1)

• Scalability Emphasis: We examine how total execution and generation times

change as dataset size increases.

4.12.2 Total Execution Time

The total execution time on one machine for each dataset scale is listed in Figure

4.3

Analysis: The runtime increases by about a factor of 9.8 when moving from Scale

1 to Scale 10, illustrating the overhead in data loading and LSH processing. At

100,000 records, a total runtime under 3 minutes is acceptable for many real-time or

near-real-time applications.

4.12.3 Model Training Time

Model training times were observed to be 0.07 seconds at Scale 1, 4.21 seconds at

Scale 5, and 15.30 seconds at Scale 10. The causal inference model, which leverages

XGBRegressor through the CausalML library, trains very efficiently on a single ma-

chine, and although there is potential for further performance gains through parallel

training, the single-machine times achieved in this evaluation are satisfactory.
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4.12.4 Counterfactual Generation Time

The time spent on counterfactual generation (which includes KD-Tree building and

LSH initialization) was measured on a single machine:

Table 4.3: Counterfactual Generation Time (Single Machine with Datasketch LSH)

Dataset Scale KD-Tree Init. LSH Init.
Scale 1 0.00 s 21.46 s
Scale 5 0.00 s 117.93 s
Scale 10 0.00 s 334.17 s

Analysis:

• The KD-Tree initialization time is negligible across all scales.

• LSH initialization time increases substantially with dataset size, marking it as

the primary overhead.

4.12.5 Counterfactuals Generated

The system consistently generates approximately 10 plausible counterfactuals per

query. For example, for Scale 5, a sample output is as follows:

Instance ID x1 x2 x3 x4 x5 Score Model Prediction
681 -0.4400 -0.2029 0.0115 0.1617 1.3714 0.5 0.652
663 0.6841 -0.0984 0.0115 -0.8796 0.9337 0.5 3.163
280 -0.0379 0.5966 0.3838 -0.8796 0.2461 0.5 3.274

. . .

Table 4.4: Counterfactuals Generated on Scale 5. Columns list feature changes,
predicted outcome, and a final score balancing LSH and KD distances.

Observations:

• The generated counterfactuals are realistic and fall within the valid ranges of

the covariates.

• Minimal adjustments are made to the covariates, ensuring interpretability and

plausibility.
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• Counterfactual quality remains consistent across different dataset sizes.

Our single-machine experiments show that:

• Training Times: Even at 100,000 records, model training takes just over 15

seconds.

• LSH Overhead is the Main Bottleneck: LSH initialization increases sig-

nificantly with dataset size, indicating an area for future optimization.

• Scalability: End-to-end execution times are in the order of a few minutes,

which is acceptable for many applications.

These results confirm the viability of the KD-Tree + LSH + causal filtering approach

on a single workstation for moderately large datasets (up to 100,000 records). In the

following section, we describe how to minimize these overheads even further using

distributed processing.

4.12.6 Scaling Counterfactual Range Generation Using Dis-

tributed Processing

Distributed Experimental Setup: To evaluate how the counterfactual range

query engine scales across multiple machines, we deployed our framework on four

interconnected machines. Each of the four machines follows the same specifications

as the test bench configuration previously discussed about. One machine acted as

the Dask scheduler, while the other three served as Dask workers. This configuration

enabled us to distribute both data and computations, thereby harnessing the parallel

capabilities of the cluster.

Total Execution Time in Distributed Mode: Table 4.5 compares total execu-

tion times on a single machine versus the four-node setup, highlighting the benefits

of parallelization:
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Table 4.5: Total Execution Time Across Synthetic Dataset Scales with Distributed
LSH Implementation

Dataset Scale Total Exec. Time (Single
Node)

Total Exec. Time (4 Nodes)

Scale 1 16.33 seconds 14.53 seconds

Scale 5 82.89 seconds 71.53 seconds

Scale 10 159.73 seconds 82.24 seconds

Figure 4.3: Total Execution Time vs. Dataset Scale, comparing Single-Node to Four-
Node Setup
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Analysis of Distributed Speedups:

• Better Performance with Multi-Node Setup: Even at Scale 1 (roughly

10k records), the four-node cluster outperforms the single-machine baseline.

• Scalability Benefits: As the dataset grows to Scale 10, the total execution

time decreases from 159.73 seconds (single node) to only 82.24 seconds on four

nodes - a speedup of almost 48%.

• Efficient Resource Utilization: Parallel processing helps amortize the over-

head of LSH and KD-Tree initialization across multiple workers. Larger datase-

ts exhibit greater gains.

• Real-World Applicability: A distributed setup is well-suited for large-scale

enterprise scenarios where data is extensive and near-real-time responses are

needed.

Counterfactual Generation Time under Distribution: We also measured the

time to initialize KD-Tree and LSH across the cluster, as shown in Table 4.6. The dis-

tributed LSH approach significantly reduces initialization overheads versus a single-

node Datasketch LSH:

Table 4.6: Counterfactual Generation Time: Single Node (Datasketch LSH) vs. Four
Nodes (Distributed Dask LSH)

Dataset Scale KD-Tree
Init. (1
Node)

KD-Tree
Init. (4
Nodes)

LSH Init. (1
Node)

LSH Init. (4
Nodes)

Scale 1 0.00 s 0.00 s 21.46 s 13.61 s

Scale 5 0.00 s 0.03 s 117.93 s 39.07 s

Scale 10 0.00 s 0.06 s 334.17 s 78.55 s

Observations on Distributed LSH:
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Figure 4.4: Initialization Times for KD-Tree and LSH under Single-Node vs. Four-
Node Configurations

• LSH Initialization Gains: The time for LSH initialization is drastically

lowered when distributed among four nodes. For instance, at Scale 10 (100k

records), single-node LSH initialization took 334.17 s, whereas the four-node

version required only 78.55 s.

• KD-Tree is Negligible: Building the KD-Tree remains trivial in both set-

tings, so the main bottleneck is the LSH initialization on large data.

• Future Improvements: Further parallelizing KD-Tree queries or adopting

dynamic resource allocation might enhance the scaling even more.

4.12.6.1 Additional Experiments at Scale 10

We considered a synthetic data set of size 100,000 with five features and compare

the performance on this large size of data our distributed LSH implementation with

its single-node analogue.

Setup: We used the synthetic dataset (Scale 10 - as mentioned in previous sec-

tions) with 100,000 instances, employing a T-Learner with XGBRegressor, and ran
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experiments on our 4-node Dask cluster.

Results: Table 4.7 and Figure 4.5 compare and summarize Distributed LSH with

Dask against Single-Node LSH with datasketch in terms of performance metrics and

execution times.

Table 4.7: Performance Metrics for Distributed vs. Single-Node LSH Implementa-
tions

Method Total
Time (s)

LSH Init
Time (s)

Mean
ATE

Std. Dev.
of ATE

Distributed LSH with Dask 82.24 78.55 1.5287 0.0259

Single-Node LSH with datasketch 159.73 157.90 1.5376 0.0157

Figure 4.5: Execution Time Comparison: Distributed LSH (Dask) vs Single-Node
(datasketch) at Scale 10

Analysis: The distributed LSH implementation reduced total execution time by

about 48%, mainly due to a parallelized LSH initialization phase (from 157.90 s

down to 78.55 s). Both distributed and single-node methods yielded comparable

ATEs, indicating that parallelization does not harm model performance. As data

scale grows, the distributed approach leverages additional resources more effectively,

thereby enabling larger datasets.
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Implications for Distributed Validation: Our multi-node experiments confirm

that the core logic (KD-Tree + LSH + causal filtering) remains intact. Individ-

ual Treatment Effects (ITE) and ATE estimates remain consistent, while runtime

decreases significantly. This suggests that real-world deployments with large, dis-

tributed datasets can benefit from the method’s scalability without losing causal

accuracy.

4.13 Validation

This section demonstrates that our counterfactual range query engine effectively gen-

erates plausible counterfactuals, accurately estimates treatment effects, and main-

tains robustness across varying dataset sizes. Rather than focusing on absolute

model accuracy, the validation emphasizes: (1) generating plausible counterfactuals,

(2) correctly estimating treatment effects, and (3) retaining consistency at different

scales.

4.13.1 Validation Approach

We tested the framework on synthetic datasets (Scale 1: 10k rows, Scale 5: 50k,

Scale 10: 100k) in both single-node and four-node (distributed) modes. Five key

criteria guided evaluation:

1. Treatment Effect Estimation: Compared estimated Average Treatment

Effects (ATE) to known causal effects in synthetic data.

2. Counterfactual Generation: Checked logical, causal, and feature-range con-

straints for minimal, actionable changes.

3. Feature Range Validity: Ensured all counterfactual feature values stayed

within realistic training data bounds.
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4. Robustness Across Scales: Verified consistent ATE and counterfactual gen-

eration across dataset sizes.

5. Scalability & Efficiency: Measured execution times, focusing on LSH ini-

tialization overhead and four-node speedups.

4.13.2 Results

4.13.2.1 Treatment Effect Estimation

Table 4.8 shows consistent ATE values for single-node and four-node setups, indicat-

ing parallelization accelerates execution without affecting accuracy. Minor differences

reflect synthetic-data variation.

Table 4.8: Estimated ATE for Single vs. Four Nodes

Scale Single Node Four Nodes
1 1.4688 1.4403
5 1.5270 1.5226
10 1.5317 1.5287

4.13.2.2 Counterfactual Generation

Across all runs, the engine consistently produced about 10 counterfactuals per query.

On average, 3–5 features were altered, all within valid training ranges. The typical

model prediction shift was around 1.84, indicating meaningful yet plausible changes.

4.13.2.3 Scalability & Distributed LSH

Single-node LSH initialization ranged from 21.46 s (Scale 1) to 334.17 s (Scale 10),

while the four-node setup reduced these times to 13.61 s and 78.55 s, respectively,

leading to 25–30% overall runtime improvement at larger scales.
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4.13.2.4 Robustness Across Sizes

ATE estimates remained stable regardless of dataset size, and the counterfactuals

remained valid. Although execution time grew with data volume, the distributed

approach handled major bottlenecks effectively.

4.13.3 Additional Validation Metrics

We also tracked:

• Diversity: On average, 3.2 of 5 features changed, showing a balance between

minimal adjustments and variety.

• Causal Consistency: Treatment alterations aligned with expected outcome

changes, matching the estimated ATE.

• Outcome Consistency: About 95% of generated counterfactuals matched

model expectations, confirming reliability.

Table 4.9 summarizes these metrics.

Table 4.9: Validation Metrics for Generated Counterfactuals

Metric Scale 1 Scale 5 Scale 10
Feature Validity (%) 100 100 100
Avg. Features Changed 3.2 3.1 3.3
High Diversity Yes Yes Yes
Outcome Consistency (%) 95 94 96

4.13.3.1 Potential Issues & Future Work

LSH initialization remains a bottleneck at very large scales, though multi-node mode

alleviates much of it. Sometimes many features change in a single counterfactual,

reducing interpretability. Future enhancements include sparsity constraints to limit

feature alterations, further parallelizing LSH, and tighter database integration.
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The engine reliably produces causal explanations, maintains validity across multiple

scales, and leverages distributed computing for efficiency. This confirms its potential

for real-world applications requiring scalable, explainable counterfactual analysis.

4.14 Summary

In this chapter, the validation and performance evaluation of the counterfactual range

query engine were comprehensively examined. As shown in Figure A.3 (Appendix),

the high-level framework architecture of the entire thesis is summarized visually.

Key findings include:

• Accurate Treatment Effect Estimation: The framework consistently es-

timates treatment effects (ATE) with high accuracy across varying dataset

scales, ensuring reliability in causal inference.

• Plausible and Valid Counterfactuals: The generated counterfactuals ad-

here to causal validity and feature plausibility, maintaining realistic feature

ranges and interpretability.

• Scalability and Efficiency: The implementation of distributed Locality-

Sensitive Hashing (LSH) significantly improves performance for larger datasets,

reducing execution times while preserving accuracy.

• Robustness: The framework demonstrates consistency across dataset scales,

confirming its applicability to real-world scenarios with diverse data volumes.

• Practical Applicability: The framework supports real-time, high-stakes dec-

ision-making in domains like healthcare, finance, and operations by generating

actionable counterfactuals efficiently.

This chapter highlights the counterfactual range query engine as a novel, compu-

tationally efficient, and scalable framework for generating counterfactuals grounded
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in causal relationships. By integrating KD-Trees and distributed Locality-Sensitive

Hashing (LSH) with causal filtering, the framework addresses key limitations of tra-

ditional methods, such as:

• Computational Inefficiency: Traditional approaches often struggle with

high execution times, especially for large datasets.

• Lack of Causal Validity: Ensuring that counterfactuals are grounded in

causal relationships adds credibility and applicability to the results.

Performance evaluations conducted on synthetic datasets demonstrate the frame-

work’s ability to handle large-scale data while ensuring plausible, interpretable coun-

terfactuals. These results position the counterfactual range query engine as a valu-

able tool for enhancing real-time decision-making in critical domains, paving the way

for future research and practical applications in enterprise environments.

124



Chapter 5

Conclusion and Future Work

We presented two new relational algebra operators in this thesis and unveiled them

as SQL-extended keywords for causal inference pipelines in relational databases:

• ψ: Estimates causal effects (e.g., average treatment effects) by adding propen-

sity scores, inverse probability weights, and an estimated effect to each row.

• φ: Generates causally consistent counterfactuals using similarity-based search

(through KD-Trees or Locality-Sensitive Hashing) and causal filtering.

This framework leverages SQL’s declarative nature and retains relational semantics

while scaling up to causal analysis [87, 88, 89, 120, 121, 122, 123, 124, 125, 53, 54, 55].

5.1 Summary of Contributions

Causal Operator Extensions: By mapping ψ and φ instead of relying on rela-

tional algebra alone [87, 88, 89, 120, 121, 124, 122, 123], analysts can run easy-to-use

SQL queries to calculate causal measures (e.g., average treatment effect) or believable

counterfactuals without giving up SQL’s familiar syntax.

Extended SQL Syntax. We included domain-specified keywords (e.g., EXPLAIN -

CAUSALLY WHY, INTERVENE WITH, ADJUSTING) to specify outcomes, treatments, co-
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variates, and hyperparameters explicitly in SQL. This offers a high-level, expressive

interface to advanced causal operations [95, 96, 97, 112, 113, 114, 115].

5.2 Evaluation

Performance & Practicality. Synthetic and real dataset experiments demonstrate

that ψ accurately estimates causal effects [53, 54, 55, 98, 99], and φ generates inter-

pretable counterfactuals [46, 14, 93, 94, 95, 96, 97]. Parallel or distributed methods

(e.g., Dask-based LSH) enhance scalability at no cost in interpretability.

Integration & Interpretability. Analysts can depend solely on SQL [120, 121,

124, 100, 101, 102], reducing reliance on external libraries or scripts and moving

causal reasoning close to stored data.

5.3 Comparing Causal Inference Approaches

Two paradigms emerged when embedding causal reasoning into SQL:

1. Relational Operator (RO) Dependence. Although selection, projection,

and join are well-suited for typical data manipulation, ROs are unsuitable for

resource-intensive, iterative operations such as CATE estimation or counter-

factual computation [87, 88, 89, 126, 124]. Experiments (e.g., Raven [124])

show that incorporating ML reasoning into SQL inflates query plans and slows

execution [120, 121]. In addition, ROs lack the necessary optimization for

statistical computation required by causal models [87, 88, 89].

2. Use of Specialized Causal Libraries (e.g., CausalML). These libraries

are designed for model iteration fitting, parameter optimization, and high-

end estimators (R-, S-, T-, DR-, X-learners), hence better suited for large

causal applications [122]. BlinkML [125] shows that off-the-shelf ML systems
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leverage sampling-based methods and GPU tuning to outperform relational-

only options.

Hybrid Systems and Future Integration. A hybrid approach—where relational

databases handle data retrieval and dedicated libraries perform complex ML—is

generally the most scalable solution [87, 88]. Our solution extends SQL itself with

causal operators (ψ, φ) to balance in-database convenience with the expressiveness

of iterative, library-based ML. Together, they support robust, explainable analytics

in fields like finance, healthcare, and more [123].

5.4 Limitations

• Operator Overhead: Counterfactual generation with φ might be costly in

high-dimensional or high-volume data unless optimized appropriately [112, 113,

114, 115].

• Causal Assumptions: Both ψ and φ depend on assumptions such as ignor-

ability and correct model specification [98, 99, 53, 54, 55]. Violations (e.g.,

unmeasured confounders) can lead to biased estimates.

• Complex Pipelines: More advanced tasks (e.g., hierarchical DAGs) might

still require specialized domain expertise [105, 106, 107, 108].

5.5 Future Work

• GPU/Distributed Operators: Employ GPUs or multi-node clusters to dis-

tribute the computational load of large-scale counterfactual generation [87, 88,

89, 125].

• Automated DAG Discovery: Introduce SQL syntax to express or infer
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causal DAGs, enabling more advanced causal operations [53, 54, 55, 105, 106,

107, 108].

• Domain Constraints: Incorporate domain-specific constraints (e.g., medical

rules) to produce more realistic counterfactuals [102, 103, 104].

• Adaptive Query Optimization: Dynamically optimize ψ and φ using cost-

based techniques for improved performance [87, 88, 89, 126, 120, 121, 124].

5.6 Conclusion

The addition of ψ and φ as new SQL keywords extends relational databases into

deeper causal reasoning. Although challenges remain, this thesis demonstrates that

strong declarative causal inference can be performed alongside data storage, opening

the frontiers of data-driven knowledge and decision-making [87, 88, 89, 124, 120, 121,

122].
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Appendix A

Supplementary Material

Listing A.1: Sample Python code to estimate the treatment effect of fasting blood

sugar (fbs) on heart disease outcome

import pandas as pd

from causalml.inference.meta import BaseSRegressor

from sklearn.ensemble import GradientBoostingRegressor

train_df = pd.read_csv("train_data.csv")

feature_cols = ['X1', 'X2', 'X3'] # replace with your actual feature

columns

X_train = train_df[feature_cols]

y_train = train_df['y']

treatment = train_df['treatment']

test_df = pd.read_csv("test_data.csv")

X_test = test_df[feature_cols]

model = BaseSRegressor(learner=GradientBoostingRegressor(n_estimators=100,

learning_rate=0.1))

model.fit(X_train, y_train, treatment)

ate = model.ate(X_test)

print("Estimated␣Average␣Treatment␣Effect␣(ATE):", ate)
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Figure A.1: High-Level System Architecture of the Counterfactual Generation
Pipeline Illustrates the Interaction between KD-Trees, LSH, and the Causal Model
in generating computationally efficient and causally valid counterfactual ranges
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Figure A.2: Detailed overview of Counterfactual Range Generation Pipeline to gen-
erate computationally and causally valid counterfactual ranges

148



Figure A.3: High Level Framework Architecture Diagram
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