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ABSTRACT 

The use of Uncrewed Surface Vessels (USVs) for marine surveying is increasing due to 

technological advancements, but they face logistical constraints of power and space 

availability. The autonomous nature of these systems would benefit from real-time 

detection of data errors using AI to enhance surveying capabilities. However, 

consideration for installing new devices capable of using deep learning algorithms on an 

USV must account for these constraints. Image segmentation is widely used in medicine 

to detect brain tumours and autonomous driving, and could be applied using the U-Net 

architecture to predict possible errors in real-time from USV Multibeam Echosounders. 

Tools like the Nvidia Jetson Orin AGX can facilitate real-time processing and analysis of 

data, while not impacting the operational efficiency of the USV. Integrating deep learning 

with USV operations shows promise in effectively identifying data errors, improving the 

automation of marine surveying, and simplifying data analysis.  
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Chapter 1. Introduction 

1.1. General 

The Earth’s surface is nearly 71 percent covered by water, and 97 percent is in the oceans 

(Fava, 2022). Although humans have dedicated a significant amount of time to exploring 

the seas, only 24.9% of it has been studied and mapped thus far. Nonetheless, there is a 

goal to reach 100% coverage by 2030 (Nippon Foundation & General Bathymetry Chart 

of the Ocean, 2023). Furthermore, due to the immense expanse of the deep ocean and the 

complex equipment needed to map it accurately, this task presents significant challenges. 

With the latest technological advancements, it is now possible to remotely survey an area 

using an Uncrewed Surface Vessel (USV). This vessel has the potential to collect and 

process a vast amount of data. However, to enhance efficiency, it is necessary to develop 

automated tools for processing and collecting data that utilize AI, specifically DL 

algorithms. Still, they have significant challenges: the space, equipment weight, and 

power source, among others, to work for many hours.  

This research aims to explore the NVIDIA Jetson hardware with GPU acceleration to 

process and identify variables from the Multibeam Echosounder (MBES) that could 

indicate bottom detection noise in real-time without compromising the space and power 

source of the USV. 

1.2. Problem Statement 

Surveying with a USV has significant challenges, such as the space, equipment weight, 

and power source, among others, to work for many hours. Furthermore, there is always a 

risk that the data obtained during a survey contains falsehoods. It can occur more often 
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when the survey is unsupervised or remotely controlled; detecting if something is going 

wrong is complex.  

On the other hand, having more than one computer onboard a USV is problematic due to 

the available space and the weight of the devices. Moreover, saving the enormous data 

collected in the field represents another major problem. Therefore, it is common to 

reserve the available space for saving data instead of processing the information in real-

time.  

Each year new devices are developed to reduce the size of the computers as well as 

increase their capabilities; it is therefore now possible to take advantage of them to run 

deep learning algorithms (Nguyen et al., 2016; Preciado-Grijalva et al., 2022). 

One of the primary concerns during a survey is identifying potential errors in the data that 

may have arisen during data collection, however, the data’s error usually is detected 

during the cleaning process.  

The application of standard filters to various noise patterns is often facilitated through 

automated software processing, such as the algorithm called CUBE (Combined 

Uncertainty and Bathymetric Estimator) which was developed by the University of New 

Hampshire's Center for Coastal and Ocean Mapping. The algorithm evaluates numerous 

depth hypotheses for each acoustic return and incorporates measurement uncertainties 

into the bathymetric estimation process. This probabilistic framework extrapolates the 

most plausible representation of the seabed and enhances data integrity by mitigating 

discrepancies inherent to raw soundings (Calder & Mayer, 2003). Another tool is the 

CARIS Mira AI, a pioneering project from Teledyne CARIS. This innovative cloud-

based platform transforms traditional workflows by providing automated data analysis 
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and processing capabilities. It reduces manual efforts and accelerates the handling of 

large datasets that are common in today's echosounders. CARIS Mira AI utilizes 

advanced deep learning algorithms to improve data quality. It identifies and corrects 

anomalies, enabling more precise seabed classification and a range of other tasks. It 

harnesses the latest breakthroughs in deep learning and machine learning to enhance data 

processing in one-dimensional time series, two-dimensional grids, and three-dimensional 

point clouds (Teledyne Geospatial., 2024). However, these two tools are part of the data 

post-processing. In addition, bathymetric information poses a unique challenge, as it 

cannot be easily verified due to the potential for errors introduced by factors such as 

tides, fish, seaweed, and other variables that can vary from one instance to another. 

Due to those concerns this research will analyze critical data from the MBES in real-time 

to identify if the data has possible errors as they arise. Furthermore, the following 

research questions will be addressed: 

• What variables from the MBES should be analyzed to determine if the data has an 

error in real-time?  

• How effective is a developed open-source application in detecting errors in real-

time? 

1.3. Objectives 

The objectives of this research are as follows:  

• Creating a software application that can generate the necessary data source for 

deep learning training, as well as train the model and integrate it into a Jetson 
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Orin AGX embedded system to capture real-time data collected by a multibeam 

sonar using open-source code.  

• Analyzing the outputs of the multibeam sonar using a deep learning algorithm to 

detect variation that could indicate noise. 

• Giving an outline of the survey’s quality based on analyzing the results of the 

deep learning algorithms. 
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Chapter 2. Literature Review 

Human curiosity is the principal motivation to explore unknown areas, leading to the 

development of sophisticated devices that can autonomously survey vast and remote 

locations for many purposes, minimizing the need for direct human involvement. 

The Multibeam Echosounder (MBES) is a powerful device that allows the generation of 

high resolutions bathymetric maps (Landmark et al., 2014; Lurton & Augustin, 2010); the 

data generated can be used for other purposes, such as nautical charting, seabed 

segmentation and characterization (Artilheiro, 1998; Landmark et al., 2014). However, 

the information is usually analyzed post-survey, which means that we cannot know 

further information, such as an error or the type of seabed, until that point.  

Additionally, Airborne LiDAR Bathymetry (ALB) is a reliable technology used to 

measure water depth accurately in rivers and shallow coastal areas (Allouis et al., 2010; 

Eren et al., 2018). Aerial Imagery is also helpful in this regard. However, determining 

depth can be challenging due to environmental factors such as water refraction and 

turbidity. In order to improve data quality, customized image-based refraction correction 

algorithms, modifications to the collinearity equation, and machine learning methods 

such as the support vector regression (SVR) model can be used. The SVR model is 

exceptionally effective, particularly when using data from bathymetric LiDAR surveys. It 

can also learn the systematic underestimation of estimated depths and recover bathymetry 

from point clouds derived from SfM-MVS procedures with high accuracy (Agrafiotis et 

al., 2019). Additionally, bathymetric LiDAR can be used for water classification with 

Unsupervised Curriculum Learning (Abid et al., 2021). 
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On the other hand, one of the primary concerns while surveying the collected data is the 

quality of the information. Data cleaning is a task that the hydrographers have, which 

consists in identifying if the data must be accepted or rejected by the bottom detections 

(Artilheiro, 1998); for doing that, the hydrographers can use different tools to process a 

survey. Furthermore, the noise in the data depends on the depth, bottom type, equipment, 

and weather conditions, among others (Canepa et al., 2003). Those can be reduced if a 

tool can indicate which areas have more problems.  

Some methods have been developed to classify bathymetric data to know the type of 

seabed (Landmark et al., 2014; Lüdtke et al., 2012; Preciado-Grijalva et al., 2022); others 

use the backscatter data to find seabed habitats (Brown & Blondel, 2009), the newest 

approaches are using self-supervised learning algorithms(Preciado-Grijalva et al., 2022). 

However, they run during the post-processing. 

Moreover, the revolution in computer vision is undeniable, thanks to the remarkable 

advancements in deep learning techniques. A wide range of complex tasks can be 

successfully addressed with its assistance. Here are several examples of computer vision 

tasks that can be tackled with the power of deep learning. 

In the field of image recognition, image classification is a commonly used task. It 

involves assigning a label to an input image to distinguish between objects or entities, 

such as determining if the image shows a cat or a dog (Raschka et al., 2022), persons, 

crops, trees, soil, minerals, water bodies, etc. (Hemanth & Estrela, 2017). Convolutional 

neural networks (CNNs) are often used to accomplish this task because of their ability to 

identify patterns in image data. Some complex tasks that could be done using CNN are 

surveillance(Rezaee et al., 2021) and text recognition (LeCun et al., 1998). 
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Furthermore, the object detection in computer vision is crucial for self-driving cars and 

security systems. Algorithms must accurately identify and locate objects such as 

pedestrians, vehicles, traffic lights, signs, and unexpected obstacles(Atienza, 2020). It can 

also trigger alarms or alerts for potential intruders. Object detection can be achieved 

using Faster R-CNN, YOLO, and SSD techniques. 

In addition, the image segmentation involves dividing an image into separate segments 

representing different objects or elements within the scene. Advanced techniques like U-

Net(Ronneberger et al., 2015a) and Mask R-CNN(He et al., 2017) are highly effective 

and commonly utilized in various industries. 

Among those applications, image segmentation plays a critical role in enhancing image 

analysis, thereby facilitating computer vision across a wide range of industries. Its utility 

extends to applications such as medical image processing, where it enables accurate brain 

tumour identification (Sangui et al., 2023), remote sensing for surveying geographic 

information (H. Li et al., 2021), and autonomous driving for ensuring safe navigation 

(Sun et al., 2022). Furthermore, U-Net architecture has proven to be a valuable asset in 

driving progress and expanding the frontiers of innovation where identifying a feature has 

to be done pixel by pixel. Besides those applications, it is possible to use the same 

approach in other fields, in this case, to predict potential errors from the MBES. 

Recent research highlights the potential of deep-learning algorithms in various fields. For 

example, researchers have employed high-resolution satellite images and U-Net models 

to accurately monitor coastal erosion, tidal fluctuations, and sea level rise. This method 

effectively identifies shorelines and coastlines (Dang et al., 2022). In another study (X. Li 

& Wang, 2023), image segmentation was utilized to analyze satellite imagery for 
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identifying green algae (U. prolifera) and sea ice. This approach can assist researchers in 

better understanding the distribution patterns of these components in different regions. In 

addition, deep-learning algorithms have been utilized in sonar images to differentiate fish 

from other non-fish objects, such as surface reflections and noise (Christensen et al., 

2020). A separate research analysis identified coastal areas through Lidar Bathymetry 

Point Clouds (Roshandel et al., 2022). This technique has shown great promise in 

providing detailed information about the topography of coastal regions, which can be 

advantageous in coastal management and planning. Another application used 2D images 

and 3D point clouds to detect underwater abandoned tires (Tsai et al., 2021). Such an 

approach can help address ecological issues caused by waste dumping in aquatic 

environments. 

When implementing real-time error detection using deep learning, it is essential to assess 

the available hardware to ensure a smooth operation. Unfortunately, a regular low power 

compact computer may not suffice as it may need to be more powerful to handle the 

demands of a deep learning model. On the other hand, it is imperative to consider the 

restrictions of the USV, where space and weight are critical factors. Microcontrollers that 

can run deep learning algorithms and are suitable for use in USVs include the Arduino 

Nano Sense (Mistry & Pajak, 2023), Raspberry Pi Zero (Gonzalez-Huitron et al., 2021; 

Zheng et al., 2021), NVIDIA Jetson Orin AGX (Barnell et al., 2022), and Coral Dev 

Board with Google Edge TPU (Civit-Masot et al., 2021). In addition, these devices are 

compatible with deep learning frameworks such as TensorFlow, PyTorch, and Caffe. 

Different protocols are used to transmit information depending on the type of data. For 

example, Transmission Control Protocol (TCP) (Eddy, 2022) ensures accurate and error-
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free transmission, while User Datagram Protocol (UDP) (Postel, 1980) prioritizes fast 

and efficient transmission. Other protocols include IP for internet data, FTP for file 

transfers, SMTP for email, HTTP for web content, and SSL/TLS for secure transmission. 

The M3 Sonar sends sound waves that bounce off underwater objects and the ocean floor. 

The information is converted into digital format and transmitted in real-time to the 

onboard computer; two potential protocols exist to transmit the data through the network: 

TCP and UPD. However, the TCP ensures that the data is transmitted reliably, which 

means it will be delivered, and any lost packets retransmitted. Regardless, using TCP 

may cause some latency, which is the principal reason not to use this protocol. On the 

other hand, UDP allows to transfer of data quickly and efficiently with minimal protocol 

overhead; furthermore, this is a lightweight option well-suited for this purpose (Foote et 

al., 1991). 

2.1. Deep Learning Inference 

Deep Learning inference refers to using a trained deep learning model to make 

predictions on new, unseen data.  

The process of deep learning inference can be broken down into several steps, as shown 

in Figure 1. 
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Figure 1. Inference process. 

 

Due to the space and power source limitations onboard the Echoboat, the inference has a 

primordial responsibility to detect possible errors in real-time. During inference, the input 

data is fed into the model, and the model produces an output based on its learned 

parameters. Furthermore, the inference has as its objective to obtain predictions in real-

time, leaving the DL training process to a high-performance computer. Moreover, the DL 

inference can be performed on a variety of hardware, including CPUs, GPUs, and 

specialized hardware like ASICs or TPUs. The choice of hardware depends on the 

model's size and complexity and the application's performance requirements. 

  

Input data may need to be prepared for inference, this 
could involve scaling, normalization, or feature extraction.

Trained deep learning model is loaded into memory

Input data is passed through the model layer by layer to 
produce an output

Model output may need to be post-processed to obtain a 
final prediction

Model's predictions are evaluated based on a specific 
metric
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2.2. Jetson Orin AGX 

The Jetson AGX Orin (Figure 2) is powered by the NVIDIA Ampere architecture GPU, 

which includes a staggering number of CUDA cores for parallel processing, significantly 

more than the 128-core NVIDIA Maxwell GPU found in the Jetson Nano. This increase 

in processing power allows the Jetson AGX Orin to deliver over 8x the AI performance 

of the Jetson AGX Xavier, making it one of the most powerful edge AI computing 

devices available today (NVIDIA Jetson Orin, 2024).  

The Jetson AGX Orin is an exceptional high-performance computing device with 

unparalleled processing power for deep learning applications. Its Ampere architecture 

GPU efficiently processes complex deep neural networks, making it an ideal choice for 

advanced AI projects. Additionally, this device is energy-efficient, supporting a range of 

15W to 60W, providing reliable and efficient performance. The compact form factor of ~ 

1.58kg and a size of 100mm x 87mm makes it versatile for embedding into robots, 

drones, and industrial systems. Furthermore, the Jetson AGX Orin is supported by 

NVIDIA's JetPack SDK, which includes AI libraries, CUDA-X for accelerated 

computing, and support for major AI frameworks. The above characteristic made the 

Jetson AGX Orin a good option to operate inside the R /V Frequensea due to its compact 

size and weight. 

Overall, the NVIDIA Jetson AGX Orin platform offers a significant upgrade over the 

Jetson Nano, with its advanced GPU architecture, superior processing capabilities, and 

energy-efficient design making it an ideal choice for deep learning applications. Its 

support for a wide range of software frameworks and scalability options further enhances 
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its suitability for a broad spectrum of AI projects, from edge devices to large-scale AI 

infrastructure. 

 

Figure 2. Jetson Orin AGX (NVIDIA Jetson Orin, 2024) 

2.3. U-Net 

U-Net Architecture (Ronneberger et al., 2015b) has been used in various image 

segmentation applications, including medical image analysis, satellite imagery analysis, 

and more. It has become one of the go-to architectures for many computer vision 

researchers and practitioners.  

U-Net segments an image by learning to classify each pixel in the input image into one of 

the pre-defined segmentation classes (Figure 3). The U-Net architecture has a unique U-

shaped structure consisting of contracting and expanding paths (Ronneberger et al., 

2015b). 

The contracting path of U-Net is responsible for extracting high-level features and 

capturing the contextual information of the input image. It consists of a series of 

convolutional layers that reduce the spatial dimensions of the feature maps while 

increasing the number of channels. This process is repeated multiple times, and each step 
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captures increasingly abstract representations of the input image (Ronneberger et al., 

2015b). 

 

Figure 3. U-Net architecture (Ronneberger et al., 2015b) 

 

The expanding path of U-Net is responsible for reconstructing the segmentation map 

from the feature maps generated by the contracting path. It consists of deconvolutional 

layers that upsample the feature maps to the original input image size. At each step, the 

feature maps are concatenated with the corresponding feature maps from the contracting 

path to provide a finer level of detail (Ronneberger et al., 2015b). 

The final layer of the U-Net architecture is a pixel-wise classification layer that generates 

a segmentation map by classifying each pixel into one of the segmentation classes. 

During training, the U-Net model learns to minimize the difference between the predicted 

and ground truth segmentation maps using a loss function such as cross-entropy or dice 

loss (Ronneberger et al., 2015b). 
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Chapter 3. Dataset and Study Area 

3.1. Area of Interest  

An essential source of information is the previous surveys, which will be the data source 

to train the deep learning algorithm and validate the training results. This data source 

consists of two surveys located in the proximities of Fredericton, New Brunswick, 

Canada (Figure 4).  

 

Figure 4. Area of interest 

 

Both surveys have been cleaned using Qimera, which was developed by QPS, is an 

esteemed software solution tailored for hydrographic data processing, ensuring the 

precision and integrity of bathymetric datasets. The cleaning process encompasses a 

series of pivotal steps: importing data, applying essential corrections, meticulously 
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detecting and excising outliers, and gridding the data for its final form. The first step 

consists with loading and organizing raw bathymetric data into structured sessions or 

lines, setting the stage with critical project parameters such as coordinate systems and 

defined project boundaries. 

Subsequently, the data undergoes a rigorous correction phase. It includes implementing 

sound velocity profiles (SVP) to refine the sound speed pivotal for depth calculations. 

Additionally, tide and draught corrections are judiciously applied, drawing on tide station 

data or predictive models, complemented by adjustments accounting for the vessel's 

draught.  

Qimera's algorithms can autonomously identify and flag potential data discrepancies and 

anomalies as part of the cleaning and editing phase. However, manual scrutiny is 

necessary on these flagged points and other areas of concern, utilizing the Qimera’s 

editing toolkit to rectify or eliminate faulty points, such as spikes or acoustic shadows 

from water column interferences or seabed characteristics. Swath data undergoes a 

thorough review to rectify inconsistencies, ensuring swath alignments and angles 

accurately mirror the seabed's contours.  

The cleaning process that both data sources passed through were necessary in order to 

identify the rejected points that should be consider an error during the creation of the 

source for the DL training models. The first survey was in the Saint John River in 

Mactaquac (Figure 5); it has a range of zero to minus 21 meters and a perimeter of 1.2 

km. Its approximate area is 0.08 square kilometres.   
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Figure 5. Mactaquac survey. 

 

The second survey was at the Twin Bridges (Figure 6) between the French Lake, Blind 

Thoroughfare and Main Thoroughfare. It has a range of zero to minus 21 meters and a 

perimeter of 1.23 km, excluding the two lines that connect the two surveyed areas. Its 

approximate area is 0.02 square kilometres. In addition, the data of the lines presented in 

Figure 5 and Figure 6 has been included as a source for the DL training. 
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Figure 6. Twin Bridges survey. 

 

From the previous survey data, three variables were selected to train the deep learning 

models since they play a crucial role in hydrographic surveying, such as depth, intensity, 

and Two-Way Travel Time (TWTT). These parameters serve different functions that are 

essential for different purposes: 

• Depth is an indispensable requirement for creating detailed bathymetric maps that 

assist ships in navigating safely and avoiding underwater hazards.  

• TWTT measures the time a sound pulse (ping) takes to travel from the 

echosounder transducer to the seabed and back. This measurement is essential to 
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calculate the depth accurately and correct for variations in sound speed due to 

temperature, salinity, and pressure changes with depth. 

• The intensity (Backscatter Strength) of the returned echo provides information 

about the seabed composition and texture, helping classify seabed types. Intensity 

data is also helpful for environmental studies, habitat mapping, and object 

detection of high intensity returns, such as shipwrecks, pipelines, and other 

obstacles. 

Combining depth, TWTT, and intensity data provides a comprehensive understanding of 

the underwater environment, facilitating detailed seabed mapping and analysis. Due to 

the importance of those variables, and the fact that it is possible to obtain from Qimera all 

the beams that were accepted and rejected made those variables are indispensable to this 

research. 

3.2. Uncrewed Surface Vessel 

Real-time data collection and result testing are critical to this research, necessitating an 

USV. The Seafloor Systems Echoboat (Figure 7) will be employed. In addition, the 

primary purpose of this USV is as a teaching tool, and it is part of the equipment 

available in the Ocean Mapping Group at the University of New Brunswick. 
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Figure 7. R/V Frequensea 

 

This USV has the environment needed for this research. Moreover, it is possible to 

experiment with the limitations seen during a survey using a USV (Figure 8), such as the 

available space, payload, and power source. 

 

Figure 8. USV Limitations 

 

Inside the R/V Frequensea, the following physical connections (Figure 9) are established 

to transmit the information between each device to the main computer: 
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Figure 9. R/V Frequensea hardware connections. 

 

The Nuvo 5000LP system has been equipped with the M3 Software, which enables the 

storage and transmission of raw data to QINSy. This software package is specifically 

designed for the acquisition, processing, and presentation of diverse marine data. 

Moreover, for added convenience, the Jetson AGX Orin can be effortlessly connected to 

the main computer via a USB to USB-C cable.  

3.3. M3 Sonar 

The M3 Sonar (Figure 10) is a multibeam echosounder. Kongsberg Discovery 

manufactures it, and it is commonly used for applications such as seabed mapping, object 

detection, and underwater search and recovery operations. 

This versatile sonar can be mounted on different platforms, such as surface vessels and 

ROVs. Some of the important sonar features are (Kongsberg, 2023):  
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• Range:    0.2m to 150m  

• Range Resolution:  1cm  

• Frequency:   500 kHz  

• Pulse Types:   CW, CHIRP (CW for the profiling mode) 

• Modes:    Variable Vertical Beamwidth, eIQ 

Profiling Mode: 

• Horizontal Field of View:  120°  

• Vertical Beamwidth:  3°  

• Number of Beams:  256  

• Update Rate:   up to 40 Hz 

 

Figure 10. M3 Sonar 

 

The output data from the M3 Sonar is transmitted as datagrams, which are packets 

containing information about the acoustic pulse and the echoes received. These data 

packets are typically transmitted over the network using a specialized protocol designed 

for real-time data transfer, such as User Datagram Protocol (UDP). To export the sonar 
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data, the usage of the M3 Software is a requirement. The “Preference” option can be 

opened in the “Setup” menu, where checking the UDP Data Export is necessary (Figure 

11). Furthermore, the Port determines the communication channel, and the IP address 

identifies the destination device (computer or IP-enabled device) where the sonar data 

will be exported (Kongsberg Maritime AS, 2022). 

 

Figure 11. M3 Software (Export sonar data) 

 

A typical M3 .All datagram output sequence is given below(Kongsberg Mesotech Ltd, 

2016). 
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1. Start with an Installation Start datagram (I) 

2. Followed by three Runtime datagrams (R) 

3. Output Attitude datagram (A). The attitude datagram should be outputted 

whenever the motion sensors (pitch, roll, heave, and heading) provide new inputs. 

The M3 system supports a data update rate of up to 100Hz and expects to see one 

Attitude datagram (A) for each ping. 

4. Output Position datagram (P) send a position datagram when the location 

changes. Fewer position datagrams may be sent if the input rate is slower than the 

ping rate defined in the system. 

5. Output raw range datagram (N), depth XYZ datagram (X) and surface sound 

speed (G) at the ping rate. 

6. Output Clock datagram (C) at a rate of 1Hz with less than 1 ms uncertainty. M3 

does not support direct 1PPS sync. Instead, a timer is used internally to trigger the 

output. Ping timestamp info is used to simulate a 1Hz output rate with 1ms 

uncertainty when playing back a recording. 

7. End with an Installation Stop datagram (I). 

 

In order to achieve the objective of this project, the depth XYZ datagram (X) will be used 

since it contains the depth and intensity information, as well as the Raw range and beam 

angle 78 datagram (N) that contains the "Two-Way Travel Time" (TWTT). 
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Chapter 4. Research Methods 

To accomplish the research objectives, the variables Depth, Intensity, and TWTT will be 

explored to establish the viability of real-time prediction. The data, which has been 

meticulously cleaned using Qimera Software, will be the basis for generating images of 

each variable, which will be utilized to train the deep learning algorithm (U-Net). The 

resulting trained models will be integrated into the real-time application of the USV 

Frequensea. This research is organized into three primary stages:  

 

Figure 12. Research methods process. 

 

The first step is preparing the data source in an acceptable format to feed the deep 

learning algorithm. The following step is to train the deep learning algorithm and apply 

the trained model in real-time. 

4.1. Historical data source preparation. 

Following each survey, the cleaning process is routinely conducted, regardless of the 

survey's objective. The data gathered from previous surveys can be leveraged to educate a 

CNN on image segmentation. Through the creation of a mask using the rejected points, 

this information can be utilized during DL training. However, the historical data that is 

used to train the U-Net models must be carefully cleaned to avoid introducing errors in 

the predictions. This is because the metric for rejecting a point is based purely on the 

expertise or methodology of the person in charge of the data cleaning. Therefore, it is 

Historical data soruce 
preparations

Train deep learning 
algorithm

Apply the deep 
learning algorithm in 

real-time
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important to ensure that the data is cleaned thoroughly and accurately to achieve the best 

results. 

For this research, the data used for the DL training has been exhaustible cleaned by the 

Ocean Mapping Group members, and the data has been collected using the M3 Sonar 

around the St. John River through the Summer and the Fall seasons near Fredericton, NB. 

 

Figure 13. Historical data source preparation process. 

 

The process of the data source preparations starts after the Raw Sonar Data has been 

cleaned from Qimera software; the raw sonar data must be exported in ASCII format, 

which can be done by File or selecting all the lines and selecting the export ASCII option 

(Figure 14 and Figure 15). This export has to be done two times, as mentioned in Figure 

13, the first export with all the points and the second with only rejected points; both 

Export raw sonar data 
(for each line)

•Both (Accepted and 
Rejected points)

•Rejected

For each file located in 
the "Both" folder:

•Find the same file 
name in the 
"Rejected" folder.

•Create a data frame 
with the "Status" 
where the possible 
values are "Accepted" 
and  "Rejected."

DL Data source

Every 50 pings of the 
data frame:

•An image is generated 
for Depth, Intensity, 
and TWTT variables. 
Another image is 
created to divide the 
segmented area into 
"Accepted" and 
"Rejected."
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should include the following fields: “#Beam,” “Date Time,” “Footprint Z,” “Intensity,” 

“Ping,” and “Two-Way Travel Time.” As well as the file name header (Table 1). 

The variables in question were specifically selected due to their significance, as 

previously noted. Furthermore, they form an integral part of the data packets transmitted 

by the multibeam echosounder, which makes them ideal for training the deep learning 

models to detect any potential errors. Specifically, the variables "Footprint Z" (Depth), 

"Intensity," and "Two-Way Travel Time" were identified as key components in this 

regard.  

The variable known as “Footprint Z” pertains to the vertical position or elevation of the 

sonar footprint on the seafloor. Each sonar ping produces a corresponding footprint on 

the seafloor, and “Footprint Z” provides essential information regarding the depth of that 

footprint. This variable proves helpful in analyzing the spatial distribution of the sonar 

measurements and detecting any variations in seafloor elevation. 

In sonar data, “Intensity” refers to the strength or magnitude of the acoustic signal 

returned from the seafloor or objects within the water column. This measurement reflects 

the amount of energy reflected or backscattered by the target. Higher intensity values 

indicate a more substantial return signal, indicating a more reflective or prominent 

feature. Analyzing intensity variations, anomalies, or outliers makes it possible to identify 

potential errors, such as data gaps, instrument malfunctions, or unexpected reflectors. In 

this case, the beam averaged intensity is examined. 

TWTT denotes the time a sonar pulse travels from the transducer to a target and returns 

to the transducer. TWTT is directly related to the round-trip travel time of the sound 

signal and can be used to determine the distance between the sonar transducer and the 
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seafloor or other objects. In addition, analyzing TWTT values makes it possible to 

identify errors in range measurements and anomalies in target detection. 

 

Figure 14. Qimera, raw sonar files. 
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Figure 15. Qimera, export soundings to ASCII. 

Table 1. Data source format. 

 

Qimera's projects of each survey include distinct lines that have been excluded to be part 

of the Historical data source preparation as they are utilized during the cleansing process 

#Beam Date Time Footprint X Footprint Y Footprint Z Intensity Ping Two Way Travel Time
1 2022-08-12 15:23 712669.705 5086695.88 -0.093 -31.1 1 0.001141
2 2022-08-12 15:23 712669.703 5086695.865 -0.102 -31.3 1 0.001136
3 2022-08-12 15:23 712669.7 5086695.85 -0.109 -31.5 1 0.001131
4 2022-08-12 15:23 712669.698 5086695.835 -0.115 -31.8 1 0.001125
5 2022-08-12 15:23 712669.695 5086695.818 -0.121 -31.7 1 0.001118
6 2022-08-12 15:23 712669.406 5086694.509 0.868 -20.1 1 0.000000
7 2022-08-12 15:23 712669.682 5086695.752 -0.105 -33.4 1 0.001075
8 2022-08-12 15:23 712669.676 5086695.721 -0.097 -33.9 1 0.001055
9 2022-08-12 15:23 712669.669 5086695.687 -0.088 -34.5 1 0.001033

10 2022-08-12 15:23 712669.664 5086695.661 -0.083 -33.4 1 0.001017
11 2022-08-12 15:23 712669.661 5086695.644 -0.085 -31.7 1 0.001009
12 2022-08-12 15:23 712669.656 5086695.619 -0.081 -31 1 0.000994
13 2022-08-12 15:23 712669.655 5086695.608 -0.088 -30.1 1 0.000991
14 2022-08-12 15:23 712669.652 5086695.593 -0.092 -29.9 1 0.000986
15 2022-08-12 15:23 712669.65 5086695.581 -0.098 -29.5 1 0.000982
16 2022-08-12 15:23 712669.648 5086695.569 -0.104 -29.3 1 0.000978
… … … … … … … …
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and operate as validation lines intersecting the main survey lines at varying angles. These 

lines enable the detection and rectification of systematic errors and data inconsistencies, 

thereby ensuring the dependability of the hydrographic data gathered. Furthermore, the 

selected lines for the data source preparation are those that are the primary survey lines of 

each Qimera project., where 13 and 54 lines were selected from the Head Pond and 

Thoroughfare Bridges surveys, respectively (Figure 16 and Figure 17).  

 

Figure 16. Head Pond, Fall 2021. 
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Figure 17. Thoroughfare Bridges, Fall 2022. 

The “Historical data source preparation” task involves reading the Raw Sonar Data and 

preparing the data source for U-Net algorithm training. The results of the preparations 

consist of a series of 2D images; the first step to creating the images is to obtain the list of 

files that will be processed. For each file, it is necessary to create a DataFrame with a 

new column named “Status,” which will contain the values “Accepted” or “Rejected” 

(depending on if the #Beam is found in the rejected file), After that, for every n pings the 

application will create a matrix m x n as seen in (5.2) where m is the Ping number, n is 

the #Beam and amn is the variable value (Depth, Intensity, TWTT, or Status). 

[
 
 
 
 
𝑎11 𝑎12 ⋯ 𝑎1𝑛

𝑎21 𝑎22 ⋯ 𝑎2𝑛

𝑎31 𝑎32 ⋯ 𝑎3𝑛

⋮ ⋮ ⋮ ⋮
𝑎𝑚1 𝑎𝑚2 𝑎𝑚3 𝑎𝑚𝑛]

 
 
 
 

        (4.1) 
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In order to organize the necessary data source for deep learning algorithms, three folders 

will be created (Figure 18). The first folder, “image,” will contain 2D matrices generated 

from accepted and rejected points (as seen in Figure 19, Figure 20, and Figure 21). The 

second folder, named "mask," will hold the target area that the deep learning algorithm 

will identify, where each value of the 2D matrix can have one of the two possible values 

1 or 0 and it will be determined with the Status column. (as shown in Figure 22).  

 

Figure 18. Historical data source storage directories. 
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Figure 19. TWTT image. 

 

 

Figure 20. Intensity image. 

 

 

Figure 21. Depth image 
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Figure 22. Error segments "Mask.” 

4.2. Train the deep learning algorithm 

Following the data preparation stage, the U-Net architecture will be utilized to train the 

deep learning algorithm. Since there is no existing model suitable for our research data 

source, we will employ an untrained model to initiate the training process (Figure 23).  

As indicated in the Figure 23, the input for the training is composed of two datasets (train 

and validate), and each one includes the true variable values and the mask that will be 

used to target the possible error areas. Moreover, during the training, multiple validations 

will be made, and after training each epoch, a deep learning model will be saved, and it 

will be used as a source to keep improving the models. Furthermore, to evaluate the 

accuracy of our training, we will use the Sørensen-Dice coefficient, also known as the 

Dice Similarity Coefficient (DSC). This statistical tool is utilized to measure the 

similarity between two data sets. In the context of image segmentation, the Dice score 

quantifies the overlap between the predicted segmentation and the ground truth. A Dice 

score of 1 represents perfect agreement, while a score of 0 indicates no overlap (Shaler et 

al., 2017). However, it is important to note that there is no universal “correct” Dice score, 

as it's dependent on each application and the complexity of the dataset. Generally, a 
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higher Dice score indicates better performance, but the expected score can vary across 

different tasks. In order to predict most potential errors, a separate training will be created 

for each variable, with the aim of achieving the highest possible Dice score. 

 

Figure 23. Deep learning training sequence (NVIDIA Corporation, 2022) 

 

The deep learning training starts after executing the sentence as illustrated in Figure 24 

(milesial, 2017/2023). 

 

Figure 24. Deep learning training command. 

 

> python train.py --amp -e 6 -s 1 -f 

checkpoints/stage2_Intensity/checkpoint_epoch_4.pth 
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To utilize the GPU during training, the command "--amp" is used, while "-e" specifies the 

number of epochs. The scale size of the training can be adjusted using "-s,” where a value 

of 1 represents 100 percent. Setting this parameter between 0.5 (50 percent) to 1 (100 

percent) for optimal results is recommended. In cases where a previous model is 

available, it can be specified using "-f.” The training will begin with an untrained model 

if it is not provided. For this research the images were not scaled, so the selected value 

for the training was 1. 

To begin the training process, the last saved checkpoint (trained model) number is 

identified and used to continue the saving sequence. If it is unavailable, the process will 

start with the number one. The data source is then divided into two groups: the training 

and validation datasets, with a ratio of 80 percent and 20 percent, respectively. Each 

epoch is evaluated every 20 percent, and when it reaches 100 percent, a checkpoint 

(trained model) is saved (Figure 25), which will be the base of the next epoch training. A 

log is generated during the training process, and Figure 26 provides an example of a 

training result. In addition, frequent evaluation of a deep learning model during training 

is vital for several reasons. Evaluations help monitor the model's performance on a 

validation set, guide adjustments to the model's hyperparameters, implement techniques 

like early stopping, save the best version of the model, diagnose problems in the learning 

process, and adjust the learning rate. 
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Figure 25. Epoch training. 

 

 

Figure 26. Training log. 

After the deep learning training process has been completed, each trained model will 

possess the capability to accurately identify, and isolate areas marked as "error" or 

"rejected" within any test input images. 

4.3. Deep learning algorithm in real-time 

In order to accomplish the research's objective of detecting variations of the information 

that could indicate a possible error in real-time from the multibeam outputs, it is 

imperative to utilize inference to visualize the results of the predictions from the trained 

model in real-time. Furthermore, two applications must be employed to avoid interfering 

with the current configuration. The "M3 2.5.0" will be responsible for receiving all 
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datagrams via the User Datagram Protocol (UDP) export it to the Jetson Orin (as shown 

in Figure 27).  

 

Figure 27. Datagrams data distribution. 

 

The App_Reader can process different datagrams from Kongsberg EM Series. The M3 

Sonar – 500M send the output datagrams indicated into Table 2 through the network 

(Kongsberg Mesotech Ltd, 2016). However, the inference application will mainly use the 

“XYZ 88” and “Raw range and beam angle 78” datagram for this research due to the first 

contains the information of the Depth and Reflectivity (Intensity), and the second 

datagram contains the TWTT variable. 

Table 2. Datagram list 

Multibeam data External sensors Multibeam parameters 

Depth datagram Attitude  Installation (Start & Stop) 

XYZ 88 Clock Runtime parameters 

Raw range and beam angle (f) Position  

Raw range and beam angle 78 Surface sound speed  

Seabed image data 89   
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To read the datagrams in real-time between the echosounder and the central computer, 

the “App_Reader” needs a string format based on the Kongsberg manual (Kongsberg 

Mesotech Ltd, 2016). To transmit the information, binary format is used, utilizing signed 

or unsigned integer numbers with lengths of 1, 2, or 4 bytes.  

For example, the XYZ 88 datagram contains information about the position and 

orientation of the sonar head and the range, bearing, and intensity of echoes returned 

from objects in the water. To unpack it, a string format needs to be created to switch from 

C (Table 3) to Python format (Table 4).  

Table 3 comprises three columns, with "Format" being the column utilized to obtain the 

required python format. The column labeled "Valid Range" specifies the acceptable range 

of values, while the last column, denoted as "Note" (Figure 28), provides a reference to 

the Kongsberg manual. This reference can furnish a detailed description of the parameter, 

highlight any differences in values across various sonar models, and outline the necessary 

value transformations. 

 

Figure 28. XYZ 88 Notes 1, 2 & 3 (Kongsberg Mesotech Ltd, 2016). 
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In order to find the appropriate equivalence, the “Format” column in each table (Table 5) 

has to be used. In addition, each datagram can have one or more sections of information; 

in the case of the XYZ 88 datagram, it has three sections for each “Ping”; the first one is 

“Data description,” and the second part contains “N entries” in this case those are the 

beams list, and the last one indicates the “End” of the datagram (Table 3). 

Table 3. XYZ 88 datagram C format (Kongsberg Mesotech Ltd, 2016). 
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Table 4. Format conversion between C and Python (Python Software Foundation, 2023). 

 

 

Table 5. XYZ 88 Python format. 

Data Description C Format Valid range Note 
Python 
Format 

Number of bytes in a datagram 4U — — L 

Start identifier = STX (Always 02h) 1U — — B 

Type of datagram = X (58h, 88d) 1U — — B 

EM model number (Example: EM 710 = 710) 2U — — H 

Date = year*10000 + month*100 + day  
(Example: Sep 26, 2005 = 20050926) 

4U — — L 

Time since midnight in milliseconds  
(Example: 08:12:51.234 = 29570234) 

4U 0 to 86399999 — L 

Ping counter (sequential counter) 2U 0 to 65535 — H 
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System serial number 2U 100 – — H 

Heading of vessel (at TX time) in 0.01° 2U 0 to 35999 — H 

Sound speed at transducer in dm/s 2U  14000 to 16000  — H 

Transmit transducer depth in m re water level at time of 
ping 

4F — 1 f 

Number of beams in datagram = N 2U 1 – 1024 — H 

Number of valid detections 2U 1 – 1024 — H 

Sampling frequency in Hz 4F — 7 f 

Scanning info. 1U — — B 

Spare 3U — — B 

Repeat cycle - N entries of : 20*N  — — 
 

Depth (z) from transmit transducer in m 4F 4F — 2 f 

Acrosstrack distance (y) in m 4F — 2 f 

Alongtrack distance (x) in m 4F — 2 f 

Detection window length in samples 2U — — H 

Quality factor 1U 0 – 254 3 B 

Beam incidence angle adjustment (IBA) in 0.1 deg 1S -128 to 126 6 b 

Detection information 1U — 4 B 

Real time cleaning information 1S — 5 b 

Reflectivity (BS) in 0.1 dB resolution  
(Example: –20.1 dB = FF37h= 65335) 

2S — 4 h 

End of repeat cycle 

Spare (always 0) 1U 0 — B 

End identifier = ETX (Always 03h) 1U — — B 

Check sum of data between STX and ETX 2U — — H 

 

With the equivalent Python format identified (Table 5), each datagram section can be 

unpacked using the Python format of Table 6 and the ‘struct’ Python module. This 

module provides functions for packing and unpacking binary data, which can be used to 

convert data between different representations. This logic can be applied to any datagram 

listed in the Kongsberg manual. 

Table 6. XYZ 88 Python datagram format 

Section Python format Compact Python format 

Datagram description LBBHLLHHHHfHHfBB LBBHLL4HfHHfBB 

N Beams fffHBbBbh 3fHBbBbh 
Datagram end BBH BBH 

 



 

42 

Figure 29 is an example of how a datagram can be read, the first step is to create a Struct 

object with the format and the buffer with the datagram data, and the last step is to use 

the ‘unpack_from’ method of the Struct class to unpack the binary data from a string or 

buffer according to the pre-compiled format string.  

 

Figure 29. Unpack binary datagram example. 

 

To achieve real-time prediction, the inference objective involves using Jetson Orin and 

PyTorch framework with GPU acceleration (Figure 30). The first step is to transform the 

datagram in real-time, followed by converting the datagram information into 2D matrices 

using the same principles as the classification phase. These matrices serve as the input for 

the deep learning model created during training. Finally, to complete the inference 

process, it is necessary to generate a forecast based on the unprocessed information 

collected by the echosounder and present the results in real-time. 
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Figure 30. Real-time application (App_Reader).  
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Chapter 5. Test, Results and Analyses 

As mentioned before at the beginning of the previous chapter, this research is composed 

of three main sections. This chapter is divided into the same section indicated in the 

Figure 12. 

5.1. Historical data preparations. 

The first part of this research was completed with the data source preparations app, 

composed of two key components that work in tandem to produce an image dataset: 

configurations and flagged cleaned datasets with rejected and accepted points. The 

dataset resultant can be used to train a new deep learning model from scratch or to retrain 

a previous model. For this research, the datasets that were created using this application 

from scratch and had different compositions, as shown in Figure 16 and Figure 17, the 

Head Pond was a small survey with a few lines (13), in contrast to the Thoroughfare 

Bridges with 56 lines; these two surveys were selected due to the extensive cleaning done 

on them and the difference between the amount of data. However, there is not a specific 

number of lines that should be used to generate the data source, but it is recommended 

that the data be cleaned as much as possible in order to create the mask with the rejected 

points accurately. 

Initially, the user must set up the general and each variable configurations (Figure 31)  

that will be used to create the train and test data sources (Figure 32). This configuration 

process offers the flexibility to modify the source type and variables utilized in the 

dataset creation process, which is particularly useful when the user needs to adjust the 

parameters after analyzing the results of deep learning training. Subsequently, the dataset 

creation functions are implemented to generate the dataset itself. These functions utilize 
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the parameters configured in the first step to produce a dataset that can be used for deep 

learning training.  

 

Figure 31. Data preparations application - Configurations. 

 

 

Figure 32. Data preparations application - Variable configuration. 
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The data preparations application offers four key functions: "Statistics," "Plot," and 

"Split." The "Statistics" option (shown in Figure 33) aims to provide insights into how the 

raw data is distributed across each configured variable. This information can then be used 

to establish the minimum and maximum values needed to create images with the same 

range of colors as the configuration (as seen in Figure 32). The next step is to generate 

the images using the pre-configured information (as depicted in Figure 34). First, 

directories are created to hold the images (Figure 19, Figure 20, and Figure 21) and 

masks (Figure 22), which are created using the files containing the accepted and rejected 

points. Finally, the data preparations application uses the "Split" function (Figure 35) to 

divide the images into two datasets based on the percentage set in the configuration 

(Validation files) as well as the container for the two datasets (Figure 36). For instance, if 

the value is 20 percent, the "test" dataset will comprise 20 percent of the images while the 

"train" dataset will have 80 percent. 

In addition to those three functions, the data preparations application includes an optional 

"Merge" function (Figure 37). As the name suggests, this function merges the images, 

masks, and statistics into one result image (Figure 38). 



 

47 

 

Figure 33. Data preparations application - Graph statistics. 

 

 

Figure 34. Data preparations application - Graph plot. 
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Figure 35. Data preparations application - Split data source. 

 

 

Figure 36. Data preparations application - Split folders. 

 

 

Figure 37. Data preparations application - Merge data source. 
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23

 

Figure 38. Data preparations application - Merge results. 

 

The statistical function was used to obtain range values for configuring the metrics 

(depth, intensity, and TWTT) of the Head Pond dataset, as illustrated in Figure 39. 

Likewise, Figure 40 showcases the results obtained from the Thoroughfare Bridges 

dataset, which were also used to define the range values. 

 

Figure 39. Head Pond - Statistics per variable. 
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Figure 40. Thoroughfare Bridges - Statistics per variable. 

 

To ensure adequate images for the deep learning training validation of this research, 20 

percent of the main dataset has been allocated for the test dataset, while the remaining 80 

percent constitutes the training dataset of each data source. Table 7 showcases the data 

preparation application outcomes for each Head Pond and Thoroughfare Bridges dataset 

variable. Each image and its corresponding mask were generated using a resolution of 

1830 x 357 pixels. 

 Table 7. Data preparation application results per variable (images and mask). 

Dataset 
Test (20%) Train files (80%) 

Total 
Image Mask Image Mask 

Head Pond 112 112 449 449 1122 

Thoroughfare Bridges 583 583 2334 2334 5834 
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5.2. Train deep learning algorithm. 

The second part of the results encompasses the outcomes of the deep learning training 

process for each dataset, along with their validation results. The training was executed 

using the computer specified in Table 8, which played a critical role in achieving the 

desired results. 

Table 8. Deep learning training platform. 

OS Windows-10-10.0.22000-SP0 

Python version 3.8.16 

System Hardware 

CPU count 24 

GPU count 1 

GPU type NVIDIA RTX A5000 

 

In this research, we conducted ten epochs for each variable on the initial dataset, 

Thoroughfare Bridges, and 50 epochs on the following dataset, Head Pond (as illustrated 

in Figure 41). The duration of the deep learning training process varied based on the 

number of files within each data source and whether the scale option was utilized during 

training. It's important to note that there was no resizing implemented during the training 

of either dataset, and the difference in runtime observed can be attributed to variations in 

the number of files between the two datasets (as demonstrated in Table 7). However, 

determining the appropriate amount of DL model training is not an exact science and is 

typically halted once a consistent dice score is attained during training. 
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Figure 41. Deep learning training (runtime). 

 

The Head Pond dataset's training was paused after 50 epochs to examine the possibility 

of enhancing the dice score. To achieve more efficient learning, it may be beneficial to 

conduct additional training and further investigation into the intensity variable of the 

dataset in the future. On the other hand, the Thoroughfare Bridges dataset was stopped 

after ten epochs since the dice scores seemed to be consistent. However, unlike the first 

dataset, this one has a broader range of potential enhancements. Further details about the 

training results of the datasets will be provided below. 

This research utilized a training method that involved processing one data sample at a 

time and adjusting the model parameters accordingly, with a batch size of 1. As a result, 

the number of steps per epoch was equivalent to the total number of training samples in 

the dataset, which allowed a faster learning process. However, it is not easy to identify 

the downward trend of the training loss since this occurs in the first epoch of training, as 

presented in the following results. 
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Head Pond Results 

Presented below is an overview of the deep learning outcomes obtained from the Head 

Pond data source. The training and validation losses, as depicted in Figure 42, Figure 43, 

and Figure 44 show the training and validation losses for the depth, intensity, and TWTT 

variables. In the first graph of each figure, the “Y” axis represents the dice loss and 

training loss, while the second graph's “Y” axis denotes the epoch number. Both graphs 

use the “X” axis to indicate a step in the deep learning training process. Dice loss and 

training loss values range from zero to one, which equates to zero to 100 percent loss. 

Utilizing a decimal representation offers a succinct and uniform manner to convey 

percentage values. In addition, the values where smoothed using the Exponentially 

Weighted Moving Average (Windowing Operations — Pandas 2.2.1 Documentation, 

2024) a seen in (5.1) which helps in identifying the overall direction of the metrics amidst 

the noise inherent in the training process, thus providing clearer insights into the model's 

convergence behavior and the effectiveness of the training regimen in its recursive form 

is typically expressed as: 

𝑦0 = 𝑥0 

𝑦𝑡 = (1 + 𝛼)𝑦𝑡+1 + 𝛼𝑥𝑡        (5.1) 

𝛼 =
2

𝑠𝑝𝑎𝑛 + 1
 

where: 

• yt is the value of the EWMA at time t, 

• xt is the input value at time t, 
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• α is the smoothing factor 

• span is the window size for calculating the weighted average where 𝑠𝑝𝑎𝑛 ≥ 1 , 

for the following graph results the span was set to 20, and 

• yt−1 is the EWMA value at time t−1. 

Furthermore, during the training of each epoch, a validation was conducted using the 

validation dataset every ten percent of the training dataset. Some results of the validation 

were presented in Figure 45, Figure 46, and  Figure 47, and were obtained from Wandb 

(Weights & Biases, 2023), a machine learning experiment tracking platform, with the 

data collected during the training. 

In the case of the Figure 42, the dice loss and the training loss, indicate that the 

performance of the deep learning model for the depth variable was impressive, with no 

notable overfitting or underfitting. Demonstrate comparable patterns and magnitudes, 

suggesting reliable generalization. Nevertheless, the significant fluctuation in loss values 

implies the possibility of noise in the dataset or learning process. Notwithstanding, the 

exponential moving average of the losses is consistent, indicating that the model has 

achieved a steady state in learning, the model has achieved a steady state in learning.  
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Figure 42. Head Pond - Depth Training results loss. 

 

In addition, based on the intensity variable (Figure 43), the model’s training and 

validation losses remain close and steady throughout the training process, indicating that 

there is no overfitting. However, the graph shows that the loss curves are quite flat, which 

could suggest that the model is not learning as effectively as it could be. This could be 

due to the model’s architecture and dataset, potentially indicating underfitting. 

Additionally, there is some variability in the loss, which could be a result of the 

stochastic nature of the training process. Overall, the model seems to be generalizing 

well, but may have reached its performance limit. Further improvements could require 

adjustments to the model’s complexity, feature engineering, hyperparameters, or data 

augmentation techniques. 
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Figure 43. Head Pond – Intensity Training results loss. 

 

In the case of the TWTT variable (Figure 44), the graph depicting the training and 

validation loss trends shows that they are consistent and similar, making it evident that 

the model generalizes well and is not overfitting. The losses' flat exponential moving 

averages suggest that the model has reached its maximum potential with the current 

architecture and training method.  

 

Figure 44. Head Pond - TWTT Training results loss. 



 

57 

Figure 45, Figure 46, and Figure 47 display images that have been divided into three 

distinct sections. The first section (a) shows the precise value of each pixel that 

corresponds to a specific beam in a ping. The second section (b) represents all the beams 

that were rejected during the data source cleaning process. Finally, the third section (c) 

displays the prediction derived from the deep learning model training. In each image, 

circles mark notable differences between the mask used for training and the prediction. 

These differences may be caused by alternative types of error, problems in the manual 

dataset cleaning of the data source, or because the deep learning model was unable to 

identify if an error was present in the area. 
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Figure 45. Head Pond - Depth DL results. (a) Depth values, (b) mask with the rejected 

beams, and (c) prediction. 
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Figure 46. Head Pond - Intensity DL results. (a) Intensity values, (b) mask with the 

rejected beams, and (c) prediction. 
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Figure 47. Head Pond - TWTT DL results. (a) TWTT values, (b) mask with the rejected 

beams, and (c) prediction. 

 

Figure 48 displays the Dice score metrics for Head Pond over multiple validation per 

epoch during the training of machine learning models. The graph depicts three different 

metrics plotted (depth, intensity and TWTT) against validation numbers and epoch count, 

and the lines were smoothed using the EWMA.  

The Depth metric (blue line) maintains a consistently high dice score, remaining above 

0.9 as represented by the light blue line with significant fluctuations, starting slightly 

above 0.9 and the beginning, declining to approximately 0.75 multiple times during the 

training, and peaking at nearly 0.95 at the end. The EWMA (in dark blue), which displays 



 

61 

a smoothed trend, further supports the excellent results. This indicates a strong 

correlation between the predicted segmentation and the ground truth. Despite some 

volatility, there are no significant dips or spikes, indicating consistent model 

performance. 

In terms of the Intensity graph (purple line), most of the validation steps demonstrate 

near-perfect performance (constant at 0.98), with a sudden drop at one point. This drop 

could suggest an anomaly or outlier in the data, or a single instance where the model did 

not perform well. There appears to be no discernible variation over time, which could 

imply that this metric is not influenced by the training process, or it may be a fixed value. 

Although the TWTT metric (green line) also displays some variability in the dice score, it 

is less pronounced than the fluctuations seen in Depth. The Dice score for TWTT 

fluctuates around 0.9, with occasional dips indicating moments of lower performance. 

However, these drops are less severe than those observed in the Depth metric. While it is 

less stable than the previous graph, displaying more variability, the EWMA remains 

consistent, indicating that the model's overall performance is stable. Although the scores 

are slightly lower compared to the first graph, this particular aspect of the task is more 

challenging for the model. Nevertheless, the scores are still high, indicating good model 

performance. 

The last graph in the image represents the number of epochs, which increase linearly with 

validation steps and help understand the training progression for each metric. 

In summary, the model is performing well on the segmentation task with consistently 

high Dice scores across validation steps. The anomaly in the middle graph (Intensity 

metric) might warrant further investigation. The consistent Dice scores suggest that the 
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model is generalizing well to the validation data without significant overfitting or 

underfitting issues. However, the actual Dice score values, the context of the task, and 

additional model and data details would provide a more comprehensive understanding of 

the model's performance.  
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Figure 48. Head Pond - Dice score results. 

 

 

 



 

64 

Thoroughfare Bridges Results 

The Thoroughfare Bridges dataset underwent a similar training process as the Head Pond 

dataset, albeit with different epoch numbers. Figure 49, Figure 50, and Figure 51 

illustrate the training and dice loss for each metric, specifically depth, intensity, and 

TWTT. The Y-axis of each graph is scaled to 1:100 percent of the loss, while the X-axis 

represents each training step. The second graph in each figure demonstrates the number 

of epochs as the Y-axis. 

In the Figure 49 (Depth) the Training Loss is depicted by the orange line, exhibiting some 

fluctuations yet remaining within a consistent range. This indicates that the model is 

effectively learning from the training data. Moreover, the Validation Loss, represented by 

the blue line, closely mirrors the Training Loss, suggesting the model generalizes well to 

unseen data. Furthermore, the absence of any significant divergence between the two 

lines indicates that there is no overfitting. 

 

Figure 49. Thoroughfare Bridges - Depth Training results loss. 
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In the case of the Figure 50 (Intensity), both training and validation losses show a 

downward trend without significant divergence, suggesting the model is learning and 

generalizing well without clear signs of overfitting or underfitting. The smoothed lines, 

calculated using an EWMA, indicate a stable learning process. Overall, the model's 

performance on the validation set closely mirrors the training set, which is typically a 

positive indicator. 

 

Figure 50. Thoroughfare Bridges - Intensity Training results loss. 

 

The last variable that was subjected to training from the Thoroughfare Bridges was the 

TWTT (Figure 51). The close alignment of the training and validation losses without 

significant divergence suggests that the model is neither overfitting nor underfitting 

substantially. However, the EWMA lines for both training and validation losses exhibit 

relatively stable trends, indicating a performance plateau. Further training is not likely to 

lead to significant improvements, indicating that the current state may be the model's 
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limit given the current architecture and data. Consequently, it is unlikely that further 

training will result in significant improvements in the loss metrics.  

 

Figure 51. Thoroughfare Bridges - TWTT Training results loss. 

 

In addition, displayed below are the outcomes of the validation procedure of the 

Thoroughfare Bridges dataset, where the analysis of (b) and (c) for each factor in the 

images could determine the model's ability to segment based on depth (Figure 52), 

intensity (Figure 53), or TWTT (Figure 54). The boxed regions may suggest noteworthy 

or worrisome areas, where the model's predictions diverge most from reality.  
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Figure 52. Thoroughfare Bridges - Depth DL results. (a) Depth values, (b) mask with the 

rejected beams, and (c) prediction. 
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Figure 53. Thoroughfare Bridges - Intensity DL results. (a) Intensity values, (b) mask 

with the rejected beams, and (c) prediction. 
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Figure 54. Thoroughfare Bridges - TWTT DL results. (a) TWTT values, (b) mask with 

the rejected beams, and (c) prediction. 

 

In the Figure 55, each metric (depth, intensity, and TWTT) is accompanied by an EWMA 

line indicating consistent model predictions throughout the validation set. The dice score 

for depth initially starts at 0.95 but experiences a sudden drop during the first epoch of 

training. Despite slight fluctuations between 0.96 and 0.89 throughout subsequent epochs, 

the EWMA (blue line) suggests accurate depth estimation.  

The intensity metric starts with a dice score of 0.92 and gradually increases until reaching 

a steady 0.94 by the end of the fourth epoch. Although there is more variation at the 

beginning of training, the generally high values indicate successful intensity estimation.  
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TWTT scores are more stable with a constant dice score of 0.95, but Figure 51 suggests 

that the deep learning model cannot improve with additional training.  

Overall, the nearly flat EWMA lines of all three metrics near the end of training indicate 

that the model has converged, and additional training is unlikely to yield significant 

improvements. These results suggest a well-trained model that accurately generalizes to 

the validation data. 
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Figure 55. Thoroughfare Bridges dice score results. 
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5.3. Deep learning algorithm in real-time 

The last part of this research consists in the real-time application. It has two sections, the 

first section is to configure the parameters necessary to read the datagrams and predict the 

possible errors in real-time, and the second part to analyze the information in real-time. 

Within the general configuration panel (displayed in Figure 56), users can customize a 

variety of parameters for data processing. These parameters encompass listening IP and 

Port settings for data reception, options to save data files and specify the results directory, 

configurations to redirect data to other IP addresses and ports after processing, and 

settings for n variables (which, for this research project, are Two-Way Travel Time, 

Depth, and Intensity). Additionally, there are further settings for datagram handling and 

deep learning model integration (as shown in Figure 57). The datagram configuration 

allows users to select the output folder name, specify the datagram type, pinpoint the 

location of the variable, and customize colour options. These colour options include 

plotting a colour bar via a colour gradient, setting minimum and maximum value ranges, 

and selecting colours for values outside this range. Lastly, the location of the deep 

learning model is another important field for this application. 

Furthermore, Figure 56 features an "Import Colorbar" option, which allows users to load 

the colour configurations of the data source that was used to train a deep learning model 

with similar conditions. 
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Figure 56. Frequensea App - General Configurations. 

 

 

Figure 57. Frequensea App - Datagram Configurations. 

 

The Frequensea App application offers a streamlined workflow with its "All Datagram" 

option, which seamlessly integrates datagrams and deep learning model predictions. The 

user interface is simple and features two buttons, "Start" and "Stop" (Figure 58) which 
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initiate the reading and prediction of the streamed data. Each variable is presented with 

three graphical representations to aid in evaluation. 

The first column will contain the actual data that consist in a scatter plot. Each dot on the 

plot represents a single measurement, and its horizontal and vertical positions indicate the 

beam and ping numbers. Additionally, the plot will show the measured data points per 

variable with a gradient bar that indicates the meaning of their values. Each pixel's colour 

is based on the value it represents, and this colour is selected from the gradient bar. The 

colours in the gradient bar are generated based on the application configurations, 

including the range of values and the colours for values above and below the configured 

range. 

The second column will contain the result of the deep learning model, it will create a 

prediction image with the possible errors in color blue. The assessment on the predictions 

will be made using the deep learning models from similar characteristics to the area that 

will be surveyed in order to be able to predict possible errors. 

The last column, next to the right of each predicted scatter plot, a possible error analysis 

graphs will be display a line graph, it will illustrate the percentage of potential errors in 

the predictions. These graphs provide a way to evaluate the number of possible errors 

found by the deep learning model, with the x-axis representing the prediction number and 

the y-axis representing the possible error percentage in the prediction. Peaks in these 

graphs suggest points of high error, which could be caused by anomalies in data. 

Conversely, troughs may indicate that the algorithm did not find any possible errors or 

that the model performs poorly in prediction. In addition, the method of cross-

multiplication is applied to determine the proportion of possible errors in an image as 
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seen in (5.2). This mathematical technique is commonly used to compare ratios or 

proportions. To calculate the percentage, the total number of blue pixels (possible errors 

predicted) is divided by the total number of pixels in the image, and then multiplied by 

100 to convert the resulting fraction into a percentage.  

% 𝑃𝑜𝑠𝑠𝑖𝑏𝑙𝑒 𝑒𝑟𝑟𝑜𝑟 = (
∑Possible error 𝑝𝑖𝑥𝑒𝑙𝑠 

Total image 𝑝𝑖𝑥𝑒𝑙𝑠
) ×  100 %    (5.2) 

The images and the predictions are made every n pings, and it is indicated as a note at the 

bottom of the application which it indicates that the potential error analysis graphs are 

updated periodically as new predictions, providing real-time feedback on the accuracy of 

the predictions. 

To produce the desired outcomes for our research, we utilized the M3 Sonar Software to 

assess the Frequensea App application. The M3 Software functioned as the sonar, 

simulating its presence within the A/R Frequensea. It then reproduced the unprocessed 

sonar data from our targeted locations. Additionally, we established that the datagrams 

would be transmitted via the UDP protocol over the network to the Jetson AGX Orin. 
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Figure 58. “.All Datagram” option. 
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Figure 59 and Figure 60 are examples of the Frequensea Application utilizing Depth, 

Intensity (Reflectivity), and TWTT. Using the deep learning models from the Head Pond 

dataset, where each model has undergone 50 epochs of training. In the first column, the 

true value of each pixel is represented as per the pre-set configuration, such as the under 

and over-range colours.  

The variables are displayed in the following order: TWTT, Depth, and Intensity. Both 

images display the TWTT variable with values that are both below and above the 

configured range, denoted by the colors green and red. The inference predictions have 

identified these values as potential errors, suggesting the accuracy of the predictions. 

The depth and intensity are values that are updated simultaneously since the information 

is located in the same datagram, with a difference in the TWTT graphs. The Depth 

variable is depicted in the second row of both images, with some values extending 

beyond the established range and highlighted with red pixels. In Figure 59, these pixels 

are accurately identified as potential errors, indicating a successful prediction. However, 

Figure 60 shows two areas (a red oval and rectangle) where the deep learning prediction 

may have faltered during the creation process, despite correctly flagging the red pixels as 

potential errors. 

The intensity variable is depicted in the final row in both figures, and they follow the 

prescribed range settings. Based on Figure 59, there appears to be some data noise as the 

depth and intensity predictions are comparable. In contrast, Figure 60 shows that both the 

depth and intensity predictions have regions where they predict the same potential errors. 

Despite this, the red circle and rectangle figures in both predictions could indicate that the 
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intensity prediction is more precise than the depth prediction, as the actual depth values 

do not appear to have any errors in those regions. 

In addition, the last column next to each prediction in both diagrams showcases the 

percentage of potential errors detected every 50 pings received. This can be valuable in 

recognizing potential data inaccuracies during a survey. A cause for concern would be if 

all the statistics indicate a high percentage of possible errors. 
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Figure 59. Frequensea App - Head Pond simulation (prediction 18 and 17). 
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Figure 60. Frequensea App - Head Pond simulation (prediction 48 and 43). 
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The deep learning models from the Thoroughfare Bridges dataset were used in the 

Frequensea App, and as result of the simulation the examples in Figure 61 and Figure 62 

were obtained. The variables displayed in the same order than in the previous images: 

TWTT, Depth, and Intensity.  

The first variable (TWTT) in both images displays values below the configured range, 

denoted by the colour green. The inference predictions have identified these values as 

potential errors, suggesting the accuracy of the predictions. 

Both images were updated simultaneously with their respective depth and intensity 

values, as they were transmitted in the same datagram. The second and third rows of the 

images represent their corresponding Depth and Intensity variables, which have been 

successfully adjusted to fall within the configured range for both images. Nonetheless, 

there may be some discrepancies in the depth predictions of both figures, as indicated by 

the red rectangles in each image. To identify any potential prediction errors, it is 

recommended to compare the depth and intensity predictions. While there is no strict rule 

that both predictions must be identical, there should not be a significant disparity between 

them. 

The final column next to each forecast in both charts displays the percentage of potential 

errors detected for every 50 pings received. As seen in the previous examples, this data 

can provide valuable insight into identifying inaccuracies during a survey. 
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Figure 61. Frequensea App - Thoroughfare Bridges simulation (prediction 92 and 43). 
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Figure 62. Frequensea App - Thoroughfare Bridges simulation (prediction 99 and 47). 
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Chapter 6. Conclusions 

6.1. Summary 

As technology continues to evolve, many tasks that are currently done by human beings 

will be performed by machines. Some subjects are easier to implement; however, when it 

comes to ocean exploration, there are many implications to consider. These include safety 

navigation, robust hardware, time, costs, and human knowledge. Due to these concerns, 

the use of powerful small devices in an unmanned surface vehicle (USV) and the 

integration of a deep learning model opens many possibilities to automate different tasks. 

The aim of this research was to detect possible errors in real-time from a multibeam 

echosounder using a Jetson Orin AGX placed into a USV. 

In this study, the interfaces showcased remarkable proficiency in delivering visual and 

statistical assessments of data sources during creation and real-time application 

execution. The data preparation application empowers users to regenerate data sources as 

needed without impacting the application code, and the Frequensea application emerges 

as an instrument for the analysis of the actual measurements and predicting possible error 

areas. By incorporating visual and statistical evaluations for every configurable variable, 

potential errors can be accurately detected. 

Despite the challenges of verifying bathymetric information in real-time due to factors 

such as tides, fish, and seaweed, the deep learning models have shown that the intensity 

factor produces the most accurate assessment of probable errors. However, accurately 

verifying this information is a challenging task, and further research is needed to 

understand why a beam might face rejection beyond the expertise of the person 

conducting the cleaning process. Fortunately, the Frequensea App has the potential to 
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detect possible errors in real-time and could provide additional functionalities in the 

future to help reduce post-processing time. 

6.2. Contributions 

This study proposes a novel approach to detect possible errors in real-time, resulting in 

two main contributions. First, the data preparation application is capable of generating 

fresh data sources for training the CNN in image segmentation, utilizes rejected points 

from a survey's cleaned data. Second, the Frequensea application identifies potential 

errors in M3 Sonar data in real-time by integrating deep learning. This enables prompt 

error detection using the Jetson Orin AGX, a compact yet powerful device capable of 

performing real-time predictions without compromising the space and weight constraints 

of a USV, thus advancing the operational capabilities of USV applications.  

6.3. Future work 

The outcomes of this study serve as a proof of concept that can enhance our 

understanding of potential errors in the field. There is certainly room for improvement, 

including the following points: 

- Data preparation application: Enhance the visual appeal and user-friendliness of 

the colour options for values above and below the range. Additionally, provide visual 

tooltips for each field to clarify variable usage. Create the training dataset with a 

single file instead of two to improve the efficiency of the data source generation 

process. 

- DL: Enhance the accuracy of predictions by conducting further training for the deep 

learning models. Also, utilizing another CNN designed for image segmentation with 
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the same data source, Mask R-CNN, could be a good option. Moreover, the usage of 

domain adaptation from models used in shallow to deep water could be pivotal in 

ensuring the models perform optimally across varied aquatic environments. 

- Real-time: Simplify the method for selecting the datagram and variable based on the 

"Historical data preparation application" in the configuration section. Additionally, it 

offers more than one option for CNN. 

6.4. Recommendations 

Achieving accurate results while training deep learning models depends heavily on 

selecting the appropriate validation dataset. While the data preparation application may 

offer a random generation option, it may not always be optimal. Randomly chosen 

validation data may not provide the necessary variation of scenarios required for the 

model to handle diverse challenges effectively. Therefore, it is recommended that the 

validation dataset be manually selected for better results. This ensures testing the model 

against a realistic array of scenarios, providing a more accurate measure of its 

performance in real-world conditions. 

In deep learning algorithms, increasing the batch size can reduce the number of gradient 

updates required per epoch, resulting in more consistent and less noisy gradient 

approximations. This enables easier recognition of patterns in the training loss, allowing 

for the identification of a clear downward trend in loss. As a result, it becomes easier to 

determine when the model is no longer making significant improvements, indicating a 

learning plateau. This insight can be used to stop the training process, as continuing 

beyond this phase generally does not offer additional benefits and may cause overfitting. 
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This strategy not only enhances the training process's effectiveness by avoiding 

unnecessary computations but also helps preserve the model's ability to generalize. 

In the future, it is highly recommended to create a unique mask for each variable if it is 

possible to identify the reason for rejecting a point during the cleaning process, such as an 

error in depth, intensity, or TWTT. This will significantly improve the accuracy of deep 

learning models and real-time applications.  

Finally, an exciting avenue for future research is adapting the U-Net architecture 

e to handle multibeam echosounder data, reinterpreted as multiband input, specifically for 

noise detection. Typically, U-Net is employed with conventional single-channel or three-

channel (RGB) inputs. However, by transforming multibeam echosounder outputs—such 

as bathymetric data, backscatter intensity, and derived metrics like seabed roughness—

into discrete 'bands,' the trained models could be finely tuned to enhance their input 

complexity. This approach could substantially improve its ability to detect and 

differentiate between noise and valuable signals in the data. Effective noise detection is 

crucial in applications like underwater mapping and exploration, where accuracy in data 

interpretation directly impacts the reliability of seabed assessments and environmental 

studies. Adapting U-Net in this manner not only broadens its applicative scope but also 

enhances its utility in environments where precision is paramount.
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