Target Assistance for Object Selection in

Mobile and Head Mounted Augmented Reality
by
Vinod Asokan
Bachelor of Technology - Information Technology, Anna University (April 2009)

A Thesis Submitted in Partial Fulfillment
of the Requirements for the Degree of

Master of Computer Science

in the Graduate Academic Unit of Computer Science

Supervisor: Scott Bateman, PhD, Faculty of Computer Science

Examining Board: Michael Fleming, PhD, Faculty of Computer Science
Weichang Du, PhD, Faculty of Computer Science
Lloyd Waugh, PhD, Department of Civil Engineering

This thesis is accepted by the
Dean of Graduate Studies

THE UNIVERSITY OF NEW BRUNSWICK

December 2019

©Vinod Asokan, 2020



ABSTRACT

Augmented reality (AR) — where a computing device (e.g., a mobile phone or a head-
mounted display) is used to view and interact with a virtual target displayed in the real
world — is becoming more common. Selecting virtual targets is a main building block of
interacting in AR, but it is particularly difficult because a user must also use the device to
frame targets with the device’s camera in addition to selecting them. Further, targets in
AR can have characteristics that make selecting them challenging, and which are not
typically present in traditional interactive systems, including being occluded, outside of
the view port, or moving. While assistance techniques — techniques that make pointing at
and selecting digital objects easier — have been extensively studied in traditional digital
mediums and pointing situations (e.g., pointing at icons on a desktop using a mouse), the

novel challenges of AR make it unclear if my existing knowledge still applies.

Because target selection is particularly difficult and error prone in AR, I propose
the use of three target assistance techniques from previous studies, which I apply in two
new and untested AR device scenarios (i.e., for mobile devices and head-mounted
displays). Targets in AR which are present in 3D world space were mapped to 2D screen
space and then I applied the algorithmic target assistance for the mapped targets. Then |
conducted two studies that compared my newly adapted target assistance techniques with
standard selection techniques to assess their effectiveness in AR. My findings show that

an adapted Bubble Cursor-based technique performs consistently best across five
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different target scenarios. My work provides new findings on how different assistance
techniques perform under realistic target scenarios, demonstrating the promise of target

assistance for augmented reality applications.
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1. INTRODUCTION

With recent advancements in commodity hardware, mobile augmented reality (MAR)
and head-mounted augmented reality (HAR) are becoming more common. In mobile
augmented reality (MAR), people use their mobile phones as a viewport allowing them to
see and interact with virtual objects placed in the real world. In head-mounted augmented
reality (HAR), the user wears a head-mounted device that places a screen in front of the
user’s eyes. And it has spatial perception made possible by an array of cameras for depth
perception and to relay real-world video feedback to the user's display, making it a more
immersive experience. In both device scenarios (MAR or HAR), the fundamental task of
selection, or directing a device to locate, point at, and select a visual target, is a

fundamental building block for many augmented reality applications.

Target selection in a conventional 2D environment is primarily a target acquisition task.
Yet selection in AR is different than in conventional 2D and 3D environments because
selection in AR is a double target acquisition task. First, the user needs to do framing,
that is to point the camera of the device toward the target, sometimes the target can be
outside the view of the camera and the device must be physically turned to ensure that it
is properly acquired in the camera frame. Second, once the target has been framed in the
camera’s view the user needs to do an on-screen target acquisition, using the provided
input method for the device. Selection tasks are further complicated by the fact that the

device cameras have a limited field-of-view.



An additional major challenge in AR is that the targets themselves vary drastically in
terms of location, size and behavior. For example, virtual objects and user interface
elements can be located anywhere (on a wall, on a table, behind other objects, behind the
user, etc.), and have different sizes (by design or because they are located farther away),
and, finally, they might be moving. Because of these characteristics, the user might need
to move their arms, head or body, or otherwise navigate through the physical

environment to be able to make selections.

Because target selection is so common in many types of interactive systems, target
assistance techniques have long been studied as means to improve general system
usability (by improving the speed and accuracy of target acquisition) [23]. Target
assistance has most frequently been studied in 2D [2], and it works by dynamically
making adjustments to a system to make selecting targets easier (e.g., by moving

potential targets closer to the cursor or by dynamically making targets bigger).

In this work, I propose the adaptation of 2D target assistance techniques using a cursor-
based selection approach on the AR device. Here, my approach is different from the
typical approach of selecting targets. I display a cursor for selections (defaulting to the
center of the screen); when the cursor rests atop a target, the user can do selection input to
commit the selection. Because I make use of a cursor, I can apply existing 2D target
assistance techniques, which adjust the cursor’s position, moving it toward targets with

algorithmic assistance simplifying the on-screen target acquisition task

I adapted three well-known target assistance techniques (Bubble Cursor [15], Sticky

Targets [38] and Target Gravity [3]) to explore this approach. The insight is that my
2



approach relies on a ‘ray casting’ metaphor operating in 2D screen space [20] to do target

acquisition in 3D.

To evaluate my approach, I conducted controlled lab experiments to compare the
performance of these newly adapted techniques against the conventional techniques for
AR target selection. My systems explored each of the selection techniques in five
different types of target scenarios, or ‘arrangements’ (e.g., targets that moved, were
hidden, etc.); see Figure 3.1. My findings from the two, 20-participant studies show that
my adapted Bubble Cursor technique performs consistently best and that the performance
of other assistance techniques is highly dependent on the characteristics of the targets and

the type of AR device being used.

In this thesis, I conduct two experiments to investigate the use of target assistance to
improve target assistance in a wide range of augmented reality applications
(demonstrated across the generalized target arrangements). While the chosen assistance
techniques are most commonly used in video games, I expect that future AR applications
will have more similarities to object selection in video game scenarios than they do in

non-gaming scenarios. Therefore, the findings may apply to any type of AR application.
I make three main contributions in this work.

1. First, I present two studies that compare target assistance techniques specifically

within the context of AR applications.

2. Second, I develop a reference target scenario (demonstrating a range of target

characteristics) that can be carried forward for future study.



3. Finally, I provide a reference implementation for newly adapted bubble cursor

techniques that perform well under all studied target characteristics.



2. RELATED WORK

Target selection is an extremely common task in most modern interactive systems:
clicking on a button in a GUI, selecting a restaurant on a map, or shooting an enemy in a
video game. In almost all cases, a selection can be described as containing two subtasks:
target acquisition (or targeting), and trigger activation [20]. In targeting, a virtual object is
indicated for selection (e.g., by placing an indicator on top of the object). In trigger
activation, some means of finalizing the selection is committed (e.g., by pressing a button
or using a voice command). However, there are fundamental differences between
targeting in a traditional 2D environment and targeting in 3D AR. In traditional 2D based
target selection, targets are typically static (they do not typically move, are of a set size,
and visible). In AR-based 3D target selection, targets tend to be more dynamic (they are
located far away, can be of different effective sizes, may be moving, and can be hidden
behind other physical or virtual objects). Because of this, target selection requires an
additional step of framing the target, that is, getting the target into a position where it can
be selected. Further, because of the other characteristics of dynamic targets and the way
AR devices work, selecting the target can be more challenging. Therefore, the vast body
of knowledge on 2D targeting may not translate directly to inform the design of 3D
selection techniques when using MAR and HAR devices. Below I briefly introduce the
area of Augmented Reality, and then provide a short survey of the foundations of target
selection in both 2D and 3D spaces. Previous studies have shown that the same target
assistance techniques that I study here, among others, also perform well in 3D video

games [7][16][22][35].



2.1 Augmented Reality

Augmented reality (AR) can be termed as an interactive experience in a real-world
environment where physical objects that dwell in the real world are heightened by the
computer-generated augmented information. AR primarily enhances the sense of vision
and hearing, but it can also be performed across other sensory modalities [31]. AR can be
described as the system that fulfills three basic features: a combination of real and virtual
environments, live interaction, and accurate spatial registration of virtual and real objects.
The overlaid sensory information can be constructive (i.e. additive to the natural
environment), or destructive (i.e. masking of the natural environment). The sensory
experience can be seamlessly overlaid with the physical world such that it may be
perceived as an integral aspect of the real environment. In this way, augmented reality
adjusts a person’s ongoing perception of a real-world environment, whereas virtual
reality, completely replaces the user's real-world environment with a simulated one.
Augmented reality can be related to two largely synonymous terms: Mixed Reality and

Augmented Virtuality [24].

The primary value of augmented reality is the ability of virtual components to blend into
a person's perception of the real world, not as a simple data overlay, but through the
combination of immersive experiences, which are regarded as parts of the natural
environment. The earliest AR systems that provided functional immersive mixed reality
experiences for users were invented as early as the 1990s [29], starting with the Virtual
Fixtures system developed at the U.S. Air Force's Armstrong Laboratory in 1992.
Entertainment and Gaming fields created the first commercial augmented reality

6



experiences for users. Today, augmented reality applications have made their way into
commercial; and industrial applications such as education, communications, medicine,

training, worker assistance and entertainment.

2.2 Target Selection in 2D

Targeting has been widely studied in Human Computer Interaction HCI and pointing at
and selecting onscreen targets is well understood. Fitts’s Law [11] states that the index of
difficulty (ID), or how difficult a pointing task is, is a function of the distance to the
target, and the target’s size [23]. This model has been adapted and reinterpreted in several
contexts. For example, to better model targeting tasks on mobile touch devices,
extensions to Fitts’ Law address the use of fingers to select targets [5]. In the context for
pointing at targets from a distance on a large screen, Kooper et al [18] determined that ID
could be modelled more accurately in distant pointing scenarios by using the angular
width of a target and the angular amplitude of the movement to the target (as opposed to

using linear distance measures).

2.2.1 Target-Assistance Technigues for 2D

The goal of target-assistance techniques is to enhance the speed and accuracy with which
targets are selected. Traditionally, this work has focused on target selection that has
occurred on a 2D screen. Balakrishnan argues that target assistance techniques belong to
one of three families [2]: techniques that manipulate target size; techniques that
manipulate the distance to the target, or techniques that manipulate both size and

distance. For example, the Target Gravity technique makes the distance to target smaller,



by moving a cursor and/or target closer together, making acquisition easier [2]. A
complete review of 2D target-assistance techniques is beyond the scope of this thesis but
can be found in [2], so I outline only the techniques that I have adapted for my

augmented reality study.

Target assistance techniques have been studied in a wide range of computing
environments, including: desktop pointing using a mouse (e.g.,[9]; [15]), pointing in
virtual environments (e.g., [10]; [13]), and in distant pointing (e.g., [4];[14]). Whereas
these scenarios rely on indirect interaction techniques, mobile devices rely primarily on
direct touch interaction, which means that the target assistance techniques described
above are inappropriate. Target assistance techniques, if possible, may be particularly
beneficial to mobile touch interfaces, since they suffer from the commonly experienced
“fat finger” selection problem ([32]), where the contact (selection) point is difficult to
predict and the user’s fingers visually occlude onscreen targets, making selection more

difficult.

23 Target Selection in 3D

Researchers have categorized the actions I perform in 3D virtual environments into four
fundamental classes of interaction: selection, manipulation, data input, and navigation
[20]. The 3D interaction refers to the interactions made possible in AR and VR, where
virtual objects become the targets that users need to interact with. The research in this
thesis is concerned only with the selection task and I will discuss the relevant

methodologies below. The Selection task can be further divided into two relevant



subtasks based on the approach taken for selecting targets in a 3D environment [1]:

grasping and pointing metaphors.

In grasping metaphors, a virtual object that represents the user’s hand (e.g., a virtual hand
or sphere) is positioned in 3D space. This is directly analogous to how I grab physical

objects in the real world, by reaching out and grabbing [20].

Pointing metaphors, in contrast, are more like a 2D equivalent of grasping. Here, the user
gestures towards the objects to target it. For instance, a ray-casting metaphor is often
used, where the ray emanates from the user’s hand, finger or pointing device. In many
implementations, when the ray intersects with the target, the selection is triggered (e.g.
[27]). In other situations, the selection is triggered by a secondary “commit” action, such
as lingering over the target, or by pressing a button on a separate controller. The first-
generation Microsoft HoloLens device uses a variant of the ray cast metaphor, where a
ray is cast from a cursor placed at the center of the device’s viewport. Selecting a target
is, therefore, accomplished by moving the head to place the cursor on top of a target. The
object selection trigger is typically completed using an in-air hand gesture (called ‘Air
Tap’) that is more easily registered by the device’s cameras. The use of the head-
controlled cursor provides more precision than could be attained through tracking the

hands, using the technology available in the original Microsoft HoloLens device.

Recent work has compared grasping (using a 6- Degrees of Freedom [DOF] controller)
with ray casting (with a mouse) in AR and found that ray casting was slower [19].
However, this result might be attributed to the devices used and the fact that all targets

were close (i.e., a variety of target characteristics was not evaluated). There is still little
9



work comparing the efficacy of different objection selection approaches in combination

with different device scenarios.

In a dynamic 3D environment like the augmented reality world, you can have objects
arranged in different depths, they can be of different sizes, out of camera view, obstructed
by real or virtual objects and so on. The number of factors affecting the selection task can

be varied and vast, making the designing of a selection technique challenging.

2.3.1 Target-Assistance Techniques in 3D Environments

Target assistance in mixed reality and other non-game specific 3D environments has not
yet been studied extensively. Some work has investigated assistance for “grasping,” for
example, an adapted Bubble Cursor technique (the original 2D Bubble Cursor is
described below) [15], evaluated the performance in 1D and 2D targeting task and found
it outperformed existing pointing techniques. This 3D Bubble Cursor works by
simplifying target acquisition by dynamically resizing the activation area based on nearby

targets [33].

Another approach called BendCast [28], works for ray cast pointing, bending a visible
ray towards targets, which effectively decreases the distance to the target. A study of
BendCast found that it was effective but worked best in scenarios where there were few
targets close by [7]. Several techniques have proposed casting larger selection areas,
effectively increasing target size, to facilitate selection such as the Flashlight ([21]),
Aperture Selection ([12]) and Sphere-Casting techniques ([17]). While these techniques

all facilitate selections of virtual objects, they either suffer from problems when

10



disambiguating between multiple potential targets or require additional input interactions
to provide this disambiguation. In this research, I compare these techniques in several
targeting contexts to provide a better understanding of the trade-offs between them and

their performance in different scenarios.

2.4  Target Assistance in 3D Games on 2D Screens

Target selection in 3D video games is perhaps most relevant to my scenario of mobile
and head mounted augmented reality. First, many recent video games are played in 3D
virtual environments on 2D screens, while making active use of selection techniques
(e.g., shooting enemies). First-person shooting video games typically use a gaze-point
selection technique, where the camera control and target selection are combined with a
selection point (e.g., crosshairs for a gun) affixed to the center of the screen. The
HoloLens default selection technique is also a gaze-point technique. Like with MAR and

HAR, targets must be first framed within the screen and then targeted.

Target assistance techniques are prevalent in many commercial 3D First-Person Shooter
games to improve performance using different devices or to balance competition between

competitors [4].

2.5 Statistical Analysis

The statistical analysis for both the experiments data was done using a software called
JASP[25]. To analyze the performance data, I used RM ANOVA when assumptions were
met. When the assumptions of sphericity were violated Greehouse Geiser corrections to
the degrees of freedom were used. A posthoc test with Bonferroni corrections was also

11



conducted on the performance data. For subjective data or when performance data
violated the assumption of normality, the Friedman test was used, followed by Conover’s

post hoc tests using Bonferroni corrections.

12



3. ADAPTING TARGET ASSISTANCE TECHNIQUES FOR

AUGMENTED REALITY

Target selection is extremely common in computing scenarios, and the newer device-
software combinations now available for AR present some unique challenges that are
different from many other forms of 3D interaction. I was interested in understanding how
to create assistance techniques that may apply to generally improve AR system usability.
The research led us to the idea of applying cursor-based techniques (from 2D desktop

pointing) to this new scenario.

I borrowed the ‘gaze point’ metaphor (from systems like the HoloLens, in 3D video
games, and other mobile apps) where a cursor is affixed to the center of the camera view.
The use of the cursor for making selections may immediately have benefits when
compared to touching targets on the screen in MAR, because of the ‘Fat Finger’ problem
— caused by the finger occluding the view of the screen and preventing accurate target
selection. Onscreen cursors have the advantage that they do not occlude targets, and it
combines the camera framing and target acquisition tasks that are required in MAR. A
touch-based approach would require framing by rotating/moving the device, followed by
a separate touching action using the finger. As I will see, a major benefit of the cursor-
based approach is that it allows us to apply well-studied target assistance techniques from

the literature, which work by modifying cursor behavior.

13



3.1 Review of 2D Techniques Adapted to MAR & HAR

Below I briefly describe the three 2D techniques that I identified for use in my
augmented reality study. I selected these three techniques because they represent a range
of design alternatives used in different target selection scenarios and have all been shown
to be extremely effective in terms of improving the speed and accuracy of selecting

targets in 2D pointing using a mouse.

Bubble Cursor: One of the most well-known and best-performing techniques is Bubble
Cursor [15]. Bubble Cursor works by resizing the area of a cursor so that it always selects
the closest target. This adjustment effectively makes targets have zero distance to the
cursor and target acquisitions occur by getting “close enough.” The Bubble Cursor relies

heavily on visual feedback to help the user understand the relationship between the cursor

and targets. See Figure 3.1.

Figure 3.1: Bubble cursor, blue cursor is added for illustration, shows the original cursor position
before target assistance adjustments. (Left) Shows the Bubble cursor expanding searching for the
nearest target. (Right) Bubble cursor contracts to allow selection of only one target at a time.

Sticky Targets: The Sticky Targets technique changes the effective width of a target when

a mouse-driven cursor passes over the top of it [35]. Sticky Targets makes subtle changes
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to the control-to-display mapping when a cursor is over a potential target, giving the
illusion that the target feels “sticky,” and making a target wider in movement space.
Having sticky targets with an onscreen cursor that is normally affixed to the center of the
screen means that the cursor may deviate from its typical position. I return the target to its
center once the cursor leaves a target (snapping it back into its position at the center of
the screen). The Sticky Targets technique performs well in many 2D pointing scenarios
by preventing overshooting (accidently passing over a desired target), and it can be done

in ways that are imperceptible to the user. See Figure 3.2.

Target Gravity: The Target Gravity technique changes both the effective motor distance
to targets and the effective size of targets[4]. This technique provides all on-screen targets
with an attractive force that is proportional to the distance between the on-screen cursor
and the target. Forces from all targets act on the cursor at a given time, so the resultant
attractive force is calculated as a vector by summing the force of all targets on the screen.
Movement updates to the cursor position are applied by the total gravity effect of all

targets, creating a subtle movement to the cursor. See Figure 3.2.
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Figure 3.2. Two Target Assistance Techniques. Orange cursor shows the actual adjusted cursor
displayed to a user, the blue cursor is added for illustration, showing the original cursor position
before target assistance adjustments. (Left) Cursor Target Gravity warps the cursor towards nearby
targets (Right) Sticky Targets causes the cursor to stick to a target as it moves over.

3.2 Assistance Technique Adaptation Details

A target selection task in augmented reality can be broken into two parts: framing
(acquiring the target in the viewport), and target acquisition (selecting the target by some
means). To improve target acquisition in MAR & HAR, I employ a cursor-based
selection approach where target assistance techniques operate on the cursor to make
target selection easier. I see improvement in acquisition as the most general way to

improve target selection overall, since assistance for framing is not possible.

I designed and studied four cursor-based target selection techniques, where the on-screen
cursor defaults to the center of the screen. Based on the target assistance technique, the
cursor may move or expand from this position to capture a target. To select, the user
places the cursor over a target and does a selection task. The adapted cursor-based
selection techniques are different than many previous implementations of selection

techniques in 3D Uls (see [27]) in that they use the intuitive ‘ray casting” metaphor, but
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operate in 2D screen space (making them similar to image-plane pointing techniques
[26]). Typically, pointing in 3D environments is accomplished by performing ray casting
and collisions are detected in the 3D world space model. My techniques, in contrast,

operate only on the pixels displayed on the 2D screen.

My screen space interaction approach allows us to use assistance techniques, both in
‘real” AR scenarios where there is a 3D model (i.e., a calculated depth position) for
objects in the physical world, and simulated techniques that create the illusion of AR but
operate in 2D (e.g., by placing 2D images of 3D objects in proximity to fiducial tags).
Further, the approach of projecting targets into 2D space means that after preprocessing, |

can more directly apply any 2D target assistance technique.

For the purpose of comparison, I evaluated three cursor-based target assistance
techniques adapted from 2D pointing research, comparing them against a baseline cursor
selection technique, and a control technique. The ‘baseline cursor selection technique’
uses a center-of-the-screen cursor but does not provide any target assistance. The ‘control
technique’ for MAR is the conventional touch target selection technique used in most

MAR applications. I implemented the baseline technique in both HAR and MAR.

3.2.1 Baseline - No Assistance (Control HAR and MAR)

The Baseline uses a cursor (represented as a crosshair) affixed to the center of the screen.
Selections are made by placing the center of the crosshair directly over the target and

selection action is performed to trigger a selection. This technique has a visibility
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advantage over Touch: the selection point is visible (not hidden by the finger) and always

precisely at the point of the cursor.

All other target assistance techniques extended this Baseline technique.

3.2.2 Bubble Cursor

My Bubble Cursor technique is based on the well-known technique (described above; see
Figure 3.1), which modifies the selection area of the cursor dynamically. In my
adaptation, the cursor is represented as a semi-transparent circle at the center of the
screen. The circle expands such that the closest target to the center of the screen is always
selected. Targets must be within the view of the camera to be selected. If there are two
targets in its area of influence the bubble cursor shrinks its width until only the closest
target to the center of the screen intersects with the selection circle. The maximum
diameter of the selection circle is maintained within the dimensions of the viewport.
Bubble Cursor simplifies the target acquisition task by making the effective width of the

target larger and the effective distance to the target smaller.

3.2.3 Sticky Targets

Sticky Targets modifies the control-to-display ratio of the cursor when it is over a valid
target in mouse pointing, making the target harder to overshoot. In my AR adapted
technique, I determine when the cursor was over a target and calculate angular movement
since the last frame (see Figure 3.2, right). This distance is used to calculate a new cursor
position that is a function of a sticky reduction factor and the distance of the movement.
From a user’s perspective, the cursor sticks to the target, even if the framing moves
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slightly. This makes the effective width of the target much wider once the center of the

screen has passed over the target once, which prevents overshooting.

3.2.4 Target Gravity

Target Gravity was chosen for its good performance in previous studies of 3D First
Person Shooter (FPS) games [34]. I adapted Target Gravity by giving all targets within
the viewport (frame) of the camera an attractive force on the cursor (see Figure 3.2, left).
This force is proportional to the distance from cursor to center of the target and affected
by the target’s relative size in 2D screen space. All forces act on the cursor
simultaneously, and movement updates to the cursor position are updated by summing all
gravity forces (modelled as vectors) from visible targets. Target Gravity makes the

effective travel distance to targets shorter once they are within the viewport.

3.2.5 Touch — (Control MAR only)

Touch is the common touch screen interaction technique where the user touches objects
on the screen. The center point of the contact surface on the screen is used to determine
where the touch occurred; if the touch falls inside the bounds of a target, then the
selection is made. This is the conventional MAR approach, which requires two target
acquisition sub-tasks to complete the selection: pointing the device to acquire the target
in the viewport (i.e., framing) and touching the target on the screen. Touch acts as a

second control condition for the MAR study.
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33 Target Type Scenarios

To compare my target assistance techniques for AR, I needed to develop a set of
scenarios that were representative of how I expect virtual objects to appear in actual AR
applications. These needed to mimic a wide range of target arrangements (e.g., coplanar
targets; targets that vary in distance from the user; targets that might be obscured by other
objects, and so on). While these AR applications are not yet commonplace in our day-to-
day lives, I have already begun to see similar applications in app stores. I surveyed 30
popular games and apps in the Google Play and Microsoft store’s “Augmented Reality”
category. I installed apps, looked at screenshots and watched videos to create a list of
target characteristics. Based on this exploration, I identified five basic target
arrangements that generalized the target characteristics I observed. The arrangements
included varied parameters, such as distance from the observer, the distance between
targets, obstacles that could hide or obscure the target, movement of the target and screen

space occupied.

Based on my exploration, I found five common targeting scenarios in consumer apps and

research literature:

e UI: Targets are arranged vertically, like a 2D menu interface. See Figure 3.3, left.

o Tabletop: Targets are arranged on a horizontal plane, where each target is within arm’s

reach. See Figure 3.3, right.

e Stationary-Distant. Targets are some distance away from the user. Further targets are

visually smaller, which means they are harder to precisely acquire. See Figure 3.4, left.
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e Obstacle: Targets are partially visually obscured from the user by some sort of obstacle.
To target these, the user often needs to shift their viewpoint—e.g. by moving to the

side, or up/down—so that they can get a better view of the target. See Figure 3.4, right.

e Moving: Targets are moving around in a pseudo-random pattern from a starting point.
These mimics the targets in the 3D exploration and game-based AR apps. I observed
in several app reviews in the store during my review of other AR apps, that the most

frequent complaint from people was about the difficulty in selecting the moving targets.

Figure 3.4. (Left) The Stationary-Distant target arrangement, note targets placed in the distance at
the back of the room. (Right) The Obstacle target arrangement.

3.4  Additional Requirements for Building AR Interactive Systems
Interactive AR-based systems have some additional requirements over and above those
that are present in typical interactive computer systems. These requirements result from

the aim to place virtual objects in the world, so they appear and behave as closely to real
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objects as possible. The requirements, elaborated on below, include: spatial perception,
anchoring targets, and facilities to minimize the effects of jitter. I introduce these
requirements here as a precursor to the systems I built to study different target assistance

techniques.

3.4.1 Spatial Perception

For an AR system to place virtual objects in the world realistically, it is necessary for
them to create an internal representation of real-world objects (including walls, surfaces,
and floors). Based on this internal map, the system can place virtual objects in a way that
mimics real world objects. For example, a virtual ball can be rolled off a table and then
bounce on the floor. AR devices often use depth-sensing cameras to scan the real world
to create a detailed spatial map of the environment. Spatial mapping is the process of
creating an approximated representation of real-world surfaces in the environment around
the device, allowing application developers to create a convincing mixed reality

experience.

Spatial mapping makes it possible to place objects on real surfaces; this helps anchor
objects in the user's world and takes advantage of real-world depth cues. Occluding
virtual objects based on other virtual objects and real-world objects helps create the
illusion that the virtual objects are in the real world. It is important to anchor virtual
objects to physical surfaces because virtual objects floating in space or moving with the

user can harm the perception that the objects are realistic.
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3.4.2 Anchoring Targets

To arrange the targets to be consistent for all participants, the targets must be positioned
in the real world at the same place every time an application is launched. The AR devices
used for the experiments (i.e., the Google Pixel 2 XL phone and the Microsoft HoloLens)
both have spatial perception capabilities and the ability to save world anchor position.
The HoloLens provides robust world and object recognition technology that makes
consistent target positioning easy and reliable even between people of different heights
and positions. For the Google Phone, however, I used a QR code (i.e., a fiduciary tag) to
anchor the target to a reference point in the world, as it is fast and easy to implement, and

guaranteed a more consistent anchoring of targets.

3.4.3 Jitter Reduction

Jitter occurs in interactive systems when the inaccuracies in environmental model data
lead virtual objects to be positioned incorrectly. Small variations in position tracking
from a sensor, for example, can lead a virtual object to quickly shift position as it is
repositioned by the system. These quick movements are referred to as jitter and lead to a
reduction in user experience. Both the devices used in the experiments use high precision
sensors including a gyroscope, accelerometer and depth-sensing infrared cameras to
calculate its position and orientation inside the environment. Several factors contribute to
the stability of spatial representations [8],[36]. First, because the devices are held or
worn, they can be subject to subtle hand shaking or quick but naturally occurring
movements. This means that the viewpoint of the device’s camera is controlled by its

position and orientation, and due to small amount of shaking in a person’s body or limbs,
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the content on-screen may jitter. In general, I tried to reduce jitter as much as possible in
the systems; however, since I was making small adjustments to the cursor for some of the
assistance techniques, jitter of the cursor was sometimes noticeable. It is not clear
whether this affected the overall utility of my implementations (notably, Target Gravity

and Sticky Targets were more subject to experiencing jitter).
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4. STUDY OF TARGET ASSISTANCE FOR MOBILE

AUGMENTED REALITY

To determine whether different target assistance techniques can be helpful in MAR
scenarios, and how their performance might be affected by different target types, I
conducted an experiment with 20 participants. The experiment compared the five
different targeting techniques (Touch, Baseline, Bubble Cursor, Target Gravity, and
Sticky Targets) in five different target type scenarios (Moving, Obstacle, Stationary,

Table, and UI).

4.1 Apparatus

I developed a mobile augmented reality app using Unity3D[39]. The app implemented
the previously described five targeting techniques and the five target arrangements. The
mobile application ran on a Google Pixel 2 XL phone with a 6.2x3-inch display and
Android OS 8.0 with AR Core support. The application was automated to run the study,

including the presentation of the different targets and target arrangements.

4.1.1 Target Selection Techniques

I used the five target selection techniques described above (see Section 3.2): three cursor-
based target assistance techniques (Bubble Cursor, Sticky Targets, Target Gravity), and
two control conditions (Baseline and Touch). I predetermined the attraction levels for the
Target Gravity and Sticky Targets techniques through piloting, where I selected the best

performing values from a reasonable range that test from low to high values of each
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effect. See Appendix for more details on the specific formulation for each target assistant

technique I implemented.

4.1.2 Target Scenario Types

To make the target arrangements somewhat comparable, every target arrangement
consisted of 15 targets represented as spheres. While the spheres themselves were of the
same size, the effective size of the target would change depending on the user’s distance
from them. Above I described the general characteristics of targets in different scenario
types (see Chapter 3.3); in this chapter I provide the specifics of the targets (size,

distance, etc.) used in the study.

Table Top: The targets were arranged close to one another, forming a rectangle made up
of five rows of targets with three columns. The targets were spheres of radius 0.05m, the

nearest target was 0.4m away from the user and the farthest was 1.1m away.

Stationary — Distant: The targets were spheres of radius 0.05m, the nearest target was
0.33m away from the user and the farthest was 4m away, the targets were arranged to fill

the room.

Obstacle: This arrangement is like Stationary, but the targets are surrounded by a virtual
box that prevents selection. Targets are placed at varying depths, requiring users to
change positions to get nearer and/or to move up/down to change the viewing angle. The
targets were spheres of radius 0.05m, the nearest target was 0.33m away from the user

and the farthest was 4m away, the targets were arranged to fill the room.
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Moving: These targets are arranged the same as stationary targets, but on becoming
selectable the target moves pseudo-randomly around its starting point. The targets were
spheres of radius 0.05m, the nearest target was 0.33m away from the user and the farthest
was 4m away, the targets had a movement range of 0.5m around their position. Targets

moved at approximately 0.25 m/s.

UI: A 4x4 grid of vertically arranged targets within reach of the user. Each target was a
0.025m sphere, and the closest targets were placed uniformly 0.54m away from the user.
In this arrangement the targets were arranged vertically, starting from Om from the QR

code (table) to 0.15m above.

4.2 Participants

I recruited a total of 20 participants (3 identified as female, 16 identified as male and 1
person preferred not to say), all were students aged between 20 to 30 (mean: 23.8, SD:
3.64) and all had normal or corrected-to-normal eyesight. Three participants reported
spending more than 7 hours per week on video games, while the remaining 17 played in
moderation (i.e. fewer than 5 hours per week). Regarding augmented reality experience,
16 participants reported having experienced augmented reality (mobile and other forms);
of these, 4 reported spending up to three hours a week using AR or VR apps/games, and

1 had experience creating a mobile AR app.

4.2.1 Instruction to Participants

All participants received the following briefing before starting the experiment:

27



In this experiment, I am studying different target assistance techniques to select
objects in augmented reality. You will use a mobile app with AR capability to select
targets. It works like pointing with the mouse, but instead of the mouse, but you
will be moving the Mobile phone. You will see a red cursor, it needs to be
positioned over the green target. You move the cursor by rotating and moving the

phone and you will touch on the screen to select a target.

The experiment consists of 5 different selection techniques Touch, Base, Gravity,
Sticky and Bubble. Each of these techniques performs assistance differently, your
goal is to select the green targets as quickly as possible. You will have a chance to

practice with each technique before the experiment starts.

If you select a target successfully you will hear a confirmation sound, if you miss
you will hear an error sound. You don’t want to make too many errors, so you will

have to balance being quick and accurate.

For some of the techniques, you might see the cursor (the red crosshairs) make
automatic moves based on proximity to the target. That is OK, try to select the
target when the crosshair is over the target, even if it looks like it has not stopped

moving.

When I start the experiment, you will perform 14 selections for 5 different
arrangements for each of the 5 different target selection types, so you will do 350
selections. The experiment will move considerably quickly because it will only take

a few seconds to select each of the targets.

Once a green target is selected it turns red and one of the other red targets becomes
green. There is a white arrow to guide you, the arrow always points towards the

next green sphere that you should select.

If the device did not give any sound cues on selection it means the input was not

registered correctly, please retry again.
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4.3 Experimental Task

The experimental task was to find and select a series of green targets as quickly and
accurately as possible using the MAR experimental system. Since | was mainly interested
in the performance of the different targeting techniques under the different target
arrangement scenarios, I provided a guide for participants. The system displayed a 3D
blue arrow that points in the direction of the next target to be selected. All targets were
visible, but only one target (the one to be selected) was colored green, others were red.
Upon a successful selection, the target deselects and becomes red, and the next target is

chosen at random from the 15 targets and is colored green.

A QR code was kept on the table and before each block of trials, the participant was
asked to scan it with the mobile camera to provide the most consistent anchoring of the

targets in the room as possible.

Participants were told they could move around, which facilitated selecting distant or
targets hidden by objects. However, participants were required to start every target

scenario round from the same position and facing the same direction.

4.4 Procedure

When participants arrived, they were explained the procedure of the experiment, asked to
sign an informed consent form and they completed a demographics questionnaire. Before
starting the experimental trials, participants were introduced to each technique by the
experimenter and given an opportunity to try the technique for as long as they needed to

feel comfortable.
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Once ready, participants proceeded with the experiment, working with one of the 5
techniques at a time. Each round consisted of selecting 15 targets, within each of the 5
target arrangements. Each round was completed 6 times each. In total each participant
made 375 (5 target assistance techniques x 5 target arrangements x 15 targets) target
selections over the course of the experiment. The experiment is balanced by ordering the

conditions in a 5x5 Latin Square.

After working with each technique and before proceeding to the next, participants were
given a questionnaire to collect subjective data on the last technique they had used. Upon
completion of the experiment, participants were given a final questionnaire soliciting
opinions on their overall experience. The experiment required a total of ~50 minutes to

complete.

4.5  Analysis

The main analysis consisted of 5x5 (Technique by Target Type) repeated measures
design. The questionnaires only solicited overall ratings of the techniques and did not ask
participants to compare techniques under the different targeting scenarios. Data logged
includes completion time and the number of errors (missed target selections before a
successful selection) per trial. Completion time was the time from the beginning of a trial
when the targets were displayed for selection and the time when all targets were
successfully selected. The error rate was calculated as the number of trials with an error
divided by the total number of trails for each selection technique — target scenario.

Dependent variables were completion time, error rate, NASA TLX score (often referred
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to as “task loading”, a measure of cognitive effort [30]), and agreement with “I would
like to use this technique”. Subjective response data used a 7-point Likert-type scale. I
exemplify and support my findings using free-form responses to the post-condition and

post-experiment questionnaires.

When assumptions were met, RM-ANOVA was used to analyze the performance data
and post-hoc tests used Bonferroni corrections. When the assumption of sphericity was
violated, Greehouse-Geisser corrections to the degrees of freedom were used. For
subjective data or when performance data violated the assumption of normality, the
Friedman test was used, followed by Conover’s post hoc tests using Bonferroni
corrections. For interaction effects, I report pairwise differences for techniques within
each target arrangement only, since comparison of techniques between target

arrangements is difficult to interpret.

Prior to analysis outliers were removed from the dataset where completion time was
greater than three SD. from the mean, which resulted in the removal of 117 of 6938 trials
(~1.7%). Total targets were 15 per round but the timer starts upon clicking the first target
successfully, which makes 14 trials in total, making 7000 trials (5 target assistance
techniques x 5 target arrangements x 14 trials x 20 participants). The tabletop
arrangements had only 14 targets, due to space restrictions on the physical table used, so
it recorded only 13 trials per round, making a total of 6900 trials. Additionally, 38 trials

were lost due to a bug in Moving and Obstacle target arrangements.

31



4.6

Results

4.6.1 Completion Time

There was a main effect of selection technique on completion time (£2.039.1 = 42.95,

p<.001), see Figure 4.1. Pairwise comparisons showed that Bubble Cursor was

significantly faster than all other techniques (»<0.001), and no other differences were

significant.

There was a main effect of target fype on completion time (F4,76=196.3, p<.001), see

Figure 4.1. Pairwise comparison showed that all target type pairs were significantly

different from one another, except for moving and obstacle.

There was an interaction effect between selection technique and target type on

completion time (Fis4,220=14.3, p<.001), see Figure 4.1. The within target type, pairwise

technique differences were as follows:

For Moving target types, Bubble Cursor and Target Gravity were significantly faster
than all other techniques. (p<.001).

For Obstacle target types, all differences were significant except for the Target Gravity-

Touch, Target Gravity-Baseline and Baseline- Sticky Targets pairs (p <.05).

For Stationary targets, Bubble Cursor was significantly faster than Sticky Targets and
Touch, and Target Gravity was significantly faster than touch (p <.001).

For Table Top targets, Bubble Cursor was faster than all other targets (p<.05).

For UI Targets, Bubble Cursor was faster than Target Gravity, Sticky Targets, and
Touch, and Touch was faster than Target Gravity (p<.05).
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Mean Completion Time (s)
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Figure 4.1. Mean Completion Time in seconds (£1 SE) for Techniques (colors) grouped by Target
Type.

4.6.2 Error Rate

There was a main effect of selection technique on error rate (Fa,76 = 113.3, p<.001), see
Figure 4.2. Pairwise comparisons showed that Bubble Cursor had a significantly lower
error rate than all other techniques (p<0.001), and that touch was significantly higher

than all other techniques (p<0.001); no other differences were observed.

There was a main effect of target type on error rate (Fy475=28.5, p<.001), see Figure 4.2.
Pairwise comparison showed that all target type pairs were significantly different from

one another (p<.05), except for stationary-obstacle, stationary-table, and obstacle-table.

There was an interaction effect between selection technique and target type on
completion time (£72,35.7=6.3, p<.001), see Figure 4.2. The within target type, pairwise

technique differences were as follows for error rate:
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For Moving target types, all pairs were significantly different, except for the Baseline-

Sticky Targets and Bubble Cursor -Target Gravity pairs. (p<.001).

For Obstacle target types, all pairs were significantly different, except for the Baseline-
Sticky Targets, Sticky Targets - Bubble Cursor, Baseline-Target Gravity and Bubble
Cursor - Target Gravity pairs. (p<.001).

For Stationary targets, Touch had a significantly higher error rate than all other
techniques (p <.001).

For Table Top targets, Touch had a significantly higher error rate than all other
techniques (p <.001).

For UI Targets, Touch had a significantly higher error rate than all other techniques,
and Target Gravity had a significantly higher error rate than Baseline, Sticky Targets
and Bubble Cursor (p <.01).

Error Rate
Technique by Target Type
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Figure 4.2. Error Rate in % (1 SE) for Techniques (colors) grouped by Target Type.
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4.6.3 Subjective

4.6.3.1 Task-Loading: NASA TLX Score (Cognitive Effort)

There was an effect of Technigue on TLX score (x*=50.1, p<.001, df=4), see Figure 4.3.
Touch had higher task loading than all other techniques (p<.001), and Bubble Cursor was

lower than Sticky Targets (p<.001), there were no other differences.

4.6.3.1 I would like to use this technique

There was an effect of Technique on agreement with the statement, “I would like to use
this technique,” (y>=34.7, p<.001, df=4), see Figure 4.3. Post-hoc tests showed that all
techniques were significantly preferred to touch, and Bubble Cursor was preferred to

Sticky Targets (p<.01).

Cognitive Effort (NASA TLX) "I would like to use this technique"

7 7
6 6 I
5 5 I
4 4 I
3 I ; 3
2 - . 2
1 1

Baseline Bubble Sticky Gravity Touch Baseline Bubble Sticky Gravity Touch

Figure 4.3. Mean subjective ratings (7-point scale, 1 SE): Left: NASA TLX (or “cognitive effort”;
lower is better), Right: agreement with the statement: “I would like to use this technique” (higher is
better).

4.6.4 Summary of Findings

The study provides the following four main findings:
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The adapted Bubble Cursor technique performed best across all Target Type conditions

and was rated as having the lowest task loading and was most preferred by participants.

Target Gravity did not perform consistently well, performing best in Target Type

conditions with sparsely positioned targets.

Sticky Targets did not provide any clear benefit above the Baseline technique and was

rated second-worst overall.

The Touch technique, which is the most common mobile selection technique,
performed consistently worse across all Target Type conditions, except for Ul targets.

Participants also rated it as the worst condition due to the difficulties in using it.
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S. STUDY OF TARGET ASSISTANCE FOR HEAD MOUNTED

AUGMENTED REALITY

To determine whether different target assistance techniques can improve the speed and
accuracy of target selection in HAR scenarios, and how their performance might be
affected by different target types, I conducted an experiment with 20 participants. My
experiment compared the four different targeting techniques (Baseline, Bubble Cursor,
Target Gravity, and Stick) in five different target type scenarios (Moving, Obstacle,

Stationary, Table, and UI).

5.1 Apparatus

I developed an augmented reality app using Unity3D for a head-mounted device. The app
implemented the previously described four targeting techniques and the five target
arrangements. The UWP application ran on a Microsoft HoloLens with see-through
holographic lens display, which used a Windows10 OS. The default selection technique
in HoloLens is to use the finger tap gesture, which is captured by the cameras to fire a
selection event. Through piloting I found that using finger tapping during the 50+
minutes of the study caused substantial fatigue in the arm, so I used a handheld Bluetooth
mouse to perform the final selection trigger. Here, target selection was performed by
positioning the onscreen cursor over the target, and the final selection was made using the
left mouse button. The application was automated to run the study, including the

presentation of the different targets and target arrangements.
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5.1.1 Target Selection Techniques

I used all three target selection techniques described above (see Section 3.1): three
cursor-based target assistance techniques (Bubble Cursor, Sticky Targets, Target
Gravity). I predetermined the attraction levels for the Target Gravity and Sticky Targets
techniques through piloting, where I selected the best performing values from a
reasonable range that test from low to high values of each effect. The Baseline technique,
which is a static cursor at the center of the view port, is the default selection cursor
available in a HoloLens and I replicated it in my application to use as the control

condition (as described in Section 3.1).

5.1.2 Target Scenario Types

To make the target arrangements somewhat comparable, every target arrangement
consisted of 10 targets represented as spheres. While the spheres themselves were the
same size through any given arrangement, the apparent size would change depending on
the user’s distance from them. All the targets were present inside the room and were
placed on top of one of the three tables present in the room. For all target scenario types,
targets are potentially occluded by other virtual targets, but are not occluded by physical
objects. In section 3.3 I describe the different target scenarios, but below I provide

specific details for their implementation in my HAR system used in the study.

UI: A 5x3 grid of vertically arranged targets, each target was a 0.2m sphere, and the

targets were placed uniformly 2.5m away from the user. See Figure 5.1, left.
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Table Top: The targets were arranged close to one another forming a hexagon made up of
10 targets. The targets were spheres of radius 0.05m, the nearest target was 0.4m away

from the user and the farthest was 1.1m away. See Figure 5.1, right.

Stationary — Distant: The targets were spheres of radius 0.1m, the nearest target was Im
away from the user and the farthest was S5m away, the targets were arranged on three
tables present in the room, the targets were arranged to be spread around the room. See

Figure 5.2, left.

Obstacle: This arrangement is like Stationary, but the targets are surrounded by a virtual
box that prevents selection. The targets were spheres of radius 0.1m, the nearest target

was 0.5m away from the user and the farthest was Sm away. See Figure 5.2, right.

Moving: These targets are arranged the same as stationary targets and on becoming
selectable the target moves pseudo-randomly around its starting point. The targets were
spheres of radius 0.1m, the targets had a movement range of 1m around its position.

Targets moved at approximately 0.25 m/s. See Figure 5.3.

Figure 5.1. (Left) The UI target arrangement. (Right) The Table Top target arrangement.
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Figure 5.2. (Left) The Stationary-Distant target arrangement, note targets placed in the distance at
the back of the room. (Right) The Obstacle target arrangement.

Figure 5.3. The Moving target arrangement, it is arranged like the stationary targets. But note that
the targets out of place have moved when they were active targets.

5.2 Participants

I recruited a total of 20 participants (5 identified as female, 15 identified as male), all
were undergraduate or graduate students aged between 20 to 30 (mean: 26.9, SD: 6.92),
and all had normal or corrected-to-normal eyesight. 8 participants reported spending
more than 5 hours per week on video games, while the remaining 12 played in
moderation (i.e., fewer than 5 hours per week). Regarding augmented reality experience,
10 participants reported having experienced augmented reality (mobile and other forms);

of these, 5 reported spending up to three hours a week using AR or VR apps/games.
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5.2.1 Instruction to Participants

All participants received the following briefing before starting the experiment:

e In this experiment, I am studying different target assistance techniques to select
objects in augmented reality. You will wear the HoloLens and use the Bluetooth
mouse to select targets. It works like pointing with the mouse, but instead of the
mouse, you will be moving the HoloLens. You will see a red cursor, it needs to be
positioned over the green target. You move the cursor by moving your head and

you will click the left button on the Bluetooth mouse to select a target.

e The experiment consists of 4 different selection techniques Base, Gravity, Sticky
and Bubble. Each of these techniques performs assistance differently, your goal is
to select the green targets as quickly as possible. You will have a chance to practice

with each technique before the experiment starts.

e If you select a target successfully you will hear a confirmation sound, if you miss
you will hear an error sound. You don’t want to make too many errors, so you will

have to balance being quick and accurate.

e For some of the techniques, you might see the cursor (the red crosshairs) make
automatic moves based on proximity to the target. That is OK, try to select the
target when the crosshair is over the target, even if it looks like it has not stopped

moving.

e When I start the experiment, you will perform 10 selections for 5 different
arrangements for each of the 4 different target selection types, so you will do 200
selections. The experiment will move considerably quickly because it will only take

a few seconds to select each of the targets.

e Once a green target is selected it turns red and one of the other red targets becomes
green. There is a blue arrow to guide you, the arrow always points towards the next

green sphere that you should select.
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e If the device did not give any sound cues on selection it means the input was not

registered correctly, please retry again.

5.3  Experimental Task

The experimental task was to locate and select a series of green-colored targets as quickly
and accurately as possible using the HAR experimental system. Since I was mainly
interested in the performance of the different targeting techniques under the different
target arrangement scenarios, I provided a guide for participants. The system displayed a
3D white semi-transparent arrow that points in the direction of the next target to be
selected. Upon a successful selection, the target deselects to become red in color and the
next target is chosen at random from the 15 targets and is colored green. The white arrow
marker turns towards the new target. The spatial perception capability of HoloLens was
used to anchor the targets to specified spots in the room, which was designed to be

consistent for all the participants in the experiment.

5.4 Procedure

When participants arrived, they are asked to sign an informed consent form and complete
a demographics questionnaire, they were then shown a demo of the HoloLens and its
capabilities using the built-in HoloLens apps. Next, the procedure of the experiment was
then explained. Before starting the experimental trials, participants were introduced to
each technique by the experimenter and given an opportunity to try the technique for as

long as they needed to feel comfortable.

Once ready, participants proceeded with the experiment, working with one of the 5

techniques at a time. Each round consisted of selecting 10 out of the 15 targets, within
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each of the 5 target arrangements. Each round was completed 6 times each. In total each
participant made 200 (4 target assistance techniques x 5 target arrangements x 10 targets)
successful target selections over the course of the experiment. The experiment is

balanced by ordering the conditions in a 4x5 Latin Square.

After working with each technique and before proceeding to the next, participants were
given a questionnaire to collect subjective data on the last technique they had used. Upon
completion of the experiment, participants were given a final questionnaire soliciting
opinions on their overall experience. The experiment required a total of ~50 minutes to

complete.

5.5  Analysis

Data logged includes completion time and the number of errors (missed target selections
before a successful selection) per trial. Completion time was the time from the beginning
of a trial when the targets were displayed for selection and the time when all targets were
successfully selected. The error rate was calculated as the number of trials with an error
divided by the total number of trials for each selection technique-target scenario
combination. The main analysis consisted of 4x5 (Technique by Target Type) repeated
measures design. The questionnaires only solicited overall ratings of the techniques and
did not ask participants to compare techniques under the different targeting scenarios.
Dependent variables were completion time, error rate, NASA TLX score (often referred
to as “task loading”, a measure of cognitive effort [30]), and agreement with “I would

like to use this technique”. Subjective data used a 7-point Likert-type scale. I exemplify
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and support my findings using free-form responses to the post-condition and post-

experiment questionnaires.

When assumptions were met, RM-ANOVA was used to analyze the performance data
and post-hoc tests used Bonferroni corrections. When the assumption of sphericity was
violated, Greehouse-Geisser corrections to the degrees of freedom were used. For
subjective data or when performance data violated the assumption of normality, the
Friedman test was used, followed by Conover’s post hoc tests using Bonferroni
corrections. For interaction effects, I report pairwise differences for techniques within
each target arrangement only, since comparison of techniques between target

arrangements is difficult to interpret.

Prior to analysis outliers were removed from the dataset where completion time was
greater than two SD. from the mean, which resulted in the removal of 154 of 4000

successful trials (3.85%).

5.6 Results

5.6.1 Observations on Jitter in the Experimental System

The HoloLens is a sensitive device and even small physical movements by the wearer
causes jitter of the cursor, which could seem amplified when considering that two of the
techniques adjusted the cursor position (i.e., Target gravity and Sticky Targets). Some
users complained that it caused them to make errors during the experiment during these
two conditions. It was observed that some of the users used one of their hands to hold the

device and stabilize it out of instinct, which they felt assisted them. It is important to note
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that I tested my implementations extensively and determined that the jitter was specific to
jitter in the device and not to my implementations. While some degree of jitter due to
movement of the device on the head is always possible, this only seemed to pose a

challenge to some of the participants.

5.6.2 Completion Time

There was a main effect of selection technique on completion time (£357 = 18.1, p<.001),
see Figure 5.4. Pairwise comparisons showed that Bubble Cursor was significantly faster
than Sticky Targets and Target Gravity (p<0.05), and Baseline was also significantly

faster than Sticky Targets and Target Gravity (p <.05).

There was a main effect of target fype on completion time (F76 = 101.1, p<.001), see
Figure 5.4. Pairwise comparison showed that all target type pairs were significantly
different from one another (p <.001), except for moving, stationary and table (there were

no differences between any of the three).

There was an interaction effect between selection technique and target type on
completion time (F’s.03,95.65=4.91, p<.001), see Figure 5.4. The within target type,

pairwise technique differences were as follows:

e For Moving target types, Bubble Cursor and Baseline were significantly faster than

Sticky Targets. (p<.005).

e For Obstacle target types, Bubble Cursor was significantly faster than all other
techniques (p < .05) and Baseline was significantly faster than Sticky Targets (p <.01).

e For Stationary targets, Baseline was significantly faster than Sticky Targets (p <.001).
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e For Table Top targets, Bubble Cursor was faster than Target Gravity and Sticky Targets
(p<.05), and Baseline was faster than Sticky Targets (p<.05).

e For Ul Targets, no significant differences were observed in completion time for any of

the techniques.

Mean Completion Time (s)
Technique by Target Type
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Figure 5.4. Mean Completion Time in seconds (1 SE) for Techniques (colors) grouped by Target
Type.

5.6.3 Error Rate

There was a main effect of selection technique on error rate (F357= 14.33, p<.001), see
Figure 5.5. Pairwise comparisons showed that Bubble Cursor had a significantly lower
error rate than Baseline and Sticky Targets techniques (p<0.005), and that Target Gravity
had significantly lower error than the Sticky Targets technique (p<0.005); no other

differences were observed.

There was a main effect of target type on error rate (£2.5455=31.86, p<.001), see Figure

5.5. Pairwise comparison showed that Ul had significantly lower error than all other
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techniques(p<0.001). Stationary and Table were found to have significantly fewer errors
than Obstacle and Moving (p<0.01). The other combinations did not provide significant

differences.

There was no interaction effect between selection technique and target type on

completion time (Fs.0,113.4=2.12, p=.057), see Figure 5.5.
The within target type, pairwise technique differences were as follows for error rate:

e For Moving target types, no technique was found significantly different than the other.

e For Obstacle target types, Bubble Cursor had significantly lower error rate than

Baseline, Sticky Targets and Target Gravity (p<.01).
e For Stationary targets, no technique was found significantly different than the other.
e For Table Top targets, no technique was found significantly different than the other.

e For Ul Targets, Bubble Cursor had a significantly lower error rate than Sticky Targets
(p <.05).
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Figure 5.5. Error Rate (1 SE) for Techniques (colors) grouped by Target Type.

5.6.4 Subjective

5.64.1 Task-Loading: NASA TLX Score

There was an effect of Technigue on TLX score (x>=15.83, p<.001, df=3), see Figure 5.6.
Sticky Targets had higher task loading than Bubble Cursor (p<.001); there were no other

differences.

5.6.4.2  Iwould like to use this technique

There was an effect of Technique on agreement with the statement, “I would like to use
this technique,” (x*=21.07, p<.001, df=3), see Figure 5.6. Post-hoc tests showed that

Bubble Cursor was significantly preferred to Sticky Targets and Target Gravity (p<.05).
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Figure 5.6. Mean subjective ratings (7-point scale, =1 SE): Left: NASA TLX (lower is better), Right:
agreement with the statement: “I would like to use this technique” (higher is better).

5.6.5 Summary of Findings

The study provides the following main findings:

e For the head mounted display study, the Bubble Cursor technique performed best in
Obstacle, Moving and Table top, had consistently low error rates and was rated as

having the lowest task loading and was preferred by participants.

e The Baseline technique seemed to perform second best overall and performed best in

the Stationary condition.

e Target Gravity did not perform consistently well, but it seemed to perform better overall

than Sticky Targets.

e Sticky Targets performed worst overall and was rated as having the highest task loading

and least preferred (significantly worse than Bubble Cursor in both cases).

e From participant feedback and experimenter observations, it was found that the limited
field of view and jitter of the HoloLens device combined with the algorithmic target
assistance could make it difficult to predict the cursor movements, which some
participants found made it difficult to perform precise selection using the Target
Gravity and Sticky Target techniques.
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6. DISCUSSION

6.1 Overview and Summary of Findings

In the previous chapters, two studies that explored targeting in MAR and HAR
environments were presented. In these studies, it was determined that the adapted Bubble
cursor was most effective in both the scenarios. However, surprisingly, there were stark
differences in the effectiveness of the remaining techniques between MAR and HAR
scenarios and between the target arrangements in these scenarios. I present possible
explanations and discuss differences further throughout this section. I further provide

advice for future study and real-world adoption of target assistance techniques.

6.1.1 Summary of MAR Study Results

From my MAR study, I found that the adapted Bubble Cursor clearly performed the best
overall. It was faster than all other techniques (although not significantly faster than
Baseline), had the lowest number of errors and was favorite among the participants. The
Target gravity technique performed best in conditions with sparsely populated target
arrangements. Sticky Targets did not provide any clear benefit above the Baseline
technique, but it did outperform the Touch technique. The Touch technique, which is the
default selection technique in mobile phones performed worse than all the other

techniques and was least liked by the participants.

Overall, the Baseline technique performed well, and was clearly better than the Touch
technique. This suggests that at the very least a simple, static cursor is likely a good

choice when comparing to the more common touch-based selection in MAR applications.
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6.1.2 Summary of HAR Study Results

In the HAR study, I found again that the adapted Bubble Cursor technique performed
best overall across all Target Types except stationary and moving. It had the lowest error
rate and was rated as having the lowest task loading and was again found to be most
preferred by participants. Target Gravity did not perform consistently well, it performed
better relative to Baseline and Sticky Targets in UI and Stationary target scenarios and
had fewer errors than the Baseline technique. The Baseline technique came in second and
performed better than Bubble Cursor in the stationary and moving target arrangements.
Even though it looks like it performed well, it came third in terms of errors. Sticky
Targets did not provide any clear benefit above the Baseline technique and was rated

worst overall by participants.

6.1.3 Difference in Results Between HAR and MAR Studies

At the start of the experiment I expected the HAR study results to closely resemble the
MAR study, but the results differed somewhat more than I expected. The Bubble Cursor
technique performed as expected and came in as the best in the analysis of both
performance and subjective data in both Device types. The Sticky target technique
performed worst in both studies, also had more errors and was perceived to be worst by

participants of both the studies.

The Target Gravity technique consistently outperformed the Baseline technique in the
MAR study, but in the HAR study it was the opposite; still, the Target Gravity technique

had fewer errors than the Baseline technique.
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6.2 Why did Bubble Cursor work best?

The results of the study show that the adapted Bubble Cursor technique worked
consistently best across all target type conditions in terms of both time and errors, in both
the HAR and MAR studies. It seems that the expanded activation area that Bubble Cursor
(a large area) enabled the participants to select targets effectively. When participants
were able to get a target within a frame, with the other techniques they would still need to
go through a process of acquiring the target with their finger (for Touch) or with the
cursor (for the other techniques). For Bubble Cursor this was much easier since the
closest target would be selected almost immediately with the expeditious framing
movement. While there might have been other distractor targets closer, I found that
participants were able to employ a ‘fast and sloppy’ interaction style with Bubble Cursor
that allowed them to confidently and rapidly select targets. This held consistently across
all target types as they were faster and less error-prone than the other techniques.
Participants appreciated the ease that Bubble Cursor afforded them, which was reflected
in subjective responses. Participants rated Bubble Cursor lowest in terms of task loading

and as the technique, they would most like to use in MAR and HAR apps.

Even though the area of acquisition of Bubble cursor is big, I observed that participants
tend to bring targets to the center of Bubble cursor, which takes more time than is likely
needed, meaning performance could be improved if participants had more experience and

learned that any type of intersection with the ‘bubble’ would suffice for selections.
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6.3  Why did Target Gravity only work well for Moving and Stationary-Distant
Targets?
Target Gravity is a technique that is commonly used in video games, which I see as being
a close analog for target selection in AR. Target Gravity seemed to work best in the target
scenarios where targets were sparsely distributed i.e., Stationary-Distant, UI (only HAR)
and Moving (only MAR). The attractive force strengthens as the cursor approaches a
target, which facilitates easier targeting in these types of targeting scenarios when other
distractor targets do not reduce this effect, hence performing better for sparse
arrangements. Target Gravity seems to be an appropriate technique depending on the
target characteristics since it is less visually obtrusive than Bubble Cursor, which uses a
large visual representation to illustrate its area cursor. Here, scenarios like an application
with sparse targets that are well-spaced seem like promising applications for Target

Gravity, i.e. video games.

Conversely, Target Gravity performed poorly in the target scenarios with more tightly
clustered targets. Target gravity had a problem with these scenarios because the Gravity
cursor would have to pass by the distractor targets on the way to making a final selection.
However, as the participant passed these targets the Target Gravity would drag the cursor
in the direction of the closest target; this was distracting and slightly disorienting for

participants.

My implementation of Target Gravity also did not perform well in the Obstacle scenario.
This was because the implementation attracted the cursor to the center of the target. In the

Obstacle scenario, this often meant that there was a box covering the center of the target,
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making selection impossible. Participants needed to exert a little more effort to move the
cursor away from the center towards an exposed part of the target so a selection could be

made, this additional requirement led to increased selection time.

6.4  Why did Sticky Targets not work well?

The idea with this technique is to make it easier to stay on a target once it has been
acquired, and to prevent sliding off the target when finalizing the selection (i.e., tapping
anywhere on the screen or mouse click). The findings suggest that these features may not
be a problem in AR scenarios. However, the observations and subjective feedback
suggest a potential problem with Sticky Targets. As can be seen in the subjective results,
Sticky Targets was not rated favorably. I attribute this to the fact that when Sticky
Targets would often come in contact with distractor targets (i.e., not the target that user
wants to select), the effect is still engaged, and the cursor would stick to the targets.
When the cursor leaves a "Sticky Target" it returns to its original position (i.e., the center
of the screen) immediately, causing a rapid and large movement of the cursor.
Participants mentioned that they found this effect a little jarring and distracting when it
occurred, and this also likely led to cancelling out any of the benefits the technique had.
In piloting, I decided to have a rather large sticky effect, since this provided the best
performance. However, it could be that the effect was too strong for less familiar
participants, and a subtler effect would have provided better performance. I will more

fully evaluate this potential in my future work.
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6.5  Why did Touch perform so poorly? (MAR only)

Touch had a significantly higher error rate than all other techniques in all target type
scenarios (error percentages ranged from ~48% to ~70%). I initially conducted this
experiment based on my own frustrations with selecting targets in my own MAR apps
that were based on Touch interactions. I see two main reasons for this: first, the targets in
the study were small; second, I see it as an instance of the Fat Finger problem.
Participants had difficulties with the imprecise nature of calculating an intended
touchpoint, particularly when their fingers obscured the targets, and this led to many
missed targets. I consider the challenge of small targets in MAR apps in the next section,

below.

While Touch performed poorly in most Target types, it did perform relatively well in
terms of completion times for the UI targets. Here, I believe Touch was almost like a
standard mobile interface. Participants could easily find an initial framing, and maintain it
while simply touching the various targets, like a standard mobile interface. Despite this,
the error rate remained high in the UI condition. While a designer might be tempted to
use this result as evidence for using touch as a technique in an MAR interface, I would
argue that the high error rate might suggest that the Baseline technique would be better, if

Target Gravity was not an option.

6.6  Why were the error rates high for all techniques?

All techniques suffered from relatively high error rates. Only Target Gravity in MAR and

Bubble Cursor in HAR averaged below 10% selection errors in just one of the five target
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scenarios. All other error percentages ranged between ~10% to ~34% in MAR and ~10%
to ~55% in HAR. From my observations and conversations with the participants, I
attribute this to the small targets. In most general-purpose interface’s users are provided
with a user interface that is carefully built to provide widgets and controls that are easy to
acquire and interact with (all having an optimal physical size and spacing). AR does not
have an analogous way to ensure that potential targets for interaction have an appropriate
size, which can help minimize selection errors. Because virtual objects are placed in the
real world, sizing objects for interaction adds an additional level of complexity. Just
because a virtual object has realistic dimensions and positioning does not necessarily
mean that it will be easy to point at. The results demonstrate, though, that target
assistance techniques applied atop cursor-based interaction can help address this
challenge for AR apps by drastically reducing error rates and reducing selection times.
Jitter is also a major cause of errors in AR devices, which are usually carried (mobile) or

worn (HoloLens) physically, making them very unstable.

Finally, I believe that despite us asking participants to “select targets as quickly and
accurately as possible” they often chose speed and sacrificed error. Because of the little
bit of jitter, and since there was no cost to missing the target in the testing system, people
adopted the behavior of clicking rapidly and accepting that they would make errors more

frequently.

6.7 What Insights Do We Have for AR Designers?

As discussed, I found that using an onscreen cursor for selection can be faster than other

standard techniques. This means that for MAR devices, designers can safely select a
56



simple Baseline approach with confidence, rather than a touch-based where the user

directly selects a target on the screen.

I found that the Bubble Cursor technique is likely a safe technique that improves usability
across different target type scenarios and for different AR device types (mobiles phones
or head-mounted displays). Bubble Cursor, however, does change how people perform
selection interactions from the more familiar cursor-based approach. And, it may not be
appropriate in all scenarios, since it might be somewhat distracting: the cursor changes

sizes and might cover other onscreen objects.

The Target Gravity technique did not seem to provide major problems. There were some
minor jitter issues in the HAR study, but in general it did not perform worse than

Baseline and can aid performance in some scenarios.

Sticky targets did not provide any clear benefit for any for any target scenarios or either
device type. I believe that I calibrated the technique in a way that would both balance the
strength of the effect and the noticeability of the effect. While I based the use of Sticky
Targets on its application in some games and performance in some studies (e.g., [34]),
other previous studies have found that sticky targets did not perform well [3] and could

lead to some unpredicted behavior depending on the type of target [4].

In practice AR designers will need to use target assistance techniques carefully and
determine whether they feel introducing the additional overhead of a new selection

technique warrants the potential gain in performance.
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7. CONCLUSION AND FUTURE WORK

In this work, I have described the results of the study of Target Assistance techniques to
address problems with selecting targets in mobile augmented reality (MAR) and head-
mounted augmented reality (HAR). Selecting targets in AR is particularly difficult
because of the additional requirements of framing targets, and because targets are smaller
than what might be commonly expected in touch or head-mounted interfaces. The study
shows that a cursor-based selection approach combined with target assistance techniques
can address these challenges by substantially speeding up selections and improving
accuracy. I have described in my work how to adapt 2D pointing techniques into this
unique 3D pointing scenario. Further, I have shown how an adapted Bubble Cursor
technique can perform extremely well under a range of target characteristic conditions. I
also found that one other technique, Target Gravity, performs particularly well in
scenarios with sparse well-placed targets or moving targets (only in MAR), such as in
games. My work provides valuable new information that designers of augmented reality
applications can carry forward and provides an important new domain where a long

history of HCI research can be used to dramatically improve usability.

Moving forward, [ would like to examine how assistance techniques can be employed in
other Augmented Reality scenarios with newer devices, such as projection-based AR.
The work has also only considered a limited set of techniques. Other techniques have
been proposed in work in 3D User Interfaces and comparing these techniques directly
with the adapted 2D target assistance techniques will provide further clarity on how these

techniques differ. Further, I would like to build the techniques as general techniques
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available on the HoloLens and study their performance benefits in real apps and

understand tradeoffs that might exist in more realistic use cases.
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Appendix - Equations for Target Assistance

Target Gravity

The gravity effect is calculated using the formula given below. For n targets, let p1,
p2...pn be the positions of the targets with radii r1, r2...rn. In the equation p0 represents
the true position of the cursor (i.e., without applying any gravity effect), and pw
represents the warped position. Let G be the gravitational constant (i.e., weight
multiplier). Then, for each target i=1...n, compute the target weight with Equation 1.
Finally, compute the warped position of the cursor using the Equation 2.

2

. . Gri
Equation 1: wi = ————
lpo-pil?2+1
. 1 wipi
Equation 2: pw = ==20—
q p S owi

For the MAR experiment, G =5 and for the HAR experiment G = 5.

Sticky Target

Stickiness was applied to the cursor when it went over a target. It was achieved by
changing the CD ratio of the input: the lower the ratio, the stickier the target. For
example, a ratio of 0.4 meant that the cursor movement over the cursor will be reduced
by 40% from its normal movement speed. In the equation below Sp is the Sticky Cursor

position, Cp is the normal cursor position and CD is the sticky factor.

Equation: Sp = Vector3. Lerp(Sp, Cp, CD);
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For the MAR experiment, CD = 0.075 and for the HAR experiment G = 0.075.
Bubble Cursor

The Bubble cursor was circle on the center of the screen taking 50 X 50 pixels space by
default. When there are no targets in contact with the Bubble Cursor it expands to
maximum of Bmax , if there are more than one target in contact it shrinks to a minimum
size of Bmin and the expansion speed was set to delta time (time interval between update

frames).

Bmax = 600 x 600,Bmin = 25 x 25

Pilot Studies

Before conducting the experiments, a pilot study was conducted with just five targets and
a few of my colleagues who had taken the HCI course and were familiar with the
assistance techniques were asked to participate in it. The duration, errors made, and a
post-experiment oral questionnaire were used to understand how well the target
assistance worked and I tweaked the values based on the feedback to decide on the
gravity constant G for Target Gravity, CD for Sticky Target and the expansion size and

rate for Bubble cursor.
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