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Abstract

Divisible Load Theory (DLT) is an effective tool for blueprinting data-intensive
computational problems. Heuristic algorithms have been proposed in the past
to solve for a DLS (Divisible Load Schedule) with result collection on heteroge-
neous star networks. However scheduling on heterogeneous multi-level trees with
result collection is still an open problem. In this thesis, new heuristic algorithms
for scheduling divisible loads on heterogeneous multi-level trees (single- and two-
installment) including result collection are presented. Experiments are performed
on both random networks and cluster networks. Results show that scheduling us-
ing multi-level trees produces lower solution times compared to the traditional star
network in the majority of cases, however efficiency of resources in multi-level trees
tends to be lower, i.e., more processors were used. Cluster results with multi-level
trees are found to outperform the star when there are enough clusters available
to provide good overlap of communication and computation. Experiments on ran-
dom networks with varying levels of heterogeneity of resources show that multi-level
trees outperform star networks in the majority of cases. Experiments were con-
ducted comparing schedules with and without latency costs. The results from all
schedules where latency was considered had signifiantly lower solution times and
higher efficiency of resources. Overall, scheduling on single-installment multi-level
trees in either clusters or random networks had the lowest solution times, but the

star had highest efficiency of resources.
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Chapter 1

Introduction

Divisible Load Theory (DLT) is a framework used for modeling large data-intensive
computational problems and is applied using Divisible Load Scheduling (DLS) al-
gorithms. There is an inherent parallelism to be exploited in large computational
loads (large data files to be processed) that can be partitioned into smaller pieces
to be computed concurrently [6]. The granularity of these loads is assumed to be
infinite, allowing each fraction of load to be computed independently. Some exam-
ple applications that take advantage of this divisibility property include: matrix
computations [7], Kalman filtering, database searching, signal [5] and image [14]
processing, etc.. The goal of DLS is to determine the schedule in which to distribute
an entire divisible load among the processors to be computed in the shortest time
possible.

DLS can take place on homogeneous or heterogeneous networks. Homogeneous net-
works are built with identical network and processing costs, whereas heterogeneous
networks often have network links and processors of differing capabilities. Some-
times networks can be semi-heterogeneous/-homogeneous having distinct clusters
with identical system costs specific to each cluster, but the clusters may be quite

different. A network of clusters often contains a set of network links leading to a set



of processors having identical network and processing capabilities. These clusters

may also contain other clusters below to form a tree of clusters.

Figure 1.1: Example Gantt chart of a 3 processor star network with each
processor finishing computing at the same time.

Figure 1.2: Example Gantt chart of a 3 processor star network with
result collection.

The All nodes Finish Simultaneously AFS policy in [2] states that processor nodes
are finished computing their respective load fractions at the same time; with no
results being returned to the master. Figure 1.1 shows an example Gantt chart of a
three processor star network with red bars showing allocation time, and green bars
showing computation time of the three processors finishing computing simultane-
ously. It is, however unrealistic in some cases to omit the time to collect results
from the total execution time. For example, if the result happens to be a boolean
1 or 0, then it is fair to neglect result collection; however in the case of a parallel
database search having a potentially large result set, then result collection should
definitely be considered. Figure 1.2 shows how a database search over 3 processors
might appear in a divisible load schedule with result collection with the blue bars
representing result collection time. For many papers, result collection is often ne-

glected, but allows for a much simpler model to work with. In the case that result



collection is ignored and AFS is assumed as in [4, 10, 13], polynomial-time solutions
have been found for both homogeneous and heterogeneous star networks with the
linear cost model. Also, a polynomial-time solution was found for homogeneous
star networks with affine costs in [13]. However, scheduling on heterogeneous star
networks with affine costs is still an open problem, with or without result collection.
For the case without result collection, DLS on heterogeneous star networks with
affine costs was proven to be NP-complete by reducing from the 2-PARTITION
problem [9], and it follows that when considering the order in which results are
collected, a new level of complexity is introduced. The complexity now involves
considering all possible combinations of allocation (n!) with all possible combina~
tions of collection (n!), i.e. (n!)? possible schedules. This problem with result

collection has only recently been addressed in [2].

1.1 Scheduling on heterogenous star networks

Using a heterogeneous star network with linear costs, one can find the optimal
divisible load schedule with result collection by permuting all possible combinations
of allocation and collection orders for a given number of worker processors, (i.e.
all possible divisible load schedules); the time complexity being O((n!)?) [2]. Since
the solution-space can be quite extensive, this algorithm is not efficient enough
to be used in practice. To alleviate the time complexity, heuristic algorithms
were introduced, two of which are known as ITERLP [2] and SPORT [3]. These
heuristics involve the use of linear programming to solve for divisible load schedules.
There are many scheduling problems that involve the use of linear programming
to find a solution, but what makes the problem complex is the consideration of all
possible permutations of allocation and collection orderings when solving for the

optimal solution.



The ITERLP heuristic was shown to produce near optimal divisible load schedules
with result collection for n processors with a O(n?) running time [2]. The running
time for ITERLP is based on the retention of processor orderings (allocation and
collection) from previous iterations, rather than permuting all possible orders each
time a processor is added to the schedule. Using ITERLP is not efficient enough
to be used in practice, because it can take up to 80 minutes to calculate a near
optimal divisible load schedule for 65 processors and up to 15 hours for 100 [2]. The
heuristic serves as a good benchmark to compare DLS solution times with future
algorithms and heuristics. It is expected that calculating divisible load schedules for
heterogeneous multi-level trees will be much faster than scheduling on a star, with
the same underlying physical network. Linear program complexity and quantity
should be greatly reduced since there are at least two or more intermediate star
networks within the multi-level tree with only a few worker processors in each, as
opposed to one star with all worker processors considered. In addition, intermediate
stars could have their respective divisible load schedules solved for in parallel if they
are in the same level of the tree which is also expected to reduce calculation time.
The ITERLP heuristic is an iterative algorithm which seeks to improve upon its
solution at each iteration. Before the first iteration, the heuristic sorts worker pro-
cessors by non-decreasing communication cost. The first two processors of lowest
communication cost are chosen and a linear solver is used to find four possible
divisible load schedules [11]. Both FIFO (First In First Out) and LIFO (Last
In First Out) schedules for the processors ordered by increasing and decreasing
communication cost are tried, making four different schedules. In the following
iterations, each new processor is interleaved between the orders of allocation and
collection from the schedule that had the lowest solution time in the last iteration.
In the event that a processor is given zero load, the algorithm halts and returns the

minimum solution time divisible load schedule among the all schedules that were



found in any iteration.

ITERLP is limited to sorting only by communication costs (and not computa-
tion cost) and neglects the affine cost of latency. These limitations were improved
upon with the heuristic algorithm (ITERLP2) [11] similar to ITERLP, which uses
other sorting methods and accounts for the cost of latency. ITERLP2 can calcu-
late near optimal divisible load schedules with result collection for a heterogeneous
star network. Similar to ITERLP, ITERLP2 solves O(n?) linear programs (mini-
mization problems to minimize DLS solution time). The sorting methods (all non-
decreasing) include: sorting by communication costs (as ITERLP does), sorting by
communication then computation costs, sorting by computation costs alone, and
sorting by latency cost. It was shown in [11] that ITERLP2 outperforms ITERLP
in all cases when latency is introduced.

Finally the last heuristic, SPORT [3], uses the notion of an equivalent processor.
An equivalent processor is one that represents the combined communication and
computation costs of two or more processors. Similar to ITERLP, SPORT sorts
processors by non-decreasing communication costs, but what sets SPORT apart
from ITERLP is that it considers two processors at a time and solves for a di-
visible load schedule. The two processors are then assumed to be an equivalent
processor. In the following iteration, the next processor is paired up with the
equivalent processor and then a divisible load schedule is solved. If in the event
that the solution time does not improve or if there happens to be zero idle time
between allocation and collection of load fractions (i.e. there is no more room for
any more communication), then the last nearest optimal divisible load schedule is
chosen. ITERLP was shown to perform better than SPORT overall in [3], but at a
greater cost in computation time. SPORT, on the other hand, was able to produce
competitive schedules compared to ITERLP in linear time.

The creation of divisible load schedules on heterogeneous multi-level processor trees



is still an open problem [2, 3, 6]. However, in [10], they extend their results on a
heterogeneous star network with linear costs to a heterogeneous tree with front-end
processors and processor equivalence. The solution was found by maximizing the
amount of work that can be done in one time unit as opposed to the traditional
method of minimizing total processing time. Their solution was limited because it

assumed AFS and ignored result collection.

1.1.1 Thesis Objectives

ITERLP, ITERLP2, and SPORT are all limited to a star network that does not
allow concurrent communication as in a switched network. Concurrent communi-
cation allows for improved solution times to divisible load schedules when several
subtrees are able to allocate and collect load fractions simultaneously. To accom-
modate a multi-level tree-style network, a new heuristic algorithm using similar
concepts from ITERLP2 has been developed for this thesis to find divisible load
schedules. These multi-level trees are assumed to be logical networks that can be
imposed upon physical networks.

The goal of this thesis is to explore the results of scheduling loads on multi-level
trees. A heuristic is created for calculating DLS with result collection on multi-level
tree networks with latency costs using ITERLP2 in a recursive fashion. Results
from schedules on multi-level trees are compared to those of a single-level tree
(star network). Results from the multi-level tree experiments with latency cost
are also compared to the results of the same multi-level tree without latency cost,
but with latency cost factored into the best solution time. Experiments are also
conducted to show when the multi-level tree is a more appropriate logical network
for scheduling in network clusters, or clusters of clusters. Solution times produced
by experiments show that the divisible load schedules for logical multi-level trees

outperform the associated logical star networks, with the same underlying physical



network, in the majority of cases. This performance increase is attributed to the
master processor being able to delegate the communication costs to the non-leaf
processors (with front-ends) below to allow load fractions to be further broken up
to be distributed concurrently [15]. In addition, the number of linear programs
solved for a multi-level tree is far less at the cost of an increase in the size and
complexity of linear programs. This decrease in the number of linear programs

solved greatly improves the time to calculate a DLS.

1.1.2 Thesis Organization

The rest of this thesis is organized as follows: Chapter 2 gives a background of DLS
on star networks and previous work; Chapter 3 describes in detail the heuristic algo-
rithm for calculating DLS on multi-level trees; Chapter 4 outlines the experiments
conducted; Chapter 5 provides a discussion of the results from experiments; lastly

a conclusion and future work is found Chapter 6.



Chapter 2

Background

There are several systems and cost models involved with DLS; they include homo-
geneous and heterogeneous networks with either linear or affine cost models, where
any cost model referred to as linear consists of linear equations with only variable
costs, whereas an affine cost model is linear with the addition of fixed costs. A typ-
ical linear cost model involves minimizing the total execution time based on fixed
communication and computation costs being multiplied with associated variable

load fractions.

Figure 2.1: Heterogeneous star network H.

A simple network model for DLS is the star network with a master-worker platform.



A generalization of the star network is illustrated in Figure 2.1. It consists of a
master processor and a set of worker processors connected via the points on the
star. With this topology it is assumed that only one communication can happen
at a time between the master and any given worker processor , i.e., the single-port
model [2]. Also, the workers do not communicate with any other processor except
for the master. The master processor performs no computation, but is responsible
for adhering to the divisible load schedule by performing allocation of load and
collection of results [2, 3, 12]. Processors in this model can either communicate or

compute, but not at the same time; this is ensured by the no-overlap model [2].

2.1 Star Networks

Given an arbitrary divisible load schedule on a star network, the DLS process
starts with the orders of allocation/collection and associated load fractions being
provided to the master processor. This master processor accepts a divisible load
for the first phase of DLS. This phase begins with the master processor dividing
and allocating load fractions to each worker processor in the order of allocation
provided by the divisible load schedule. One-by-one the worker processors receive
their load fractions until the transfer is complete. Upon each successful transfer, the
master allocates the next load fraction to its associated worker processor. Since
the load fractions can be computed independently, the worker processors begin
computing their allocated loads upon receipt. Finally, when all load fractions have
been allocated, the master begins collecting back the results produced from the
worker processors to then form a complete solution [2]. The overall result from
DLS is that each load fraction can be calculated in parallel.

The following describes the divisible load scheduling model (with result collection)

for star networks[2].
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Consider the divisible load J to be allocated, computed and collected on a het-
erogeneous star network H = (P,Z,E,C, L) illustrated in Fig. 2.1. The set of m
+ 1 processors is denoted by P = {po, ..., pm}, and the set of m network links
denoted by Z = {iy,..., 1, }; the links stem from the master processor py to the
worker processors pi, ..., p,. The set of computation costs for each of the worker
processors is € = {Ey, ..., Fy, }, and the set of communication costs for each of the
network links is C = {C1, ..., C,,}. The latency costs on each of the network links
is L={Ly,..., Ly}

The value for C}, is the reciprocal of the bandwidth speed of network link 7, and
E}. is the reciprocal of the processor speed of processor p,. The values for E) and
C) are measured in time units per unit load; E} represents the time to process a
unit load, and C} represents the time to transmit a unit load from py to p, over
network link 5. The value for L, measures the latency (total time taken in time
units to initiate a connection) between processor py to py over network link ;. All
variables and costs must be non-negative. This system model is based upon the
model from [2] with the addition of the affine cost of latency.

The values of C and &£ are already known ahead of time by the master processor
po. Using these known values, processor py calculates and divides up the entire
load J into a set of load fractions ay, ..., a,,, (variables); once divided, processor pg
allocates the load fractions oy, ..., o, to the respective worker processors py, ..., pp,
to be computed.

Each of the worker processors goes through three discrete phases: allocation, com-
putation, and collection. To begin, the allocation phase involves the master pro-
cessor po sending load fractions to a worker processor; the computation phase
commences when the entire load fraction has been allocated to a worker processor.
After having finished computing, the collection phase has worker processors send

results back. During the allocation and collection phases the master processor pgy
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Figure 2.2: Divisible load schedule for m = 3, 0, = {2,1,3}, 0. = {1, 3,2}
based on example from [2].

can only communicate with one processor at a time, and result collection can occur
only after the entire load has been allocated; however, any number of worker pro-
cessors that have already received load may compute in parallel [2]. The amount of
data in the results to be returned is considered proportional to the size of the load
initially allocated. This assumption is only made when dealing with image and
video processing, matrix manipulation, or any computation that incorporates the
use of linear transformations [2, 3, 9, 8]. So given a load fraction oy, the associated
returned load fraction is equal to day, where 0 < § < 1. The constant value for
0 is application dependent and all processors share that value for a given load J.
Given a load fraction ay, the time to transmit from pg to pi is equal to o Cy plus
the cost of latency L;, the computation time on worker processor py is equal to
apEy, and finally the time to transmit the results back from p to pg is equal to
0y, Cy, plus the cost of latency L.

Fig. 2.2 illustrates a simple example of a divisible load schedule with 3 processors
showing all 3 phases; the z; values represent the idle time between when a processor

p; finishes computing, to when it begins transferring the result, and the y value

12



represents idle time of communication between the point when the last load fraction
finished allocating to when the first result begins transferring. Idle time x; occurs
when there isn’t sufficient work to be given to that particular processor p; and thus
it must delay communicating load fraction da; back to the master. The presence
of y means that there could be more room to fit in allocation and collection to
and from another processor, but the processors available were too costly to fit in
the schedule. Another reason for idle time y might be that all processors available
were already chosen to be in the schedule; with more processors there is still the
possibility to reduce y lower.

Allocation and collection order are denoted by the permuted sets o, and o, re-
spectively. o,[k] and o,[k] represent the processor number at index k € {1,...,m}.
To find the index of a given processor, o,(l) and o.(l) are two functions that are
given a processor number and return the index. To clarify [] and () notation, o[k]
returns the processor number at index position %k in the ordering, whereas o(k)
is a function that returns the index position of processor k in the ordering. Fig.
2.2 shows an example load schedule with an order of allocation o, = {2, 1,3} and
order of collection o, = {1, 3, 2}.

The heuristic algorithm ITERLP2 finds a solution by iteratively solving linear pro-
grams. To begin, the processors are first sorted by non-decreasing communication
costs Cy. Starting with the first two processors, all four permutations of o, and
o. are passed into the linear program, defined by constraints 2.1 through 2.4, and
solved. After solving for the first two processors, the next processor is added to
the optimal sequence and the linear program is solved again; additional processors
are arranged in any position in the optimal sequence of o, and o, from the last
iteration. ITERLP will halt execution and not proceed to the next iteration if, in
any given iteration, processor k is allocated zero load.

The ITERLP heuristic [2] uses a linear cost model for finding a solution using only

13



the cost for communication and processing speed with respect to load fractions;
however, for ITERLP2 [3] to accomodate the cost of latency, the linear model must
factor in a fixed cost for the time to initiate a connection, thus forming an affine
cost model. The linear program below is a modified version from [2, 9, 8] that
accomodates the cost of latency using an affine cost model.

Given a divisible load 7, a heterogeneous star network H = (P,Z,E,C, L), and the
allocation and collection orders (o,,0.), the optimal load fractions o = {a, ..., @ }

are found by solving the linear program (LP) below:

MINIMIZE ¢ = Oy + ... + 0y, + T

SUBJECT TO:

oa(k)

> (aoamcoauﬁ%[,n) +anErt Y (MQU]CUCMJer m) <T k=1.,m
=1 i=oclk)
(2.1)
> <%am Coals) + Lo, m) +) <5%cmCacm + Lo, m) <T (2.2)
j=1 Jj=1
> a;=J (2.3)
j=1
T>0, a,>0 k=1,...m (2.4)

The LHS (left hand side) of constraint 2.1 is comprised of the total time spent in
transmitting all load fractions to processors that will receive load before processor
k., the computational time for processor py, and the total time spent in transmit-
ting all tasks back from processors that finish computing after processor py. The
no-overlap model is satisfied if the processing time T is greater than or equal to

the time given on the LHS for all m processors. The one-port model is enforced

14



by constraint 2.2 with the LHS consisting of the lower bound of communication
time and latency cost for both allocation and collection. The LHS of constraint 2.3

ensures that the entire load is distributed amongst the processors. Non-negativity

of objective variables is ensured by constraint 2.4 [2].

Figure 2.3: Gantt chart of simple example of linear cost model C =
{100, 125}, & = {400,350}, £ = {0,0}, 6 = 0.5

Suppose we have a star network with 2 worker processors below the master hav-
ing costs C = {100, 125}, £ = {400,350}, £ = {0,0}, and § = 0.5 and a first-in,
first-out (FIFO) schedule, the following LP solves for the divisible load schedule.
FIFO communication has processor 0 allocated load first followed by processor 1,
then load is collected back from processor 0 followed by processor 1. Inequalities
2.5 and 2.6 represent constraint 2.1 for each processor and inequality 2.7 is for
constraint 2.2. Finally, the equations/Inequalities 2.8 and 2.9 correspond to con-
straints 2.3 and 2.4 respectively. Figure 2.3 illustrates the associated Gantt chart
for this scheduling problem. Both the Gantt chart and the LP show the three
different phases: allocation, computation, and collection are shown in red, green,

and blue respectively.

MINIMIZE ¢ = Oy + Oag + T
SuBJECT To:

1000 + 4000 + 500 + 62.500 < T (2.5)

100a; + 12505 4 35003 + 500 4 6250 < T (2.6)

15



1()00&1 + 1250&2 + 500&1 + 62.50&2 S T (27)

a1+ g = 1.0 (28)

T>0, ap>0 k=12 (2.9)

This chapter has given sufficient background for understanding the new model and
heuristics for divisible scheduling on heterogeneous multi-level tree networks. A
brief background on multi-level trees followed by the new model and heuristics are

detailed in Chapter 3.
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Chapter 3

Method

3.1 Multi-level Tree Networks

Multi-level trees are far more complex to determine a schedule on than star net-
works. To apply the ITERLP algorithm one needs to find the equivalent processors
for each intermediate star network from the bottom up and then sort them at each
level. One assumption often made with multi-level tree networks is that every non-
leaf, i.e., parent, node (excluding the master) have the capability to compute and
communicate at the same time. To allow this concurrency, parent processors come
equipped with a front-end (communications processor). These front-end proces-
sors are delegated all communications so as to allow parent to be simultaneously
computing a load fraction [3]. Under this assumption, the mathematical model
used for a star network (without front-ends) does not apply. The results of DLS
with result collection on multi-level trees can outperform those of a single-level tree
(star network) due to the master processor being able to delegate the communica-
tion costs to the non-leaf processors (with front-ends) to allow load fractions to be
further broken up to be distributed concurrently.

A generalization of the multi-level tree network is illustrated in Figure 3.1. It

17



Figure 3.1: Generalization of multi-level tree recursively decomposed

into star networks

18



consists of a master processor and a set of worker processors. Worker processors
can either be parents or leaves. A processor that has workers below it is considered
a parent; however a leaf processor is not. With this topology it is assumed that
only one communication can happen at a time between processors, i.e., the one-port
model.

Again, the master processor performs no computation, but is responsible for ad-
hering to the divisible load schedule by performing allocation of load and collection
of results [2, 3, 12]. The parent processors throughout the tree are allowed to com-
pute, but in order to communicate and compute at the same time, communications
are delegated to built-in front-end processors. The front-end processor is described
in better detail below, but the basic idea is that each parent processor has its own
front-end to take care of incoming and outgoing communications. With the addi-
tion of front-end processors to the model, the no-overlap model had to be modified
slightly. The no-overlap model for multi-level trees now ensures that no more than
one processor can communicate with the same processor simultaneously between
levels of a multi-level tree, e.g., a master processor in level 0 is not allowed to com-
municate at this time with child processor in level 1 if that processor is currently
receiving communication at the same time from any of its child processors in level
2. This means that there is no concurrent communication allowed between the
immediate upper and lower levels by the same parent processor’s front-end.
Consider the divisible load J to be allocated, computed and collected on a het-
erogeneous multi-level tree network made up of a set of recursively decomposed
star networks & = {so, ..., $,}. To focus on specific subtrees there is also a set
of subtrees R = {ro,...,r,} where a subtree ry contains a topmost star network
s, and all associated child star networks below that. Each star network seS has
system parameters (P,Z,E,C, L) as illustrated in Fig. 3.1. Considering any star

network s with a parent processor pf, there is a set of my + 1 processors denoted
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by P = {p§,...,p},. }, and the set of m, network links denoted by Z = {7, ...,4;, };
the links stem from the parent processor p§ to the worker processors pi,...,p;, .
Parent processors that are not the master are given two different labels, e.g., child
processor p;' in star network 1 could also be a parent processor with label pg®
in star network 5. The remaining parameters are already defined in the previous
chapter, but are now superscripted with their associated star network. When run-
ning the algorithm on a specific star network s; we narrow our focus on only those
processors in subtree r; with the superscripted processor set P,

For each star network seS, the parent processor pj comes equipped with a separate
communication processor (front-end). The set of front-end processors is denoted
by F = {fo, ..., fu} with all associated values of C and £ known ahead of time by
each. For all k € 1,...,n, front-end f; calculates and divides up load J into a
set of load fractions {agf if pg* is not master}, aj*, ;o5 once divided, front-
end fj allocates the load fraction o to the parent (if not master), and allocates
ajs ., afr’;Sk to the respective worker processors pi*, ..., pf};% to be computed.

The scheduling algorithm for star networks or intermediate stars (multi-level tree)
halts if any processors are given zero load in any iteration. In the event that
a lowest possible solution time has been attained at a star or intermediate star
network and there are no zero-load processors, any additional processors to the
schedule only lessen the work of the other processors from previous iterations while
never improving the solution time.

Suppose we have a 3-level tree with two processors pi® (parent tag: pg') and p3°
(parent tag: pg?) below the master p;’; parent processor p;' has child processors
pyt and p3', and parent processor p;’ has child processors pj* and p3*. Fig. 3.2
illustrates a Gantt chart of a divisible load schedule for this 3 level tree showing all

3 phases; the 7 values represent the idle time between when a processor p; finishes

computing, to when it begins transferring the result, and the y® value represents
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Figure 3.2: An example divisible load schedule
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idle time between the point when the last load fraction finished allocating to when
the first result begins transferring. Refer to Chapter 2 for a more information on
x and y values.

Allocation and collection order for each star network seS are denoted by the per-
muted sets of and o respectively. o[k] respresents the processor number at index

k € {0,...,ms} in star network s. To find the index of a given processor, o3(l) and

S

(1) are two functions that are given a processor number and return the index.

o
Fig. 3.2 shows an example load schedule with the following orders of allocation:
o = {p®,p’}, ot = {pi',pit, Py}, and o2 = {p}*, pi?, p5’}; and the following

orders of collection o0 = {pi°, p5°}, o2t = {p3', pi*, py'}, and 022 = {pi?, P52, pi?}-

Recall that the master processor p;’ does not compute, so it is omitted from o2°

and o°

3.1.1 Equivalent Processor

The concept of an equivalent processor in a tree network for the homogeneous case
has already been conceived in [6]; however, it is only applicable if every node in
a given level of the tree has identical computation and communication costs. The
equivalent processor concept is used to represent an entire sub-tree of a multi-level
tree as one processing node of equivalent computational cost. As long as the cost
model involves no latency, the equivalent computation cost is equal to the solution
time produced by the divisible load schedule calculated for that intermediate star
network. This is due to the schedule being calculated based on the entire divisible
load (unit load = 1.0). For example, with a solution time of 250 time units at a
given star network, coupled with the fact that the fraction of the load we are giving
this star is the entire load = 1.0, we can conclude that the equivalent computation
cost of this star network must also be 250. Therefore, we can designate it as an

equivalent processor.
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There are two approaches to solving DLS on heterogeneous multi-level processor
tree networks: one approach for networks without involving latency cost, and an-
other where latency cost is involved. The approach without latency costs involves
calculating the equivalent processors for each parent processor from the bottom up
and then sorting them at each level. Starting at the bottom level of the tree, we
consider each subtree as an independent star network. Assuming the entire load is
at the intermediate parent processor of each subtree, we can calculate a DLS for
each. The resulting solution time is equivalent to the cost of computing the entire
load at that star network, so we can let each star be an equivalent processor with
computation cost equal to the solution time. This assumption is correct because all
costs are linear and thus whatever fraction of the total load is given to a particular
equivalent processor will be applied to all processors in its immediate star network
and any of children’s children, and so on below. With the bottom-most level of
the tree solved, the next level above is now considered. At the new level, the pro-
cessors (equivalent processors or leaf nodes if any) in each subtree are sorted by
non-decreasing communication cost, then computation cost and the process above
is repeated until we reach the top of the tree. At the top we have reduced the
problem to a star network with a master processor that does no computations.
This final star network can be solved using the ITERLP algorithm and the final
solution time and schedule can be obtained.

The approach without latency cost involved is solved with little complexity, be-
cause it only involves considering one star network at a time. Unfortunately, this
complexity is greatly increased with the latter approach where latency is consid-
ered. Two different types of load distribution methods are discussed below for DLS

on heterogeneous multi-level processor tree networks.
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3.1.2 Single-installment Load Distribution

The single-installment divisible load scheduling heuristic involves having each sub-
tree receive all load fractions for the associated parent processor load fraction and
all its children’s child nodes in one complete communication. This means that the
parent processor must wait until all associated load fractions have been transferred
via its front-end processor before it may compute (see Figure 3.2). This sort of
communication platform is applied throughout the multi-level tree.

Our heuristic algorithm solves for a set of equivalent processors and associated load
fractions at each level from the bottom up. These equivalent processors represent all
sub-trees/processors connected at each level in the tree, allowing a load to be split
multiple times down the tree. This involves solving at most O(m?) linear programs
at each star network seS, where m; is the number of processors in star network
s. There are O(m?) linear programs to solve, because we add one processor to the
schedule at each iteration up to a possible m, processors. When the k™ processor
is added to the schedule, there are k possible positions in which processor k is
interleaved between the k — 1 last processors in both allocation and collection
orders; therefore we have k2 schedules to calculate at this iteration. Because k can
be as large as m, we have m, multiplied by m? making O(m?) linear programs in
the worst case. The total number of linear programs solved is less than the number
required to solve for a DLS on a star network. Analysis of the number of linear
programs solved are found below in Section 3.5.

The heuristic for multi-level tree networks with single-installment solves divisible
load schedules with result collection from the bottom-up. We begin by solving
for divisible load schedules in the bottom-most star networks. After finding the
solution times of each star network, we sort the equivalent processors of those star
networks by communication cost, then computation cost in non-decreasing order.

The remaining levels of the tree will now incur further and further complexity in
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the linear program, because we will be formulating a linear program that consists
of all processors of a given subtree, including the childrens’ child nodes and so on.
The linear program is now built in a recursive fashion to allow the factoring of
communication/latency costs from parents to all associated children below.
Linear equations and linear program for solving divisible load schedules with results
collection on a multi-level tree network with single installment are found below in
equations 3.7 to 3.24.

There are several functions dealing with sets and mathematical equations. The
set-based functions include: Fpgpent(p), which determines the parent processor of
a processor p; Fiopmost(), which returns the topmost processor in the subset of
the multi-level tree we are working with; Fiiur parent(s), which returns the parent
processor of a star network s; Farent_star($), Which returns the star network which
contains parent processor p; Fi,der_altocation(P), Which returns the index of processor
p in the order of allocation given by Fpurent(P); Feotiection(p), which returns the
index of processor p in the order of collection given by Fjurent(p). The remaining
functions are for calculating various parts of the linear program. When the word
subtree is used it means that we are considering an intermediate star network and

all of its children’s children, and so on.

Foarent(p) = {parent processor of processor p} (3.1)
Fiopmost() = {topmost processor} (3.2)
Fatar parent(8) = {parent processor of star network s} (3.3)

Foarent_star(p) = {star network that processor p is parent of} (3.4)
Findexatiocation(p) = {index of processor Fpuent(p) in order of allocation} (3.5)

Findex_coliection(p) = {index of processor Fyupent(p) in order of collection} (3.6)
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oo (k)
Futocation (5, %) = > 05a1Coariy + Loy (3.7)

Jj=1

Function 3.7 calculates the sum of all communication and latency in time units for

all processors in star network s from the order of allocation from 1 to o3(k).

Fcollection(sa k) = Z 50&23[]-1623[]'] + 'Cfsfg[]] (38)

j=02(k)

This function calculates the sum of all communication and latency in time units

for all processors in star network s from the order of collection from o3 (k) to ms.
Fcomputation(sa k) = alsgglj (39)

This function returns the computation in time units for star network s for processor

k.
ms
z : s
Frecurse_child_allocation(57 C) - (afyg []]C + Frecurse_child_allocation(Fparent_smr (pgg [j})v C))
=1

(3.10)

This recursive function calculates the sum of all child allocation communication
that is to arrive at a parent processor in star network s via a network link with

communication cost C.
oo (k)
Fchild_allocation(sa k) - Z Frecurse_child_allocation(Fparent_star (pifl [j])a C;g []]) (311)

i=1

This calculates the sum of all child allocation communication for processors 1 to
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s

5(k) in star network s making calls to the recursive equation above.

g

ms

2 s s
Frecurse_child_collection(Sa C) - (6ag§ []]C + Frecurse_child_collection(Fparent_star (pgg [j])a C))
Jj=1

(3.12)

This recursive function calculates the sum of all child collection communication
that is to be transmitted from a parent processor in star network s via a network

link with communication cost C.

ms

Fchild_collection(57 k) - Z Frecurse_child_collection(Fparent_star (pfrg [j})v Ccsrg [3}) (313>
j=o2(k)

This calculates the sum of all child collection communication for processors o?(k)

to myg in star network s making calls to the recursive equation above.

Fa (p) = Fallocation(Fparent_smr(Fparent (p))u Findem_allocation (p)>
+ Fchild_allocation(Fparent_smr(Fparent (p))u Findem_allocation (p)>

13 Fparent(P)A ~ (Fparent(p) == Fiopmost())) = Fa(Fparent(p))]  (3.14)

This function encapsulates all communication for the allocation phase. The extra
part in square brackets is only added to the equation when there exists a parent
processor above processor p; this function will continue to recurse until all allocation
communications for each parent, including their children, their children’s children,

and so on, have been accounted for.

Fc(p) = Fcollection(Fparent_star(Fparent (p))u Findem_collection (p)>
+ Fchild_collection(Fparent_smr(Fparent (p))u Findem_collection (p)>

+ 3 Fparent(P)A ~ (Fparent () == Fiopmost())) = Fe(Fparent(p))] (3.15)
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This function encapsulates all communication for the collection phase. The extra
part in square brackets is only added to the equation when there exists a parent
processor above processor p; it will continue to recurse until all collection commu-
nications for each parent, including their children, their children’s children, and so

on, have been accounted for.

FCl (p) - Fa (p) + Fcomputation(Fparent_smr(Fparent (p))7 Endex_allocation (p)) + Fc(p)
(3.16)

This function consists of all 3 phases: allocation, computation, and collection for

a processor p.

FCl_no_master (p) - Fcomputation (Fparent_star (Fparent (p) ) ) F’index’_allocation (p) ) (3 1 7)

This function returns the computation in time units for a processor p. This function
takes the place of Firqy when p is the topmost processor in the current subtree and
p is not the master processor. Since we assume that the entire load J = 1.0 is
already at the topmost processor p, it computes for the entire schedule with no

other costs involved.

Foo(p, s) = Z(aizmcgzm + Lo) + Z(‘So‘iz iCosi) + Los)
j=1 =1

+ Fchild_allocation(su Findem_allocati(m (p)) + Fchild_collection(sa Findem_collection (p)>

+ [(El Fparent(p>/\ ~ (p - Ftopmost())) - FC2(Fparent(p)7 Fparent-star(Fparent(p)))]
(3.18)

This function consists strictly of communication amongst all processors that are
allocated to before and collected from after all communications take place in star

network s, i.e., this function is for enforcing the single-port model for both alloca-
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tion and collection in a particular star network s.

MINIMIZE ( = Z iOaj +7T

8 € Tcurrent J=1

SUBJECT TO:

[N (Ftopmost() - master) — FCl_no_master(p) S T] (319)
FC’l (p) S Ta p € (Prcwrem - Ftopmost()) (320)
FC’2(Fstar_parent(s)> S) S T, S € Tcurrent (321)

> iaf -7 (3.22)

S € Tcurrent jzl

al >0, S€Terrents J=0,...,ms 3.23
j
T>0 (3.24)

The LHS (left hand side) of constraint 3.20 consists of the total time spent in
transmitting all load fractions to processors that will receive load before processor
p, the computational time for processor p, and the total time spent in transmitting
all tasks back from processors that finish computing after processor p. In the event
that processor p is the topmost processor in the subtree and is also not the master,
then constraint 3.19 takes the place of 3.20; the LHS of this equation involves only
the computational time for processor p. No matter the processor at the top of the
subtree we are considering, the topmost processor is not included when calculating
constraint 3.20. The master is never included because it does not compute, but for
any topmost processor that is not the master there is no communication involved,
assuming load is already located at the front-end of the topmost, therefore we use
contraint 3.19 its place. The no-overlap model is satisfied if the processing time 7" is
greater than or equal to the time given on the LHS for all processors for constraints

3.19 and 3.20. The one-port model is enforced by constraint 3.21 with the LHS
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consisting of the lower bound of communication time and latency cost for both
allocation and collection for each star network seS. The LHS of constraint 3.22
ensures that the entire load is distributed amongst the processors. Non-negativity

of objective variables is ensured by constraint 3.23 [2].

3.2 Two-installment Load Distribution

Similar to Multi-level single-installment, the two installment approach uses the
notion of front-end processors. The major difference is that a parent processor is
allocated its own load fraction as the first installment for which they can begin
computing immediately after receiving. Upon beginning to compute its own load
fraction, the second installment of load that is to be computed by the children and
further descendents is transferred to that parent’s front-end processor. This in turn
allows the parent workers to begin computing earlier than in the single-installment
approach and was expected to produce lower solution times in most cases.

The heuristic algorithm solves for a set of equivalent processors in a similar fashion
to single-installment by taking the bottom-up approach. Again, this involves solv-
ing at most O(m?) linear programs for each star network 4, except the complexity
of each linear program is increased slightly with the addition of a variable and a
constraint. Again, it is expected that the total number of linear programs solved
is less than the number required to solve for a DLS on a star network. See Section
3.5 for algorithm analysis on the number of linear programs solved.

In addition to the set-based functions above, a new function called Fj,qs_chitdren(P)
is used for determining if a processor p has children below it. The remaining
functions are for calculating various parts of the linear program for two-installment
DLS. Again, when the word subtree is used it means that we are considering an

intermediate star network and all of its children’s children, and so on.
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Fhas_chitaren(p) = {returns true if p has children, otherwise false} (3.25)

Fallocatwn 2— znst S, k Z ags ]C [7] + EO'S [4] [Fhas chzldren(pa[ ]) - EO'S []]

(3.26)

Function 3.26 calculates the sum of all communication and latency in time units
for all processors in star network s from the order of allocation from 1 to o2 (k) and

adds twice the latency for two-installment.

Fcollectzon 2—inst 3 k Z 60405[9 1~os[i] + E P[J [Fhas chzldren(pc[ ]) - ES ]
Jj=

(3.27)

This function calculates the sum of all communication and latency in time units
for all processors in star network s from the order of collection from (k) to ms

and adds twice the latency for two-installment.

Fa_2—inst (p) = Fallocation_2—inst (Fparent_star (Fparent (p) ) ) F’index_allocation (p))
+ Fchild_allocation (Fparent_stm’ (Fparent (p)) ) Endex_allocation (p) )

+ [3 Fparent(P) = Fo2—inst(Fparent(p))]  (3.28)

This function encapsulates all communication for the allocation phase for all par-
ent processors that are to have two installments of load. The extra part in square
brackets is only added to the equation when there exists a parent processor above

processor p; this function will continue to recurse until all allocation communica-
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tions for each parent, including their children, their children’s children, and so on,

have been accounted for.

Fc_2—inst (p) - Fcollection_2—inst (Fparent_star (Fparent (p) )7 Endex_collection (p))
+ Fchild_collection(Fparent_smr (Fparent (p))u Findem_collection (p)>

+ [3 Fparent(p) = Feo—inst(Fparent(p))]  (3.29)

This function encapsulates all communication for the collection phase for all parent
processors that are to have two installments of load. The extra part in square
brackets is only added to the equation when there exists a parent processor above
processor p; it will continue to recurse until all collection communications for each
parent, including their children, their children’s children, and so on, have been

accounted for.

Fa (p) = Fallocation (Fparent_stm’ (Fparent (p))a Endex_allocation (p))

+ [(3 Fparent(p)/\ ~ (Fparent(p) - F’topmost())) - a_2—inst(Fparent(p))] (330)

This function encapsulates all communication for the allocation phase. This is the
initial call made by F1(p) in equation 3.16 which only applies the first installment
of communication and latency for allocation. The extra part in square brackets is
only added to the equation when there exists a parent processor above processor p;
this function will continue to recurse until all allocation communications for each
parent, including their children, their children’s children, and so on, have been

accounted for.

Fc(p) = Fcollection(Fparent_star(Fparent (p))u Findem_collection (p)>

+ [El Fparent(p)/\ ~ (Fparent(p> - Ftopmost())) - c_2—inst(Fparent(p))] (331>
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This function encapsulates all communication for the collection phase. This is the
initial call made by F1(p) in equation 3.16 which only applies the first installment
of communication and latency for collection. The extra part in square brackets is
only added to the equation when there exists a parent processor above processor
p; it will continue to recurse until all collection communications for each parent,

including their children, their children’s children, and so on, have been accounted

for.
FC2_2—inst(p7 5) = Z( ]]CUS 7] + EO'S 471 [Fhas_children( ) - +£gs 471 ])
j=1

+ Z 50605 ]]C s[4] + EJS[] [Fhas_children( ) - _'_‘Ccrs[j ])

+ Fchild_allocation(sa F;'ndex_allocation (p)) + Fchild_collection(sa F;'ndex_collection (p))

+ [(3 Fparent(p)/\ ~ (p - Ftopmost())) - FC2(Fparent(p)a Fparent_star(Fparent(p)))]
(3.32)

This function consists strictly of communication amonst all processors that are
allocated to before and collected from after all communications take place in star
network s, i.e., this function is for enforcing the single-port model for both alloca-
tion and collection in a particular star network s.

ch(p, S) = [Fhas_children( ) (‘CS S|F, ] + £

andex collectzon(p)] )]

index_ allocatwn(p)

+ Fchild_allocation(57 F’index_allocation (p)) + Fchild_collection(sa F;'ndex_collection (p)) (333)

This function consists of all child allocation and collection for the processor p in

star network s.

MINMIZE = Y Y00 + T+ [~ (Fiopmost() == master) — Tyl

S € Tcurrent jzl
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SUBJECT TO:

[N (F’topmost() - master) - FCl_no_master(F’topmost()) S T+ Tadd] (334)
FC’l (p) S Ta p € (Prcwrem - Ftopmost()) (335)
FC2(Fstar_parent(S)7 S) S T, S € Teurrent (336>

[N (Ftopmost() - ma5t€T> - FC3(Ftopmost()7 Fparent_smr(Fparent(ﬂopmost()))) = Tadd]
(3.37)

> is:aj =7 (3.38)

S € Teurrent j=1

aj Z 07 S € TC’UJ‘T@?’Lt? .] - 07 A ms (3’39>
T>0 (3.40)

The objective function now has the additional 7,44 variable which only applies
when the current subtree has a topmost processor node that is not the master. The
T,q4q variable corresponds to the additional computational work that the topmost
processor can compute. Referring to the two-installment Gantt chart in Figure
3.5 below, we can see that the additional computation T,4; is composed of the
allocation made to processor 4’s children and the collection of results from said
children, i.e., the green bars below the brown child allocation, the purple child
collection, and the gold latency. The LHS (left hand side) of constraint 3.35 consists
of the total time spent in transmitting all load fractions to processors that will
receive load before processor p, the computational time for processor p, and the
total time spent in transmitting all tasks back from processors that finish computing
after processor p. In the event that processor p is the topmost processor in the
subtree and is also not the master, then constraint 3.34 takes the place of 3.35;

the LHS of this equation involves only the computational time for processor p.
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Again, we do not include the topmost processor in equation 3.35 whether it is the
master or not (see explanation below the linear program for single-installment load
distribution). The no-overlap model is satisfied if the processing time 7' is greater
than or equal to the time given on the LHS for all processors for constraints 3.34 and
3.35. The one-port model is enforced by constraint 3.36 with the LHS consisting of
the lower bound of communication time and latency cost for both allocation and
collection for each star network seS. Constraint 3.37 ensures that the additional
computation that the topmost processor, if not master, is equal to the sum of child
allocation and collection for that processor. The LHS of constraint 3.38 ensures that
the entire load is distributed amongst the processors. Non-negativity of objective

variables is ensured by constraint 3.39 [2].

3.3 Embedding Logical Networks on Physical Net-
works

Experiments will involve comparing star (single-level tree) networks to multi-level
tree networks. To properly evaluate the performance differences between the two
networks, we created random physical networks for which to base both star and
multi-level tree networks from. The original physical network consists of processor
nodes having fixed heterogeneous computation (£) costs, and network links having
fixed heterogeneous communication (C) and latency (£) costs. Physical networks
are generated having the number of processers n = {4, 8,16, 32} with both logical
star and multi-level tree networks embedded upon each one. To ensure that the
logical multi-level tree networks would not be too many levels deep, the physical
networks were generated having average degree of each node being 3. The problem
involves finding maximum performance star (single-level tree) and multi-level tree

logical networks which are embedded to processor nodes and network links in the
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underlying physical network.

When building a logical star network from a random physical network, we start
from the source (root) in our physical network and perform a shortest path algo-
rithm with shortest path criteria based on the additive cost of latency. Since the
master will need to transfer load through several network links, rather than doing
store-and-forward in the case of a multi-level tree, paths between the master and
every other processor are assigned a logical link cost which is equal to the most
costly communication cost link, i.e., bottleneck/concave cost, as the logical link
cost. These logical link costs are only assigned after the shortest path algorithm
has finished building our star network. Lastly, computation cost of each physical
processing node is preserved.

In the event that communication costs are very high and latency costs are quite
low, then the shortest path algorithm on additive latency cost will not likely choose
communication efficient paths. However it seems best suited for cases where com-
munication cost among the network links is either low or mostly homogeneous.
When building a logical multi-level tree, all physical network link costs and pro-
cessing node costs are preserved. The tree is built by finding the minimum weight
spanning tree based on the communication cost with shortest paths based on ad-
ditive latency cost. When adding an edge/link to our minimum spanning tree, we
first consider which path has lower latency cost and then communication cost is

considered to break ties.

3.4 Illustrative Example

For the majority of experiments in this thesis, random physical networks are gener-
ated for doing divisible load scheduling on. However before calculating a divisible

load schedule on our random network, we must first embed a logical network upon
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Figure 3.3: Example random physical network with 5 nodes having costs
ranges C = [100, 150], & = [400,800], £ = [1,3], § = 0.5.

it. For comparison, both star and multi-level tree networks are embedded upon the
same physical network. Subsection 3.3 describes in detail the process of embedding
a logical network upon a physical network. Figure 3.3 illustrates a random physi-
cal network with a master processor and 5 worker processors and its accompanying
multi-level tree network is found in Figure 4.1. This example is quite small and
does not show the scheduling power of a multi-level tree since there is not much
concurrent communication to be had. Figure 3.5 shows Gantt charts of the divisible
load schedules for both single- and two-installment load distribution. The single-
installment Gantt chart shows only those costs that are applicable to the processor
involved and any associated children. We can see in the single-installment Gantt
chart that all load fractions including the parents’ and associated descendant’s load
fractions must be transferred before the parent is able to begin computing (see par-
ent processors 4 and 1 in Figure 3.5). Now if we look at the two-installment Gantt
chart the parent has its own load fraction transferred in the first installment so
that it may begin computing sooner. When a parent in two-installment has begun

computing, its descendents load fractions are then sent as the second installment.
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0,5 ={4,1}

0,50 ={4,1}

0,51={4,3,5) 0,5:={1,2}

0.51=1{3,5,4) 0.52={2,1}

Figure 3.4: Example logical multi-level tree network embedded upon
the random network on 5 processor nodes in 3.3
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3.5 Analysis

Suppose there are k processors available in a random network with accompanying
embedded logical star and multi-level tree networks. We know already that there
are in the worst case O(k*) linear programs solved on a star network. Now for
multi-level tree the time analysis will be broken down into three different cases:
average case, worst case, and parallel (average) case.

Suppose in the average case that there are an average of m processors per star
network in the multi-level tree. If we let n be the number of star networks in our
tree, then we know that £k ~ nxm and m ~ S in the average case. Next, we
can say that for any star network in the tree that there are on average m? linear
programs to solve. Since there are n star networks in the multi-level tree, we can

3

say that the total number of linear programs solved is n * m?, on average. Now if

we write this equation in terms of k£ we get the following:

nxm>~n* (=P =nx— =— (3.41)
n

From the average case, we can see that the complexity is reduced significantly. We
can agree that Z—z < k3. Since the number of star networks could vary from one
multi-level tree to the next, the # factor could be negligible or rather significant.
Although this analysis is called average case, it still uses the worst case analysis
from the star network, i.e., k%, except that we use the average number of nodes
per star network m in the place of k. The true worst case analysis is in the next
paragraph.

Next, in the true worst case we suppose that the number of star networks is as
small as possible in our logical multi-level tree. The least number of star networks
in a multi-level tree is when n = 1, i.e., our multi-level tree is equivalently a star

network. Since we already know the analysis of the star network, we can say that
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in the worst case, the multi-level tree with only one star network requires at most
O(k?) linear programs solved.

Lastly, in the parallel (average) case we consider the same scenario above with
a random network on k processors having both logical star and multi-level tree
networks embedded. When solving for a divisible load schedule on a star network,
there is no simple way to parallelize the algorithm and thus must be calculated
sequentially. However in the case of a multi-level tree, we can consider calculating
several intermediate star networks in the same level and have their intermediate
divisible load schedules calculated independently in parallel if given sufficient re-
sources. So, we can now consider a multi-level tree with the average number of
processors per star m, the number of levels (not including level 0) [, and the average
number of stars per level p. So if we consider one level, we on average solve p * m?3
linear programs and in total we solve [ x p * m? linear programs. So from this we
can derive k ~ [ *xp*m and m ~ %. If given sufficient computing resources in the
parallel case, we could theoretically solve [ * p * m3 linear programs in the time it

takes to solve [ * m? linear programs. Now if we put this in terms of k we get the

following:

Lxm?® ~ 1 ( i )3 = K (3.42)
" Ixp’ — Zxp3 '
However if they were not calculated in parallel we would have:
3 3 k°

We can see that in the average parallel case that the factor ﬁ could possibly be
very large and thus greatly reduce the running time of the algorithm.
In the case of a cluster network like ACEnet [1], we can assume that the master

processor is our own home computer and that our network is comprised of several
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cluster networks like Fundy, Courtenay, and Glouscap for example. In this case
each cluster network has their own head node that does computation and many
worker nodes attached. This setup is effectively a 3-level multi-level tree with 3
subtrees that are relatively balanced in the number of workers below. Supposing
the number of worker nodes per cluster is 16 including the head node, we have the
number of levels [ = 2 (not including level 0), the average number of stars per level
p = 2 (since we have one star at level 1 and 3 stars at level 2), and the number of
star networks n = 4. So knowing all of this, we can see that the factor ﬁ would

be ﬁ = 3—12 So in this scenario we could possibly solve all linear programs for

our final schedule in 3% of the time in parallel as it would be for the star network

case. Now if we compare the parallel and sequential multi-level tree cases we see

that in the sequential case that the factor # with values substituted 4% = 1—16 as

1

opposed to 55

and in this case & > 1.
n 1?%p
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Chapter 4

Design of Experiments

4.1 Experiments on random physical networks

The experiments conducted involved generating many simulated physical networks
with random speeds and costs based on several parameter ranges. Physical net-
works were generated having the number of processers n = {4, 8,16, 32} with both
logical star and multi-level tree networks embedded upon each one. The logical
star and multi-level tree networks were found using a shortest path algorithm with
the shortest path criteria based solely on latency cost. Communication cost on
the star network links were set to be the concave cost, (i.e. bottleneck cost) be-
tween the master and the associated worker processor. To ensure that the logical
multi-level tree networks would not be too many levels deep, the physical networks
were generated having average degree of each node being 3. FEach multi-level tree
had both the single-installment and two-installment scheduling algorithms applied.
Table 4.1 shows values chosen for C and & values.

Latency ranges £ = {[0.01,0.1],[0.1, 1], [1, 3], [2, 5], [5, 10], [1, 10] } are applied with
the 60 test cases below in Table 4.1. Each test case is run 100 times tracking

average solution times, average algorithm runtimes, average number of processors
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used, and average percent difference between algorithms solution times.

When

there were n = 32 processors involved test cases were run with latency ranges

£ = {[1,3],]2,5

ranges alone.

]} because it took several days to complete with these latency

Table 4.1: Parameters for simulation with § = 0.5

Case H C values ‘ & values ‘H Case H C values ‘ & values
1 (1, 10] 1, 10] 31 [10, 100] (1, 10]
2 (1, 10] [1,100] 32 [10, 100] [1,100]
3 (1, 10] [1,1000] 33 [10, 100] [1,1000]
4 [1,10] [1,10000] 34 [10, 100] [1,10000]
5 [1,10] (10, 100] 35 [10, 100] (10, 100]
6 [1,10] [10, 1000] 36 [10, 100] [10, 1000]
7 (1, 10] [10, 10000] 37 [10, 100] (10, 10000]
8 (1, 10] (100, 1000] 38 [10, 100] (100, 1000]
9 (1, 10] [100, 10000] 39 [10, 100] [100, 10000]
10 [1,10] | [1000, 10000] 40 [10,100] | [1000, 10000]
11 | [1,100] [1,10] 41 |[ 10, 1000] [1,10]
12 [1,100] [1,100] 42 [10, 1000] [1,100]
13 [1,100] [1,1000] 43 [10, 1000] [1,1000]
14 [1,100] [1,10000] 44 [10, 1000] [1,10000]
15 [1,100] (10, 100] 45 [10, 1000] (10, 100]
16 [1,100] [10, 1000] 46 [10, 1000] [10, 1000]
17 [1,100] [10, 10000] 47 [10, 1000] [10, 10000]
18 [1,100] (100, 1000] 48 [10, 1000] (100, 1000]
19 [1,100] | [100,10000] 49 [10,1000] | [100,10000]
20 [1,100] | [1000, 10000] 50 [10,1000] | [1000, 10000]
21 [1,1000 [1,10] 51 (100, 1000] (1, 10]
22 [1,1000 [1,100] 52 (100, 1000] [1,100]
23 [1,1000 [1,1000] 53 (100, 1000] [1,1000]
24 [1,1000 [1,10000] 54 (100, 1000] [1,10000]
25 [1,1000 (10, 100] 55 (100, 1000] (10, 100]
26 [1,1000 [10, 1000] 56 (100, 1000] [10, 1000]
27 [1,1000 (10, 10000] 57 [100, 1000] | [10,10000]
28 [1,1000 (100, 1000] 58 [100, 1000] | [100, 1000]
29 [1,1000] | [100,10000] 59 [100, 1000] | [100, 10000]
30 [1,1000] | [1000, 10000] 60 [100, 1000] | [1000, 10000]

In addition to calculating divisible load schedules for star and multi-level tree net-
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works, the best divisible load schedules without latency costs, (i.e. ITERLP), are
found and then latency costs are factored in to be compared to that of both single-
and two-installment algorithms. Random divisible load schedules are also found for
star and multi-level tree networks including: comparing a random star schedule to
the best ITERLP2 star schedule, comparing a random single-installment multi-level
tree schedule to the best multi-level tree single-installment schedule, and compar-
ing a random two-installment multi-level tree schedule to the best multi-level tree
two-installment schedule. These random schedules are created by randomizing or-
der of allocation and collection for stars and intermediate stars. After randomizing,
a linear program involving all processors is solved and solution times are tracked
for comparison. For example, looking back at the 3-level tree in Figure from Chap-
ter 3, each o, and o, is shuffled and a single linear program is solved to find the

solution time.

4.2 Clusters

Cluster experiments were done with 2, 4, 8 and 16 clusters. Each cluster has a
range of processor nodes that start from 2 to a possible 16 processor nodes per
cluster. The total number of processor nodes is restricted to a maximum of 64 to
allow experiments to complete under realistic time constraints. Values for C, &,
and L are defined to be the same for all processor nodes in a given cluster; the goal
is to simulate realistic grids of clusters for load schedules to be calculated. Table
4.2 lists 9 different cases for which the clusters are arranged. These 9 cases are
repeated for 9 different experiments which are defined in Table 4.2. The subscripts
M — H and H — W mean from master to head-node and from head-node to
workers respectively, e.g., Cy—pg) = 250 is the communication cost on the links

between the master and one or more head-nodes. Figure 4.1 illustrates experiment
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Table 4.2: Cluster cases with § = 0.5

Case || 1% half of clusters | 27 half of clusters
£ =400 & =300
1 C(MﬂH) =250 C(HHW) =100 C(MHH) =375 C(HHW) =150
Lorm =10  Ligowy =05 | Lorm =10 Ligow) =05
& = 1600 £ =1200
Lorm =10 Ligow) =05 | Lorm =10 Ligow) =05
& = 3200 £ =2400
3 | Corm =250 Ciyowy =100 | Coarry =375 Ciomy = 150
Lorm =10 Ligow) =05 | Lorm =10 Ligow) =05
£ =400 £ =300
4| Cormmy =500 Cimwy =100 | Carpy =750 Cirmry = 150
£ =1600 £ =1200
£ = 3200 £ =2400
6 C(MﬂH) =500 C(HHW) =100 C(MHH) =750 C(HHW) =150
£ =400 & =300
T | Corm =100 Clrowy =50 | Charmy =150 Clywy =75
& = 1600 £ =1200
8 || Cormm =100 Chrwy =50 | Charmy =150  Cizw =75
£ = 3200 £ =2400
9 | Cormy =100  Clrowy =50 | Charmy =150 Clgwy =75

7.1 which refers to case 7 in Table 4.2 and cluster experiment 1 in Table 4.2. To
simulate having a more compute intensive load, computation costs in cases 2, 5,
and 8 are four times larger than cases 1, 4, and 7 respectively and are then doubled
again in cases 3, 6, and 9. Compute intensive loads have the advantage of allowing
many more processors to compute concurrently since communication is no longer

the dominating cost.

46



Table 4.3: Cluster experiments

Experiment H # Clusters ‘ # Nodes/Cluster ‘ Total Nodes

1 | 2 | 4 | 8
2 2 8 16
3 4 4 16
4 2 16 32
5 4 8 32
6 8 4 32
7 4 16 64
8 8 8 64
9 16 4 64

Figure 4.1: Cluster experiment 7.1, i.e., case 7, experiment 1.
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Chapter 5

Results

This section discusses the results for both clusters and random networks showing
the merits and the downfalls of scheduling using multi-level trees. Single- and
two-installment multi-level trees will be abbreviated as T} and T5 respectively.
Whenever percent difference is mentioned, it is referring to the percent difference
of solution times for multi-level tree versus the star unless otherwise stated. There
are two equations for percent difference: one defining percent difference of two
solution times in equation 5.1, and another defining average percent difference of
solution times over 100 runs. Solution time in equations 5.1 and 5.2 are abbreviated
as S with the subscript of tree for multi-level tree and star for star network. In
cluster results, experiments are numbered case.experiment, e.g., experiment 4 from
case 1 is called experiment 1.4; the layout of cases and experiments are found in
Tables 4.2 and 4.3 respectively. In Gantt charts illustrated below the processors
below the master (processor 0) are labeled 0.0, 0.1, 0.2, etc., and processors below

0.0 are labeled 0.0.0, 0.0.1, 0.0.2, and so on.

Sstar - Stree

100 5.1
Sstar . % ( )
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100

Z(Sstar - Stree « 100%)
Sstar

100

=1

5.1 Clusters

5.1.1 Cases 1, 2, and 3

Figure 5.1, 5.2, and 5.3 show resulting graphs of the number of nodes used, percent
difference of solution times, and solution times for cases 1, 2, and 3 respectively
from Table 4.2 for multi-level tree and star networks. Table 5.1 shows scheduling
algorithm execution times, number of nodes used, solution times, and percent
difference of solution times for experiments 1.1 to 1.9 from case 1 on star, single-
installment multi-level tree (77), and two-installment multi-level tree (T3). From
this table we can see as the number of nodes available increases that the algorithm
execution time when solving the schedule for star appears to be increasing at a
much higher rate than the multi-level trees; we see this as a trend throughout all
cluster experiments.

In case 1, Ty never performs better than the star and 7T} only does better than star
when there are at least 4 clusters available as in cases 3, 5, 6, 7, 8, 9 from Table 4.2.
We see improved performance with 7T} in the cases with 4 or more clusters because
there is much better overlap of communication. When communication overlap
increases, this directly increases the potential for more processors to receive load at
a time. Additionally, the more load fractions we have allocated simultaneously, the
more computations can be done concurrently which is conducive to lower solution
times. We can see that in experiments 1.2 and 1.4 that for 77 and 75, between
double to more than four times the amount processors are used when compared

to the star. This happens due to the bottleneck of having only two of the head-
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Table 5.1: Cluster arrangement

Star
Case | Execution time | processors used | % difference (vs. star) | Solution time
1.1 || 00m 00.05s 3/8 n/a 138
1.2 00m 00.54s 3/16 n/a 438
1.3 00m 00.53s 3/16 n/a 438
1.4 00m 07.16s 3/32 n/a 438
1.5 00m 06.81s 3/32 n/a 438
1.6 00m 06.99s 3/32 n/a 438
1.7 02m 11.38s 3/64 n/a 438
1.8 02m 17.00s 3/64 n/a 438
1.9 02m 15.34s 3/64 n/a 438
Single-installment multi-level tree
Case || Execution time | processors used | % difference (vs. star) | Solution time
1.1 || 00m 00.0Ls 5/8 26.14% 464.882
1.2 00m 00.11s 13/16 -3.56% 453.586
1.3 00m 00.03s 6/16 5.25% 415
1.4 00m 00.98s 13/32 -3.56% 453.586
1.5 00m 00.19s 6/32 5.25% 415
1.6 00m 00.18s 6/32 5.25% 415
1.7 00m 02.05s 6/64 5.25% 415
1.8 00m 00.65s 6/64 5.25% 415
1.9 00m 03.03s 6/64 5.25% 415

wo-installment multi-level tree

Case | Execution time | processors used | % difference (vs. star) | Solution time
1.1 00m 00.01s 5/8 -7.45% 470.619
1.2 00m 00.09s 8/16 -5.70% 462.987
1.3 00m 00.03s 4/16 -3.88% 455
14 00m 01.10s 8/32 -5.70% 462.987
1.5 00m 00.19s 4/32 -3.88% 455
1.6 00m 00.19s 4/32 -3.88% 455
1.7 00m 02.26s 4/64 -3.88% 455
1.8 00m 00.65s 4/64 -3.88% 455
1.9 00m 03.12s 4/64 -3.88% 455

node processors computing at the beginning while their associated front-ends are

communicating load to their children; having more head-nodes available allows for

more processors computing earlier - similar to the
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processors to help improve the solution time. See Figure 5.4 for Gantt charts of
experiment 1.2 for star and multi-level tree showing how the multi-level trees are
hindered by the bottleneck. We can see that when there are a small number of head-
nodes that the scheduling algorithms will attempt to fit as many child processors
from the associated clusters in order to reduce the solution time. Unfortunately
with this bottleneck we see diminishing returns each time a processor is added to
improve the solution time further. In the 77 case as we add more and more child
processors to the schedule we see that we are narrowing the potential computation
to be done by the parent, because the parent must wait until all load, its own
and its descendants, has been transferred. Once transferred, the parent begins to
compute its load fraction and its front-end processor forwards the load fractions
to the parents’ children. 73’s head-nodes are not burdened with the addition of
more child processors to the schedule since its own load fraction is transferred as
one installment, however because there is double the latency cost this both delays
the transfer of load fractions to the children and narrows the time for all child
computation to be done within that cluster.

T shows better performance than 7T, in all experiments from case 1 and this is
consistent for most of the cluster results. The reason that T, has difficulty per-
forming better than 7} is that it must incur twice as much latency cost at each
head-node. One instance in which 75 did better than 77 is experiment 6.7 which is
illustrated using Gantt charts in Figure 5.5. It can be seen in these Gantt charts
that T5’s solution time was not only lower than that of the star network, but also
much lower than that of 77’s. In fact, 77’s percent difference in solution time vs.
the star in this experiment is the worst among all cluster experiments at —22.12%
as opposed to Ty’s modest performance of 6.95%. The reason that T} performed
as poorly as it did is that it was only able to take advantage of one cluster. Unfor-

tunately the solution times produced from using two clusters would not have been
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Figure 5.1: Case 1 cluster results.
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Figure 5.2: Case 2 cluster results.
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Figure 5.3: Case 3 cluster results.
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any better. Since T uses two installments, it has the ability to compute earlier
and thus is able to redirect some of the computation overhead the child processors

to the head-nodes.
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Figure 5.4: Gantt charts of experiment 1.2 (not to scale)

If latency costs were lower as in the original experiment 6.7 from 5.5, e.g., latency
were halved, then T5’s head-nodes would be able to compute earlier in addition to
having load fractions arrive sooner to child processors and in greater numbers since

there would be less time spent incurring latency cost. Since the Gantt charts for

55



PEBVE

P:018

Star

P.O1E

P.018

P.01.10

P:0.1.11

P 0112

F.01.14

F.01.13

P01

Single-installment multi-level tree

F.010

POl

P012

P.o13

P014

F.015

P0186

{27470 4

F.018

P.019

P.0.1.10

P:0.1.11

F0112

P0.1:43

P.0.1.14

P01

Two-installment multi-level tree

T =1036.82, Diff. = -22.12%

P.010

F.O1.1

P012

pots

P.014

F01S

F.O18

F.00

F.000

P00

F.002

P.003

F.004

p:oos

F.008

P 007

T =1790.0, Diff. = 6.95%

t 6.7 (not to scale)

1mmen

Gantt charts of exper

.
.

Figure 5.5

56



the halved latency experiment 6.7 has a very similar Gantt chart to the original
it is omitted. As expected, head-nodes were able to compute earlier allowing an
additional child processor to be used in the 75 schedule for a total of 18 as opposed
to 17 in the initial experiment. The unfortunate result of decreasing latency costs
is that the percent differences of multi-level trees vs. the star worsen. 7T7’s percent
difference dropped from —22.12% to —27.72% and Ty’s dropped from 6.95% to
4.35%. The decrease in performance for either multi-level tree is only a few per-
cent, but it is apparent that the parameters for C, £ are such that 7T; is unable to
perform well. This problem shows the same trend we saw in the initial experiment,
T schedules to only one cluster while T schedules to two clusters. The ratio of
communication to computation appears to have influenced the scheduler to choose
either two clusters with too few processors in each, or one cluster with many pro-
cessors. T chose the single cluster with many processors because the potential to
lower the solution time was too low when trying fit processors in to the schedule
from two clusters. This is due to the higher communication costs limiting the gap
between allocation and collection of child processors. To get an idea of what kind
of schedule T} would have, we look at Figure 5.5 and see that T} had very narrow
gaps for child processors to do any work. Fortunately T5 took advantage of the low
latency costs and earlier computation.

It seems in cases 2 and 3 from Figures 5.2 and 5.3 that as computation cost is
increased by multiples of 4 and 8 respectively that the results become more and
more improved with either multi-level tree in terms of solution times, however
resource usage is very inefficient. When computation costs are very high in relation
to the communication costs, processors are going to be computing for longer periods
of time before having results collected. This means that if there are only a few child
processors added to the schedule in one particular cluster - while the scheduling

algorithm is executing - the communication idle time y, see Figure 3.2, between
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allocation and collection phases still has room to fit more child processors. If
there are still child processors available, the scheduling algorithm will continue
to add each processor to the schedule to improve the solution time and minimize
idle time y. Since there may be several clusters available and each one can be
computing independently of the other, there is the potential for a very large number
of processors to be involved in the schedule and thus we have inefficiency of resource
usage. Efficiency is described in more detail in cases 7, 8 and 9.

In those experiments involving 8 processors we see that 77 suffers greatly from the
lack of sufficient resources available. Experiments 2.1 and 3.1 with 8 processors
show that T5 outperforms 77. With neither sufficient worker processors per cluster
nor more clusters available for T} to take advantage of, we see degraded performance
with 77. When 77 does not have sufficient resources available to have effective
overlap of communication and computation as seen in experiments 2.1 and 3.1, then
we may see 15 have better performance with its ability to begin computing sooner
at each head-node. When latency and/or communication cost are quite high 75
tends to choose fewer child processors since the idle time y between allocation and
collection is narrowed by the doubled latency cost; however its computing potential
is not hindered as much as 7}’s since it is able to begin computing sooner. Put
simply, T}’s schedule is not able to get the sufficient resources it needs to achieve
effective overlap of communication and computation, while 7, has a better chance
of outperforming 77 with fewer processors available.

We see in all experiments from cases 1, 2, and 3 that the divisible load schedules for
star networks use only a few processors and that all star schedules from a particular
case have roughly the same number of processors used. Depending on the system
parameters the star schedule may use the exact same number of processors for each
experiment as in case 1 results which are found in Table 5.1; every experiment has

the star schedule using exactly 3 processors. However in other experiments we
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can see that there are more processors being used as in experiments 3.2 and 3.8
with 16 and 64 processors available respectively, but only 11 processors used by
each. The reason why these star network schedules were unable to fit any more
processors in their schedules is that the potential for allocation and collection of
load to any more processors has already been exhausted, i.e., the idle time y is not
sufficient to fit any more communication. It is can be seen in Figure 5.4 that idle
time y = 0 in the star Gantt chart, disallowing any further processors to be added
to the schedule. To remove the idle time x( o5 from the star schedule there are
three system modifications that can be done. One method involves simulating the
adjustment of one or more processor(s) computing ability; in this case we could
lower the speed of processor 0.0.5 by a sufficient amount in order fill the idle time
gap. The second method involves simulating an increase in the overall computation
complexity of the load; this can be done by globally increasing every processors
computational cost by small increments until the idle time gap disappears. Lastly,
we can increase the number of independent computations being done, i.e., increase
the amount of work to be done; this can be simulated by globally increasing every
processors’ computation cost by small increments as we would when adjusting the
overall computation complexity.

If we consider experiment 1.7 in Table 5.1 we can see that the scheduling algorithm
execution time is roughly 71 times greater for star than it is for 7;. If we consider
the average case running time, we can see that for the sequential multi-level tree

that the number of linear programs is at most %n?’ as opposed to n? for the star, i.e.,

1 1

we have 5 stars which gives = = 5,

meaning that the star is solving up to 25 times
more linear programs. The reason why we have execution times 71 times greater
as opposed to 25 is that the linear programs for the star are far more complex

than the multi-level tree linear programs. For example, if we have four clusters

with 16 processors in each, the star can have up to 63 iterations (the first iteration
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starts with two processors, so we have 64-1 iterations) with a total of 62 processors
added and interleaved between each processor ordering from previous iterations,
whereas the multi-level tree would have four independent intermediate star network
schedules with 15 iterations each and at most 14 processors added and interleaved.
In addition, as the number of processors added to the schedules increases, so does
the number of variables in each constraints. These added complexities to the linear
programs for the star requires more time for each to be solved and thus led to even

worse times than expected in the average case.

5.1.2 Cases 4, 5, and 6

Cases 4, 5, and 6 show the limitations of scheduling on multi-level trees. We can
see that when communication costs are quite high, i.e., the amount of load to be
transferred is quite large or the bandwidth over the network links is low, then multi-
level tree performance suffers greatly. This is due to the fact that we are using the
store-and-forward method of transferring load from processor to processor. In the
T} case, both the head-node and its descendents load fractions are sent as one large
fraction which is multiplied by a significant communication cost (C = {750,500})
making for a long delay before any computations can be done. The 75 case is able
to begin computing earlier after the first installment of load has been received, but
when the second installment is to be sent, we see the same problem as with T}
where there is a very large load fraction multiplied by a significant communication
cost; the doubled latency cost also attributes to poor performance. Since the
star network employs a more cut-through routing style at the message level it
need only have load fractions being sent at once from source to destination with
what ever the bottle-neck communication cost is; however latency cost must be
incurred in a store-and-forward fashion at the packet level. The star has much

smaller load fractions being transferred (see any Gantt chart from these cases to
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Figure 5.6: Case 4 cluster results.
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Figure 5.7: Case 5 cluster results.
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Figure 5.8: Case 6 cluster results.
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get an idea of the problem) since none of the destination processors have children
below them to receive further load. Since the star is receiving its load fractions
sooner, it is able to have more processors computing sooner which can give the
star network the advantage in this case. The only experiments in which we see
any improved solution times with multi-level trees are when there are at least four
clusters available to provide sufficient overlap of communications. Unfortunately
these improved solution times are at most 7% better than that of the star and at
lower efficiency, i.e., more processors were required to lower the solution time.

As mentioned in the first three cases, the star network appears to have little room
for having very many processors computing, which can be seen in the star network
Gantt chart in Figure 5.4. This problem persists throughout cases 4, 5, and 6 since
the communication cost is so high in relation to the computation cost.
Experiments 4.2 and 4.4 show a large increase in the number of processors used for
both multi-level tree networks in the same way as was seen in experiments 1.2 and
1.4 respectively. Again we are seeing that when communication costs are too high
and there are too few head-nodes available that scheduling performance suffers

greatly.

5.1.3 Cases 7, 8, and 9

Lastly we have cases 7, 8, and 9 as shown in Figures 5.9, 5.10, and 5.11 respectively,
where the communication costs are much lower to allow for more load fractions to
be transferred in both star and multi-level tree schedules; these cases are expected
to be best suited for multi-level tree scheduling. Since multi-level trees were able
to delegate some of the communication to the head-node’s front-end processors,
a lot more processors were able to receive load in a concurrent fashion. With
this communication advantage, the multi-level trees were able to produce very low

solution times and had percent differences of solution times in the 40% region when
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Figure 5.9: Case 7 cluster results.
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Figure 5.10: Case 8 cluster results.
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Figure 5.11: Case 9 cluster results.
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compared to the star. Unfortunately, this vast improvement in solution time came
with great cost; where 40% percent difference of solution times was achieved, more
than double the resources were required. To give a better idea of the cost of each
scheduling algorithm see Equation 5.3 for the cost equation and Figure 5.12 for
costs graphs of cases 7, 8 and 9. In the cost equation the variable S represents the

solution time, and N represents the number of processors used.

cost(S,N) =S N (5.3)

We can see in experiments 7 and 8 from case 9 shown in Figure 5.11 that percent
differences for T were nearly 40%, but this came a very high cost. The cost of
multi-level trees is a little more than double than that of the star in experiment
9.7 and about half as much greater in experiment 9.8. The reason that 73 in
experiment 9.8 had the highest percent difference, but nowhere near the magnitude
of cost as seen in experiment 9.7, is that there were 8 clusters available with 7 child
processors in each; this provided very high overlap of communication because there
are many head-nodes allocating load fractions to child processors concurrently. In
addition, the fact that there are a fair amount of processors in each cluster provides
very good overlap of computation. The reason that experiment 9.9 did not do
quite as well as 9.8 is that there were far too many clusters with too few child
processors in each. This meant that communication overlap was maximized, but
the computation overlap was very small.

Experiments 3, 6, and 9 from each case are very interesting because they have
fewer processors used, low solution times, and above average percent differences of
solution times when compared with the highest performing experiments from their
respective cases. These experiments are unique from the rest, save for experiment
1, in that they have higher numbers of clusters with at least 4 processors per cluster.

The experiments show that you can have reasonably good efficiency of resources
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without suffering too much performance loss. This performance is attributed to
having both high communication and computation overlap, i.e., there were many
clusters with head-nodes computing concurrently while their associated front-end
processors were transferring, in parallel, the remaining load fractions to the de-
scendants below. These highly parallel cases allowed head-nodes and descendents
to begin computing sooner and for longer periods of time because load fractions
were spread out amongst many head-nodes in smaller bundles. If we consider the
problem with the gaps between allocation and collection at each cluster being too
small, as mentioned above, we see that this is not so much of a problem when you
have many clusters available. Since there are so many clusters, the focus on fitting
as many child processors as possible from each cluster into the schedule is redi-
rected to populating many clusters with smaller load portions. Since each cluster
is receiving smaller load portions there will be less time spent in communication
and thus child processors are able work receive load sooner and are able to work
for longer periods of time, i.e., processors will be spending more time computing
instead of waiting for communications.

In any of the remaining experiments, we can see that the star networks reach a
threshold in which no more processors can be added to the schedule. For example,
every experiment from Case 7 shows that the star networks use no more than 5
processors. Multi-level trees do not suffer from this limitation as they are able
to take advantage of more resources, if available, to produce much lower solution
times than star networks can provide. There are two ways in which star networks
could possibly fit more processors into the schedule. One way would be to decrease
communication on the bottleneck network links to allow more room for communi-
cation, e.g., cases 7, 8, and 9 show much higher processor usage than the higher
communication cost cases. The second way would be to consider increasing com-

putation cost with one of the three methods mentioned above, e.g., we see that
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when computation cost increases in cases 8 and 9 that the number of processors
used also increases.

In experiments from all three cases we can see that T} outperforms T5. Considering
all experiments except for experiment 1 from all 9 cases, 77’s solution times are
lower than all star network solution times. In terms of percent difference of solution
times vs. the star, T}’s values are at least double that of T3’s in experiments 7.3

through 7.9.
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5.2 Random Networks

The results for random networks from Table 4.1 are broken down into four different
graphs: average percent difference of solution times, average number of processors
used, average solution times, and average execution times. The values in these
graphs were averaged out over 100 simulations runs for both star and multi-level
tree schedules. To show the effects of neglecting latency cost, there are also average
percent difference values obtained for comparing schedules for each network type to
the best schedules obtained with latency costs factored in after solving. Compar-
isons are also made against random schedules to show that scheduling algorithms
are effective in producing lower solution times. The experiments with latency range

L = [2,5] are discussed for the majority of the random network results.

5.2.1 Multi-level tree vs. Star

The average number of nodes used for 16 and 32 processor cases is shown in Figure
5.13. The 16 processor graph shows a very interesting trend in cases 1 through
10, 11 through 20, and 31 through 40. These cases show that the multi-level trees
appear to be using close to the same amount of processors as the star, whereas
another trend in cases 21 through 30, 41 through 50, and 51 through 60 shows the
star is choosing far fewer processors; we’ll denote the former cases as the higher
usage cases, i.e., cases in which the star had high processor usage. If we revisit
the parameters for simulation in Table 4.1, we can see that communication costs
among the higher usage cases range between 1 and 100, whereas the latter cases
have communication cost with ranges from 1 to 1000. So when communication cost
is relatively low, the efficiency of star and multi-level tree networks in schedules
seem to be pretty close in the 16 processor cases. However with the 32 processor

cases we see that the efficiency of the multi-level trees worsen to the point where
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the star networks schedules are using around half the number of processors in the
majority of cases. This difference in efficiency is attributed to the multi-level tree
having overlapping communication allowing for more processors to receive load,
whereas the star could only be allocated to up to 20 processors with its more
simplified no-overlap model.

In the lower usage, 16 processor, cases the heightened communication costs did
not affect the multi-level tree usage. We can see in nearly every case from the 16
processors cases that the multi-level trees are using close to the maximum amount
of processors available, save for a few cases in which communication costs, compu-
tation costs, or both were too low to require more than a few processors. It was
the multi-level tree’s communication overlap that provided the sufficient decrease
in communication overhead to allow near maximum processor usage.

Figure 5.15, 5.16, and 5.17 show averages for percent difference of solution times,
solution times, and cost of multi-level trees vs. the star respectively. In these
figures the higher usage cases appear to have very interesting results. We can
see that when the multi-level tree is able to use a great deal of processors with
very low communication cost, 77 is able to produce the lowest solution times and
therefore the highest average percent difference of solution times when compared to
the star. This is not the case with T5 in the higher usage cases; in fact, the average
percent differences in solution times of T} compared to T3’s are nearly double is
most of these cases. Figure 5.14 illustrates an example run from case 18 in Table
4.1 showing that T} and T, have about the same number of nodes used, 77 with 16
and T, with 15, and is consistent with the node usage in Figure 5.13. This example
shows that T5 is suffering greatly from the cost of latency since it is incurring it
twice each time a parent processor is receiving load fractions. This case and other
cases similar to it, i.e., the cases with between 1 and 100 communication cost from

Table 4.1, have fixed latency costs (£ = [2,5]). Since the magnitude of latency
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Figure 5.13: Average number of processors used for 16 and 32 proces-
sors.

appears to be dominating in terms of communication, communication costs are
practically negligible.

The costs of scheduling algorithms in Figure 5.17 show some very interesting results.
The cases where there were almost as many star processors as there were multi-

level tree processors scheduled show nearly matched cost amounts for all three
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scheduling algorithms, which is to be expected. However in experiments with only
a few star processors scheduled - due to high communication cost - we see that the
cost of scheduling using multi-level trees is nearly doubled. The cost of scheduling
on 77 is slightly higher than 75’s in most cases. This higher cost is attributed to the
higher number of processor nodes used by 77 and the fact that most solution times
produced by either multi-level tree scheduling algorithm are not too disimilar in
magnitude. Looking back at the higher usage cases, i.e., cases where the star had
similar numbers of nodes used compared to multi-level trees, we see that 77 had
nearly double the average percent difference in solution time vs. the star compared
to Ty, but at the same time their scheduling costs are nearly equal. Overall we can
see that the cost of using a star network is the lowest in most cases, however it
seems to only be significantly lower in cases when communication cost is very high.
Now if we consider average execution times of scheduling algorithms in Figure 5.18
we can see that the resulting times are very consistent with those from the clusters
in Subsection 5.1. If we review the execution times for 16 and 32 processors from
case 1 cluster experiments 1 through 9 in Table 5.1.1 we can see that the execution
times for the star and both multi-level trees match very closely to those illustrated
in Figure 5.18. Multi-level trees in 16 and 32 processor experiments show average
execution times around the 0.05 and 0.2 second ranges respectively, whereas the
star shows average execution times around 0.6 and 7 second ranges respectively. On
average it can be seen that tree balance, tree depth, tree width, and high variance
of system parameters do not significantly affect the execution times of any of the

scheduling algorithms.

5.2.2 Effects of Latency Cost on Scheduling

In a realistic divisible load scheduling model, the fixed cost of latency should be

considered. To justify the use of latency cost in the model, schedules were found
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Figure 5.15: Average percent difference of solution times for 16 and 32
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for each random network with and without latency costs; schedules without la-
tency costs had them factored in after solving. Scheduling algorithms with latency
considered after the fact will be called the no-latency scheduling algorithms. Fig-
ure 5.19 shows graphs of the average percent differences of solution times of each
scheduling algorithm vs. their respective no-latency scheduling algorithms. It can

be seen in these graphs that there is not one average percent difference produced
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Figure 5.16: Average solution times for 16 and 32 processors.

by any of the scheduling algorithms that is negative, i.e., the no-latency schedul-
ing algorithms never do better than any scheduling algorithm with latency. The
fact that the average percent differences are the highest for the star means that
no-latency star schedules are comparatively the worst of all. Otherwise, we can see
that both multi-level trees appear to have very similar average percent differences

which is to be expected since the algorithms a quite similar.
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Figure 5.17: Average cost for 16 and 32 processors.

The amount of communication cost in relation to latency seems to be a significant
factor for determining how well a no-latency schedule does. When communication
cost is relatively low compared to latency cost, we see very high average percent dif-
ferences (upwards of 80%) in solution times of schedules vs. no-latency schedules.
However with very high communication cost, latency tends to be more negligible

and leads to having average percent differences that never deviate further than the
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Figure 5.18: Average execution times for 16 and 32 processors in sec-
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20% range.

There seems to be no difference going from 16 to 32 processors; the average percent
difference values seem to be close to the same for either graph, except that the star
percent differences appear to be significantly higher than the multi-level tree ones
in the 32 processor results. Since multi-level trees have the advantage of concurrent

communication, it is likely that the no-latency multi-level tree schedules were not
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hindered as badly as the no-latency star schedules. T5 vs. no-latency 715 average
percent differences were slightly higher than the 77 v.s no-latency 7T}; this seems
to be attributed to T,’s doubled latency cost at each parent node significantly

increasing solution times in the no-latency 75 schedules.
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5.2.3 Random Schedules

To justify the use of scheduling algorithms in solving for near optimal divisible load
schedules, random schedules were generated and compared to those generated by
scheduling algorithms; see Section 4.1 from Chapter 4 for details about how random
schedules are determined. Figure 5.20 illustrates the average percent differences
in solution times for scheduling algorithms vs. random schedules. Note that each
schedule type: star, T7, and T5 is compared against their respective random sched-
ules, e.g., T} is compared to a random schedule which uses single-installment load
distribution. At first glance the random star schedules compared to the star appear
to be the worst of all with nearly 100% difference in some cases.

Unlike in the results for comparing with and without latency costs, we see that the
star schedules are hindered greatly regardless of the magnitude of communication
costs. However we do see that the higher communication cost random schedules
are not quite as bad as the lower communication cost ones.

We see similar results for random multi-level trees as we do with no-latency multi-
level trees. In fact it’s difficult to tell the difference as the trends appear the same.
Instead of only latency being the factor that determines how bad a schedule can
be which is seen in the no-latency schedules, this time both communication cost
and latency play major roles in the outcome of a random schedule. Again, since
star networks do not take advantage of concurrent communication, their respective
random network results were the worst of all. In the case of the multi-level tree, we
see that concurrent communication and the increased computation overlap make
for significantly better random schedules than the star random schedules.

Overall, we can see that each scheduling algorithm is able to produce much better

schedules than that of a random schedule of the same type.

82



T1vs. Tl (R)
-——--—-= T2 vs. T2 (R)

- Star vs. Star (R)

100

S9WI3 UOIIN|OS JO SDUBIBLIP

o
[s¢]

I
o
©o

40

0

o

% "BAY

Case

) 16 Processors

(a

T1 vs. T1 (R)
- T2 vs. T2 (R)

- Star vs. Star (R)

S9WI3 UOIIN|OS JO SDUBIBHIP

Case

SSOT'S

(b) 32 Proce

times for 16 and 32

ion
processors of scheduling algorithms vs. random schedules.

Average percent difference of soluti

Figure 5.20

83



Chapter 6

Conclusion

In this thesis, new heuristic algorithms for scheduling divisible loads on heteroge-
neous multi-level trees (single- and two-installment) including result collection are
presented. Many experiments are performed in both random network and clus-
ter network cases. It is found that scheduling on multi-level trees produces lower
solution times compared to the traditional star network in the majority of cases.
However in the case of the star network it is found that cost or efficiency of re-
sources is much better than the multi-level tree. Multi-level trees - having the
advantage of higher communication and computation overlap - tend to enlist many
more processors in order to produce the lowest times. Scheduling on multi-level
trees is best in terms of overall algorithm execution time since scheduling is done by
solving many smaller intermediate star network schedules as opposed to one large
star schedule that considers many more permutations of allocation and collection.
Execution time of the multi-level tree scheduling algorithms seems to grow very
slowly, whereas in the case of the star it appears to be exponentially growing.

If the cost of resources is relatively low, scheduling on multi-level trees with as
many processors as possible has the best overall performance. However if efficiency

is most important, a balance could be found with multi-level tree schedule by
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scheduling to fewer processors to ensure that efficency is high and solution times
are still relatively low.

In the cluster experiments the multi-level trees are found to outperform the star
when there are four or more clusters available to provide good overlap of commu-
nication and computation. In several experiments the communication and latency
costs from master to head node were much greater than from head-node to worker
processors. This is to simulate an actual cluster environment where a user is con-
necting to a cluster from their home desktop to schedule work with the cluster
having much faster network connectivity within, e.g., gigabit ethernet. The multi-
level tree, having a store-and-forward method of load distribution, took advantage
of this by having load fractions sent over a slower communication link in bulk from
master to head-node and then benefit from much faster communication from head-
node to worker processors. In the case of the star, overall network costs are much
higher since communication cost is determined to be the bottleneck cost, i.e., con-
cave cost, and latency costs are added together, i.e., additive cost from master to
the worker processors. Cases where multi-level trees performed poorly were those
with too few clusters, e.g., only 2 clusters, those with too few processors per cluster
to provide good overlap of communication and computation, or those with a low
latency cost to communication cost ratio.

Logical networks were embedded on random physical networks with varying levels
of heterogeneity of resources. It is shown that multi-level trees outperform star
networks in the majority of cases. Multi-level trees tend to perform best when tree
depth stays close to 3 levels and number of processors below parent processors are
higher. Multi-level trees that are too deep suffer greatly from the store-and-forward
load distribution, because the lowest resources in the tree tend not to get used thus
reducing the options for scheduling.

It was predicted that two-installment load distribution would have better results
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than single-installment, however this was not the case. Since two-installment has
the ability to compute earlier after the first installment arrives it seemed logical
for there to be improved solution times. In cases where multi-level trees per-
form better, results show that single-installment multi-level trees have the lowest
solution times. This is due to two-installment suffering from increased solution
times when latency is too high because twice the latency cost is incurred at each
parent processor. Whether it is a cluster network or a random network, single-
installment scheduling in most cases performs best. There are a few select cases
where two-installment shows better performance; these cases typically involved too
few clusters and too few processors to allow the single-installment scheduling to
have sufficient overlap of communication and computation. In these cases the abil-
ity of earlier computation at head-nodes provided allowed for lower solution times
for two-installment scheduling. Overall, single-installment performed best among
multi-level tree scheduling algorithms.

When comparing each scheduling algorithm with and without latency costs we
see that when latency is considered that the solution times are much lower. In
cases where latency cost is very high, scheduling without latency cost until the
end performs significantly worse than when it is considered through the entirety
of the scheduling algorithm. When communication costs are very high, average
percent differences of solution times tend to be quite low, e.g., roughly 10 — 20%,
because latency is pretty much negligible in this case. In any case, for a divisible
load scheduling model to be more realistic, latency cost must be considered.

To justify the use of scheduling algorithms, random schedules are compared against
each scheduling algorithm. In all the experiments done, not one random schedule
performed better than those determined by scheduling algorithms. Results show
that random star network schedules, when compared to the star schedule, per-

formed the worst with nearly 100% average percent difference in solution time.
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Instead of only latency being the factor that determines how bad a schedule can
be - as seen in no-latency schedules - both communication cost and latency play
major roles in the outcome of a random schedule. Again, since star networks do
not have the advantage of concurrent communication, their respective random net-
work results were the worst of all. However in the case of the multi-level tree,
concurrent communication and the higher likelihood computation overlap make
for significantly better random schedules than the star random schedules. Since
two-installment has the ability to compute earlier after the first installment arrives
it seemed logical for there to be improved solution times.

As future work, the multi-level tree algorithm could have a preprocessing step for
pruning processors from the tree prior to running the algorithm to speed up and
possibly lower solution times. This pruning step would consider the communication
and computation costs ratio of each processor and prune those that are above some
predetermined threshold values. Also, determining thresholds for the ratio values
will need to be analyzed. Also, the model could be improved to consider larger, or
more complex, loads by having fixed computation/communication intensity vari-
ables multiplied by the costs. For example, intensity values for a base sized large
parallel matrix operations - which are set to 1 by default - can be determined based
on the relative increase in size of the matrix. Finally, other heuristics, other than
ITERLP2, could be adapted to work with the multi-level tree scheduling algorithm
when solving for intermediate star schedules to see if lower solution times can be

achieved.
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