Adding SIMD Support to Improve Performance of
Eclipse OpenJ9 on the AArch64 Platform

by
Md Alvee Noor

Master of Computer Science
American International University-Bangladesh, 2018

A THESIS SUBMITTED IN PARTIAL FULFILLMENT OF THE
REQUIREMENTS FOR THE DEGREE OF

Master’s in Computer Science

In the Graduate Academic Unit of Computer Science

Supervisor: Kenneth B. Kent, Ph.D., Computer Science
Examining Board: Gerhard W. Dueck, Ph.D., Computer Science, Chair
Kalikinkar Mandal , Ph.D., Computer Science
Yves Losier, PhD, Mechanical Engineering

This thesis is accepted by the
Dean of Graduate Studies

THE UNIVERSITY OF NEW BRUNSWICK
December, 2021
© Md Alvee Noor, 2021



Abstract

Just-in-time (JIT) compilers achieve application portability and improved manage-
ment of large code-bases by abstracting the architecture specific details from the
programmers. A large number of compiler optimization techniques make this a sub-
ject undergoing intense study, over the last few decades. Eclipse OMR is a robust
language runtime builder, and Eclipse OpenlJ9 is a managed language runtime that
consumes OMR. The targeted domains of OMR and OpenJ9 include AArch64, a
64-bit extended version of the ARM architecture. AArch64 features compatibility
to the user-space, along with the pre-existing 32-bit A Arch32 architecture. AArch64
is a popular member of the embedded computing market, where computing infras-
tructure resources (i.e., CPU, memory) are constrained. This thesis discusses the
steps taken to add Single Instruction Multiple Data (SIMD) support to OMR for
AArch64, and relevant OMR tril tests to confirm the appropriate functioning of the
implemented mechanisms. The implementation of advanced SIMD and floating-point
instructions are also discussed, which cover vectorized mathematical operations, in-
cluding addition, subtraction, multiplication, and division for supported data-types.
We present two microbenchmarks VectorizationMicrobenchmark and Sepia Tone Fil-
ter and a set of standard benchmarks, which leverage the OpenJ9 autovectorization
process in AArch64. The AArch64 vectorized operations are evaluated against non-
vectorized, but similar operations using Eclipse OpenJ9. Our microbenchmarks show

improvements of up to four times in execution speed of certain vector arithmetic op-
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Chapter 1

Introduction

The traditional desktop or cloud computing market aims for better performance
with cutting-edge technology where the efficiency is often considered as the second
priority compared to performance [92]. Unlike the field of traditional computing,
embedded and mobile computing space involve requirements under different circum-
stances. In these cases, computing infrastructure resources like the Central Process-
ing Unit (CPU), Graphics Processing Unit (GPU), memory, data storage, etc. are
constrained. Therefore, software is required to be highly optimized in this environ-
ment and at the same time, it also needs to meet users’ requirements. Low-powered,
but highly efficient devices with a reduced instruction set and clock-speed are ideal
for this environment.

AArch64 is a popular choice for resource-constrained environments [74]. The AArch64
Instruction Set Architecture (ISA) features vector operations, floating-point arith-
metic units and is small enough to fit hundreds of cores on a single CPU die [59]. It
also allows fast scaling in server infrastructures [60, 76] because of its low power con-
sumption and manufacturing price point. The lower power consumption of AArch64
makes it particularly suitable for mobile platforms [65]. The minimalism and mod-

ularity of AArch64 is ideal for embedded applications [77]. The performance and



sales of this platform have been steadily growing [95].

The ARM (32-bit and 64-bit) market share, at 95%, dominated the smartphone
space and, at 39%), was also notable in the overall embedded and resource-constrained
computing spaces in 2017 [77]. A Reduced Instruction Set Computer (RISC) is a type
of microprocessor architecture, utilizing a highly-optimized, small instruction-set and
RISC-style ISAs have shown an increase in use over time, as shown in Figure 1.1.
In Figure 1.1, MIPS, Tensilica, ARC and ARM processors use RISC.

AArch64 features advanced Single Instruction, Multiple Data (SIMD) instructions [1].
SIMD architectures take advantage of data-level parallelism, and they are more en-
ergy efficient comparing to Multiple Instruction, Multiple Data (MIMD) architec-
tures [63]. According to Marinescu, modern microprocessors incorporate one of three
types of SIMD architectures: Vector architecture, SIMD extensions (Intel MMX,
SSE, AVX), and Graphics Processing Units (GPU) [63]. AArch64 includes SIMD
extension as the SIMD unit, where vector instructions are added in addition to the
existing instruction set, for a scalar microprocessor [38]. Thus, the AArch64 SIMD
unit has significant advantages, including low impact for context-switching, low extra
memory bandwidth, and fewer complications for virtual memory management [63].
Therefore, these features make AArch64 a suitable platform for efficient multimedia
processing, and complex mathematical operation-intensive applications [38].

The popularity of the Java programming language has been increasing [6]. The
portability of Java on various machines of a wide range of architectures justifies
its motto, “Write once, run everywhere.” This makes it an exemplary choice for
deploying software in a resource constrained environment, especially on AArch64.
Although there is not yet a stable release of Java that allows software developers to
use an Application Programming Interface (API) for manually using SIMD features
(discussed in detail in Section 2.2), most Java Virtual Machines (JVM) incorporate

optimizations in the form of autovectorization [81]. This research will illustrate the



process of adding SIMD support to OMR, a robust language runtime builder, and
evaluating the performance of OpenJ9, a JVM which consumes OMR.

The remainder of this thesis is organized as follows: Chapter 2 elucidates the back-
ground topics related to this research; Chapter 3 describes an initial experiment per-
taining to our research, and associated results; Chapter 4 elaborates on the design
and implementation of the SIMD support in OMR; Chapter 5 discusses performance
evaluation for our implementation by appropriate benchmarks and microbenchmarks;

and lastly, Chapter 6 concludes with a summary of the results, and future scope.
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Figure 1.1: Billions of devices with different platforms sold over time [77]



Chapter 2

Background and Related Work

This chapter presents the background topics and concepts upon which our research

is built, and the relevant related works.

2.1 Background

The following background information is important and also relevant to the devel-
opment and research potential of Eclipse OMR and the Eclipse OpenJ9 JVM for the
AArch64 platform.

2.1.1 Interpreters and Compilers

High-level programming languages fall into two categories: compiled and interpreted.
The source code of compiled languages is directly converted into machine instruc-
tions for the processor to execute [54]. For the interpreted languages, the source code
is rather translated by another program—an interpreter [54] . Generally, compiled
languages yield better performance than interpreted languages [87], but interpreted
languages can provide features associated with dynamically-typed languages [51].
This is an effective feature from a programmer’s viewpoint, especially for high-level

programming languages. The interpreter is driven and managed by the runtime vir-
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tual machine during the execution process. Interpreted languages pave the way to
target many Instruction Set Architectures (ISA) easily [35]. Interpreted languages
can translate code into a hardware-agnostic assembly-like language [67]. The soft-
ware is then shipped as transpiled code and is compiled and optimized for the target
machine. By following this, the software developer need not worry about the ISA, but
only the interpreter and its lower-level Application Programming Interfaces (API).
A language runtime can achieve significant performance improvements by choosing
to JIT compile frequently executed methods. In compiler terminology, code can
be defined into different categories, including ‘warm’, ‘hot’, and ‘cold’. The ‘warm’
optimization level is the initial optimization level. The ‘hot’ code is executed fre-
quently and the ‘cold’” code is executed infrequently [41]. The ‘hot’ regions of code
can be compiled directly into binary instructions (Just-in-time, or JIT compiled)
rather than being interpreted. By following this, a language runtime can achieve

significant performance improvements [60].

2.1.2 Eclipse OMR

The Eclipse OMR project is an enterprise-grade, open source language runtime
builder. It has extensible components, including a garbage collector, a JIT compiler,
JitBuilder, platform support libraries, a threading library, and a signal handling li-
brary. These components are language-agnostic, and are written in C and C++. It
can be used to build robust language runtimes, supporting many different hardware
and operating system platforms [8].

OMR is responsible for many runtime features of the OpenJ9 Java Virtual Machine
(JVM), i.e., garbage collection. The enterprise-grade optimizations of OMR make it
suitable for various architectures [9]. Our focus is a set of support elements for OMR

to make it compatible with the AArch64 architecture and the relevant analysis.



2.1.3 Eclipse OpenJ9

Eclipse OpenJ9 [11] is an independent enterprise Java implementation. It is a Java
Virtual Machine for OpenJDK, being backed by hundreds of person-years of ef-
fort [8]. OpenJ9 consumes OMR components. AArch64 is included among one of
the supported platforms for OpenJ9, and Java programs are executed through in-
terpretation by OpenJ9. The AArch64 JIT components reside in both OMR and
OpenJ9. OpenJ9 and OMR are equipped with many optimizations and advanced
features—such as the shared class cache, Ahead-of-Time (AOT) compilation, and
garbage collection [57].

IBM Japan, Legault, and Graham et al. [59, 50] have significant contributions on the
OMR port to the AArch64 architecture. They used OpenJ9 to evaluate their im-
plementations against an AMDG64 complement and present the performance caveats
and improvements. Our OpenJ9 build uses their code-generator implementations on

the AArch64 platform, while we run our benchmarks and microbenchmarks.

2.1.4 The Eclipse OpenJ9 JVM Testarossa JIT and Com-
piler Logs

The Just-In-Time (JIT) compiler of OpenJ9 is Testarossa, commonly known as TR-
JIT. TRJIT is the main focus of our research interest. TRJIT is highly optimized
and it generates native code [10]. The Testarossa compilation process (Figure 2.1)
consists of three major stages: IL Generation, Optimization, and Code Genera-
tion. The IL Generation starts when the target method’s bytecode is converted into
Testarossa Intermediate Language (IL). The IL generator produces data for each
instruction, and they are stored in a node. A sequence of related instructions takes
the form of an IL tree. An extended sequence may consist of a number of different

trees connected by their treetops. The generated IL then enters the Optimization



phase where a sequence of optimizations is performed. TRJIT selectively compiles
methods [10], and there are over 70 basic optimizations [91]. In order to reduce the
startup time, TRJIT features different levels for optimizing throughput [78]. The
sequence of optimizations take place in the form of different temperature gradients
including no-optimization (noOpt), cold, warm, hot, very hot, and scorching. The
noOpt level identifies the form of the method and equivalent non-optimized code is
substituted using a simple template of compilation. For the cold, warm, hot and
very hot levels of compilation, the already JIT-ed code is recompiled with succes-
sive levels of optimizations. The highest tier of optimization is achieved at the
scorching level where the methods consume upto 12.5% of CPU cycles. The most
anticipated advantage of non-optimized code is that it is fast to generate; but it
has the drawback of being comparatively slower [40]. After the optimization phase,
Code Generation phase starts. The OMR code generator converts Testarossa IL into
native instructions. It is also responsible for efficient register assignment. It gener-
ates fast instruction sequences for the current processor and thus major hardware
exploitations are achieved. The code generator contains tree evaluators which can
generate advanced hardware specific instructions for defined opcodes. Our imple-
mentations for this research contain major modifications in the OMR code generator
for AArch64.

TRJIT is equiped with JIT compiler logs [11]. JIT logs follow the regular compilation
process to document various internal states of the system, depending on the options

chosen [11]. A sample command to produce JIT compiler logs is stated below.

-Xjit:limit={methodSpec}, count=0,optlevel=hot,

traceFull,traceAutoSIMD,log=filename

Here, -Xjit: specifies the JIT command line options. The methodSpec is the
method of interest and the rest of the options are applicable to this method. Only

the methodSpec will be compiled and the rest of the methods will be interpreted.
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Figure 2.1: TRJIT Compilation Process [91]

This is particularly helpful during comparison of results from microbenchmarks [84].
The count specifies the number of times the method is going to be compiled. The
optlevel represents the method compilation hotness level. The log=filename rep-
resents the name of the log file that will be generated. An ID and a timestamp
are automatically included with the filename specified, unless disableSuffixLogs
is used alongside to avoid these. To control which events to include in the log,
traceFull and traceAutoSIMD are two of a large number of available options. Al-
though the traceFull parameter documents the important events occuring among
all the three compilation phases, it does not log all the events. It logs different op-
timizations, each with a different numbered identifier and showing the transformed
IL trees after optimizations. These IL trees are particularly helpful to understand
the results and transformations of the optimizations. The major events of the code
generation phase are also shown in the log, along with the IL trees, platform spe-

cific instructions, how the instructions are generated from each tree, and how the



registers are assigned. The final generated code is shown in the section called Mixed
Mode Disassembly where the link between the bytecodes and actual instructions
are also shown. Most individual optimizations have more detailed tracing available
including vectorization (traceAutoSIMD), escape analysis (traceEscapeAnalysis),
and loop versioner (traceLoopVersioner). The optimizations related to vectoriza-
tion (traceAutoSIMD) are particularly important for our research and we extensively
studied the trace-log with this option. JIT logs can be very long, even for a very
simple method with just a for loop as it documents many events for each of the

compilation phases.

2.1.5 Tril Tests

Tril is a domain specific language that generates Testarossa IL [32]. According to the
tril language reference [33], the tril language closely resembles the TRJIT IL trees.
The compilation and execution process of the tril test framework occurs separately,
which allows it to be integrated easily with custom tools like GTest.

Google Test [13] (GTest) is an open source, xUnit (a predefined set of unit testing
framework) style testing framework for C++ programming language. Most of its
concepts are similar to JUnit for Java [52], and SUnit for Smalltalk [52], but GTest
takes advantage of the core C++ features. Its supported features include a predefined
set of assertions, custom assertions, automated test discovery, test filtering, death
tests, and parameterized tests. Although GTest is platform dependent, it is able
to be deployed in different platforms with a small number of configurable options.
GTest is readily embedded with Eclipse OMR, and thus, the OMR tril test framework
leverages all the features of GTest easily.

The two main components of the tril tests are: a parser, which produces AST code
from the S-expression, and an I1Generator, which generates IL trees from the already

produced AST code. The trees with nodes are represented by key-value pairs of



Listing 2.1: Sample Tril Test Case

TEST_F (FixtureName, TestcaseName) {
Define inputTree
Compile tree

Get Compiler EntryPoint for given tree

© W N Ok W N

entry_point (output,input)

=
= o

EXPECT_EQ (manually processed input, output)

}

-
»

properties on a parent-child hierarchy using S-expressions. The parser is regarded as
“very permissive” because it can be provided with anything as a node of a tree and
unknown properties are ignored silently without any errors or exceptions [33]. The
lexer and parser of the framework is built using Flex and Bison (Lex and Yacc). The
parser can parse C-strings and files. The tril test framework currently supports most
opcodes implemented in the OMR compiler and it uses JitBuilder as the compiler
backend. Tril supports different vector data-types including 8-bit (VectorInt8), 16-bit
(VectorInt16), 32-bit (VectorInt32), and 64-bit (VectorInt64) integers, 32-bit (single
precision) floating-point (VectorFloat32), and 64-bit (double precision) floating-point
(VectorDouble) numbers [33]. A pseudo Tril testcase is shown in Listing 2.1.

Here TEST_F represents a test fixture, which takes advantage of utilizing multiple
testcases under the same group of test fixtures. The input tree is first defined,
compiled, and then an entry point is created to process input data according to the
tree defined earlier. Finally, the output is matched with the manually processed

values from the input to verify its validity.

2.1.6 Profiling Programs

Profiling a computer program is a form of dynamic code analysis [3]. Profiling is
particularly helpful because it captures the application characteristics at runtime,

and this information is used to identify potential bottlenecks to improve the overall
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Figure 2.2: Flame graph of “Hello World” Java program

efficiency of the application [86]. As common profiling data can be thousands of lines
long, and interpreting it can be difficult, flame graphs provide a mean of visualization
of sampled stack traces [3]. Flame graphs offer a simple visual representation such
that the hot code-paths can be identified efficiently and accurately [86]. The x-axis of
the flame graphs represents stack profile population by percentage of consumed time,
the y-axis represents stack depth, and each rectangle represents a stack frame of a
Java method. Wider frames on the x-axis indicate more execution time spent for a
particular method. OpenJ9 has the Java" Virtual Machine Tool Interface (JVMTI)
feature that allows third party tools and libraries to integrate with the JVM for
documenting stack tracing information [11]. This can later be channeled through
the flame graph generator to generate interactive SVG files with the sampled stack
information [4]. A sample flame graph of a simple “Hello World” Java program is

shown in Figure 2.2.



2.1.7 AArch64 Instruction Set Architecture

The AArch64 architecture is identified as a Reduced Instruction Set Computer [77].
It provides two register files: one general-purpose register file, and one SIMD and
floating-point (FP) register file [1]. The SIMD and FP register file contains 128-bit
registers, and the general-purpose register file contains 64-bit registers. In AArch64,
the data processing operations are carried out on register contents, instead of ac-
cessing the memory contents directly. The AArch64 architecture is backwards com-
patible, supporting the 32-bit execution state: AArch32 [83]. AArch64 supports
advanced SIMD and FP instructions, and is fully compatible with the IEEE 754
standard. AArch64 contains 31 64-bit general-purpose registers, 32 128-bit registers
for SIMD vector and scalar floating-point support, one 64-bit program counter (PC),
four stack pointer registers (SP), and three exception link registers (ELRs). The two
execution states of AArch64 are AArch64 and AArch32. The only supported instruc-
tion set of the AArch64 execution state is called A64. A64 is a fixed-length instruc-
tion set and it uses 32-bit instruction encodings. However, the AArch32 execution
state supports two instruction sets. They are: A32, which is a fixed length instruc-
tion set, using 32-bit encodings, and T32, which is a variable length instruction set,
using both 16-bit and 32-bit instruction encodings. The AArch64 architecture sup-
ports integer data-types, including byte (8-bits), halfword (16-bits), word (32-bits),
double-word (64-bits), and quad-word (128-bits). It also supports floating-point
data-types, including half-precision (16-bits), single-precision (32-bits), and double-
precision (64-bits). AArch64 vector registers support 128-bit vectors. Depending
on the nature of the instruction encoding, the effective length of vectors can be 64-
bits or 128-bits wide. The ARM® Architecture Reference Manual [1] provides full
descriptions of the A64 instructions. Vector element mnemonics and their sizes (in

AArch64 state) are defined in Table 2.1.
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Table 2.1: SIMD elements in AArch64 state [1]

’ Mnemonic H Size ‘
B 8-bits
H 16-bits
S 32-bits
D 64-bits

2.1.8 SIMD Instructions

The concept of SIMD (Single Instruction, Multiple Data) instructions primarily
evolved to accelerate the performance of multimedia applications such as motion
video, real-time physics and graphics where repetitive operations were involved on
large arrays of numbers [97]. SIMD instructions are available in most modern micro-
processors [38] as these sets of instructions can provide better efficiency for computer
programs by performing basic operations on a group of data elements simultaneously
using a reduced number of instructions [53]. In terms of execution speed, SIMD in-
structions are able to produce much better results than their scalar counterparts [94].
Compiler-level programming, based on SIMD instructions, is often referred as vec-
torization [46]. In this context, a single instruction is executed in parallel on multiple
data elements as opposed to executing multiple instructions [97]. Several levels of
compiler optimization can be achieved by loop optimizations, utilizing SIMD instruc-
tions, which in turn, increase the performance of the applications and decrease the
energy consumption [62]. To distinguish SIMD operations from conventional scalar
operations, a simple example is shown in Figure 2.3 where four scalar instructions
achieve the summation of an array of data whereas, one SIMD instruction achieves

the same result with improved efficiency.
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Figure 2.3: Scalar vs. SIMD Operations

Shape Name Shape Name
8 bits = 8 lanes Vn. 8B 32 bits x 2 lanes  Vn.2S
8 bits = 16 lanes  Vn.16B 32 bits * 4 lanes  Vn.4S
16 bits x 4 lanes  Vn.4H 64 bits x 1 lane  Vn.1D
16 bits * 8 lanes  Vn.8H 64 bits x 2 lanes  Vn.2D

Figure 2.4: SIMD vector register names in AArch64 [1]

2.1.9 AArch64 Vector Registers

According to the ARM Architecture Reference Manual for Armv8-A [1], AArch64
offers vector register support for various elements including 8-bit, 16-bit, 32-bit and
64-bit elements. It supports integers, and floating point numbers—both single pre-
cision and double precision. In AArch64, the SIMD registers are shared with scalar
floating-point (FP) registers. In Figure 2.4, the vector register names are shown.

As part of the SIMD operation, when parallel arithmetic is performed on a vector
register holding multiple scalar data elements, then the vector shape is described
by a qualifier. The element size and the number of lanes or elements are called the

vector shape [1]. The upper 64 bits of the register are ignored on a read and cleared
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Figure 2.5: SIMD vector register orientation [1]

to zero on a write if the element size in bits multiplied by the number of lanes does
not equal 128.

The vector registers Vn.16B (8-bits x 16 lanes), Vn.8H (16-bits x 8 lanes), Vn.4S
(32-bits x 4 lanes), and Vn.2D (64-bits x 2 lanes) are of particular interest for us as
they are involved in all of the vector operations for this research.

A more detailed orientation of the 128-bit vector registers is shown in Figure 2.5.

2.1.10 Perf

Perf, perf events, or perf tools is a Linux performance-analyzing tool-set [43]. Perf
performs statistical profiling of both the kernel and user code that runs outside the
operating system’s kernel. It can provide insights for memory usage, cache misses,
CPU cycles, trace-points, etc. of the target program by accessing hardware and
software performance counters at the kernel level. Perf is a commonly used tool to
evaluate the JVM performance and also to identify potential performance bottlenecks

including optimization opportunities in a managed runtime [47, 48]|. This research
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will make extensive use of Perf to compare various implementations of the system

for statistical profiling.

2.1.11 GDB

The GNU Debugger (GDB) is a popular, open source debugging application [85].
GDB was first introduced by Richard Stallman in 1986 [89] and is available under
the GNU General Public License (GPL). It is available for most Unix-like operating
systems and C, and C++ are included among the GDB-supported programming
languages [12]. Our platform of interest, AArch64, resides among the list of platforms
supported by GDB [12]. With GDB, a programmer can extensively trace execution
of a computer program. GDB utilizes debugging symbols generated by g++ [5]. If
an application/program is built with g++ debugging symbols linked with it, GDB is
able to debug it [88]. Although GDB does not feature any graphical user interface,
it has the functionality of a Text User Interface (TUI) [12]. GDB’s TUI is based
on the ‘curses’ terminal control library [64] and the TUI offers visualization of the
source file, assembly output, program registers, and gdb commands in separate text
windows [12]. GDB is also able to represent the contents of memory from a specific
address in specific formats, including decimal, and floating-point, with size modifiers
including byte, halfword (16-bit value), word (32-bit value), and giant word (64-bit
value) [12]. We have taken full advantage of the TUI functionality, especially for

viewing the assembly outputs, and register values from our experiments.

2.1.12 Benchmarks and Micro-benchmarks

In computer science, benchmarks heavily influence both the research and industrial
product development directly, and indirectly [36]. Benchmarking is the process of
executing a computer program or a group of programs, or part of programs to evalu-

ate the relative performance of an entity by running multiple trials [45]. Benchmarks
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have been in the industry for a long time to measure performance of different do-
mains [42]. Throughout the history of computing, benchmarks have been playing
an important role for the development and evolution of JVMs [80].

Although SPEC® benchmarks are popular in Unix based systems [31] for vari-
ous use-cases, SPECweb® [30] benchmarks are popular for evaluating web servers.
Renowned benchmarks for JVMs include DaCapo, SciMark, SPECjbb®, Renais-
sance, and BumbleBench [80]. The SciMark 2.0 benchmarks focus on core Java
performance on the field of scientific and engineering applications, and thus, its
size is much smaller comparative to other benchmarking software [75]. It performs
five kinds of computations: the Fast Fourier Transform (FFT), Jacobi Successive
Over-relaxation (SOR), Monte-Carlo integration, Sparse matrix multiply, and dense
Lower-Upper (LU) factorization [24]. Blackburn et al. mentioned that DaCapo
stands superior to SPEC® Java benchmarks in terms of code complexity, object
behaviors, and system memory handling [36]. On the other hand, the Renaissance
Benchmark Suite consists of a wide variety of JVM workloads including functional
programming, big data, and machine learning [22]. Prokopec et al. have claimed
that the benchmarks als, and dec-tree of the Renaissance Benchmark suite have a
significant performance improvement for vectorization [79], so these two benchmarks
fall within our scope of interest. The als is the Alternating Least Square algorithm,
and the dec-tree is the Random Forest Algorithm; both of them are included in the
Apache Spark Machine Learning library [22].

While benchmarking is the process of evaluating the performance of a particular
runtime environment, microbenchmarking is the process of measuring performance
of a specific piece of code [58]. According to Lenihan, microbenchmarking can be
effective to measure specific areas or features of the system and optimizations to
address specific bottlenecks [34]. BumbleBench is a microbenchmarking test frame-

work and is a part of the Eclipse Adoptium [7]. Apart from the already included
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83 microbenchmarks, BumbleBench allows inclusion of custom written microbench-
marks [2]. BumbleBench ensures avoiding common pitfalls while microbenchmarking
in Java by taking important JVM behaviours into account including the JI'T warm-

up, and dynamic compilation [2].

2.2 Related Work

John Goodacre, program manager at ARM, and Andrew N. Sloss, principle engineer
at ARM stated that several factors guided the design of ARMv6 ISA, including
Digital Signal Processing (DSP) for video data handling, and operations involving 2D
and 3D graphics [49]. In order to acquire this goal, but at the same time, to keep the
power consumption low, ARM introduced SIMD in their design [49]. Goodacre et al.
claimed that the SIMD feature in ARM ISA reduced the die size, power consumption,
and complexity to a notable extent [49]. Their research is one of the earliest works
studying the improvement of data-parallelism on ARM based microprocessors, where
they presented notable performance enhancements (Figure 2.6) [49].

The earlier research for introducing autovectorization in JIT compilers involved
studying the viability of loop vectorization by Rohou [81], and implementing manual
and automatic vectorization by Nie et al. [68]. In their research, Rohou analyzed the
interlinkage between the JIT (i.e., Mono) and static compilers (i.e., GCC) [81] for
x86 and SPARC V9 platforms. This study was based on the split-compilation mecha-
nism, where the source code was first converted into bytecode and then the bytecode
was converted into machine code at runtime. For their work, Erven claimed 1.8 to
9.1 times speedup, against non-vectorized operations, including Single-Precision A-X
Plus Y (SAXPY), Vector Addition, and Vector Dot Product. Their vectorization
support was provided for 128-bit vector operations only, thus micro-architectures like

AVX or Larrabee were unable to leverage this feature due to having incompatible
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Figure 2.6: Improvement per MHz for various codecs, using ARMv6 (ARM11)
SIMD instructions [49]

vector width. Our vectorization work is also based on 128-bit elements, but targeted
for the AArch64 architecture.

Nie et al. implemented two approaches for vectorization: a manual approach utiliz-
ing a Java Vector Interface (JVI) and autovectorization for Jitrino [16], a JIT com-
piler by Apache [96], on Apache Harmony VM. Their work is based on x86-based
IA32 microprocessors and x64-based EM64T microprocessors. The JVI provided
specific methods for specific vector operations, including vector arithmetic and log-
ical computation, bit shifting, and comparison. They performed the Lower-Upper
(LU) Factorization, and Fast Fourier Transform (FFT) from the SPECjvm®2008 [28]
benchmark suite. The improvement for LU was 45%-55% and it was 100%-107% for
FFT.

Stojanov et al. designed an approach to include native intrinsics in the HotSpot 64-
Bit Server 25.144-b01 JVM [90] for the x86 platform that takes advantage of SIMD
instructions, and generates the vectorization process. They compared their imple-

mentation on SAXPY and Matrix-matrix Multiplication operations, against the Java
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autovectorization process, by using the Lightweight Modular Staging (LMS) frame-
work of the Scala programming language. Although there was not much improvement
observed for the case of SAXPY, there was a significant improvement for the number
of Floating-point Operations per Second (FLOPS)—from 5x, up to 7.8x [90]. We
also used the SAXPY benchmark, along with LU and FF'T for comparing the perfor-
mance improvement for our contribution and we have acquired significantly better
results for SAXPY.

Yu et al. worked on the HotSpot JVM, and implemented a semi-automatic process
for vectorization, for x86 ISA-based Intel® Xeon Phi TM processors [96]. They
explored the specific conditions for when the autovectorization process takes place
and when it does not. Yu et al. designed their implementation such that a spe-
cific annotation in the Java program could identify a loop that was required to be
vectorized [96]. They altered javac so that the target loop could be identified, and
appropriate bytecode class files could be generated. The vectorization implemen-
tation was tested for the following benchmarks: Lower-Upper (LU) Factorization,
K-Means, Linear-Regression, Matrix Multiply and Principal Component Analysis
(PCA). Although they could not find significant improvement for K-Means, the im-
provement in throughput was from 2.5x, up to 3.1x for the rest of the benchmarks.
The proposed vector API for OpenJDK is currently being developed by Project
Panama, and this is an extensive vectorization support for the JVM [15]. In more
recent research, Chadha et al. have explored SIMD to be a key factor in Function-as-
a-Service (FaaS) workload performance improvement [39]. They modified six bench-
marks, including Floatbenchmark, Montecarlo, Gaussian-blur, and image-contrast-
changer, and noted up to 44.2x performance improvement for autovectorization and
vector intrinsics. Although their approach is mostly based on a manual vectoriza-
tion process, our developed microbenchmarks of mathematical and image-processing

operations are similar to theirs.
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Chapter 3

Initial Experimentation

In order for the programmer to use the features of a programming language in an
effective manner, the hardware support of the target platform’s microprocessor and
the language runtime support from the compiler have to be synchronized. To execute
an instruction, a CPU administers an instruction cycle that consists of multiple
operations. These operations include fetch-decode-execute, and severe performance
degradation is caused when a large number of instructions are executed on big chunks
of data. So, reducing the number of instructions to achieve a particular task can
be considered as an important optimization as it is efficient in terms of both energy
consumption and execution time [93].

By following this approach of optimization, we conduct an initial experiment to re-
duce the total number of instructions generated to achieve a specific goal. To load a
floating-point immediate constant into a floating-point register, the previous imple-
mentation of the system first loaded the value into a general-purpose register, and
then the value of that register was loaded into a floating-point register. This pro-
cess needed three separate instruction opcodes to be executed, but it was redundant
because there was one instruction already present in the AArch64 ISA, the FMOV

instruction, which achieves the same goal. Therefore, we implement the FMOV in-
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struction in OMR such that it reduces the total number of generated instructions
for particular cases. We also observe the variation in performance of the same set
of Java programs before and after the implementation. Although ‘FMOV’ is not a
SIMD instruction, the purpose of this initial experiment is to discern the similar per-
formance improvement due to the reduced number of generated instructions, which
is also expected when a single SIMD instruction replaces multiple number of scalar
instructions to achieve a specific objective.

The FMOV (scalar, immediate) instruction copies a floating-point immediate con-
stant into the SIMD and floating-point destination register [1]. There are three
variants of this instruction: half-precision, single-precision, and double-precision.
We utilize the single-precision and the double-precision variants for our case as Java
supports both the data-types. After the implementation of this instruction for spe-
cific conditions, we test its validity and measure the performance improvement for

this work.

3.1 Implementation

The implementation is divided into three major parts: binary encoding of the in-
struction, conversion of the 8-bit modified immediate constant from the floating-
point value and the usage of the modified 8-bit immediate value depending on the

use-cases.

3.1.1 Binary encoding

First, we determine the IL opcodes for the FMOV instruction. Two different opcodes
were already present in OMR for two variants: the single-precision and the double-
precision variants of the instruction respectively. We calculate the binary values of

these two opcodes from the ARM Architecture Reference Manual for ARMvS-A [1],
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Figure 3.1: FMOV instruction representation [1]

Table 3.1: IEEE 754 representation of floating-point numbers

| Precision || Size(bits) | Sign(bits) | Exponent(bits) | Mantissa(bits) |
Single 32 1 8 23
Double 64 1 11 52

convert them into hexadecimal values and verify the existing opcodes. The values
of these IL opcodes are directly used in the binary encoding of this instruction. The

32-bit register representation of the FMOV instruction is shown in Figure 3.1.

3.1.2 8-Bit Modified Immediate Constant Conversion

For converting the floating-point constant into an 8-bit modified immediate con-
stant, we first, verify if the floating-point constant fits in the special 8-bit encoding
format for the FMOYV instruction. To do this, we consider the IEEE 754 standard
for floating-point values’ representation. The IEEE 754 is a technical standard for
floating-point calculations and it includes definitions of binary formats for floating-
point values [14]. According to the current version of IEEE 754-2019, the formula

2exponent o mantissa [14]. For

for representing a floating-point number is: sign X
single-precision (32-bit) and double-precision (64-bit) floating-point numbers [56],
the number of bits for exponent and mantissa is shown in Table 3.1.

According to this convention, the single-precision representation of a floating-point
number 2.0 can be represented as: 0 10000000 00000000000000000000000, and for
double-precision, it will be in this format: 0 10000000000 000000000000000000000-

0000000000000000000000000000000. Here, the order of the bits is <sign-bit><expo-
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Table 3.2: Floating-point modified immediate constants in AArch64 [1]

’ Data-type H Immediate-value \ [EEE-754-format ‘
Single-precision || abcdefgh aBbbbbbc defgh000 00000000 00000000
Double-precision || abcdefgh aBbbbbbb bbedefgh 00000000 00000000

00000000 00000000 00000000 00000000

nent-bits><mantissa-bits>. The IEEE 754 format of the floating-point constants
needs to be matched with the modified 8-bit immediate values in Table 3.2 [1].
Similar to the IEEE 754, the formula for representation of floating-point numbers
from this table is (~1)% x 2P x mantissa. Here, S is the value of a, B is inverse of
b, the value of exp is the value represented by (B : ¢ : d) minus 3 and mantissa =
(164 (e: f:g:h))/16 from Table 3.2.

If the IEEE 754 representation of the constant value does not fall within the range of
the equivalent modified 8-bit immediate value or if the value is zero, then the FMOV
instruction cannot be used [1]. Both cases for single-precision and double-precision
floating-point values are covered by this conversion process. The numbers 2.0, 4.0,
8.0 and 16.0 can be converted to the equivalent modified 8-bit immediate formats,

but the numbers 2.1, 4.1, 8.1 and 16.1 cannot be converted.

3.1.3 Utilizing the Modified 8-bit Value

After the binary encoding and the conversion processes, it is determined if there is
an equivalent value for the floating-point constant value and if so, the appropriate
opcode for the FMOV instruction is used to execute the instruction. Otherwise, the
mechanism of the previous implementation is followed, which executed three different
instruction opcodes to achieve the task [8]. So, the implementation for the FMOV

instruction reduces the total number of executed instructions for use-cases for which
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Figure 3.2: Java programs for testing the FMOV instruction

there are 8-bit immediate values for floating-point constants.

3.2 Experimentation

To verify the usage of the FMOV instruction and the execution time improvement,
we develop three simple Java programs. These programs have different levels of
explicit initializations of float and double type variables as shown in Figure 3.2.

The operations in all the three programs are kept inside one method, are run for
ten million times (including warm-up phase) and then the total run-time is captured
and compared. The programs are run on platforms including AArch64, s390x, and
x86_64. On AArch64, we run the programs using the older version of OpenJ9, which
does not have the FMOV instruction implemented, and the working-branch build,
which includes the FMOV instruction implementation. We prepare a bash script
to run the programs 30 times in two phases. The first phase involves compilation

of the Java programs each time before they are run, and the second phase ensures
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Table 3.3: VIM3 machine specifications

Product name Khadas VIM3 SBC

Processor A73 x4 2.2Ghz, A53 x2 1.8Ghz
RAM 4 Giga-bytes

Operating system || Ubuntu 18.04.3 LTS

Kernel Linux 4.9.190

that they are compiled once before running 30 iterations. The configuration for the
AArch64 machine is shown in Table 3.3.

The machine is considered as a Benchmarking Machine and is equipped with a
distributed batch scheduler, that ensures only one process from any user is executed.
This is needed to minimize any possible ‘outside’ interference while running the

microbenchmarks.

3.3 Validation and Results

Before observing the execution time, we first ensure the FMOV instruction is ac-
tually getting executed on our AArch64 machine. This is done with the help of
OpenJ9 JIT verbose logs and trace logs [10]. The verbose log indicates which meth-
ods are in what hotness level in the compilation process. In order for our method
of interest to execute the FMOV instruction, it has to achieve at least the ‘warm’
optimization level. We restrict the verbose log files to show only the information
for our method of interest. The command to generate the verbose log is: java
-Xjit:limit=methodName,verbose,vlog="‘log_file_name.log’ ClassName [11]. We iden-
tify our target method to be on the compilation level ‘warm’.

A portion of the JIT verbose log is shown in Listing 3.1, where the compilation hot-
ness level is shown at the beginning, and DLT@/2, and MethodInProgress indicates

that this method is compiled by Dynamic Loop Transfer (DLT). The hexadecimal
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Listing 3.1: Sample JIT verbose log

1 + (warm) FPTest.myMethod (FD)V @ 0000007F828973B4 —0000007F82897464
MethodInProgress — Q_SZ=0 Q_SZI=0 QW=1 j9m=00000000001DBE18 bcsz=50
DLT@42 compThreadID=0 CpuLoad=100%(16%avg) JvmCpu=93%

address range 0x0000007F828973B4-0x0000007F8289746/4 contains the instructions
for this method.

Following the determination of the compilation hotness level, we generate trace logs
to view the opcodes generated for the programs [11]. The command to generate the
trace logs is: java -Xjit:limit=methodName,traceFull,log="‘log_file_name.log’ Class-
Name [11]. The name of the output log file contains the characters that are provided
as the ‘log_file_name.log’ for both cases. The section “Mixed Mode Disassembly” lists
all the opcodes generated for our target method. We identify the opcodes for the
FMOV instructions, both for single-precision, and double-precision cases. We also
identify other opcodes present, according to our program. Along with the instruc-
tion opcodes, there are hexadecimal addresses present in the trace log, that can be
used to calculate the total number of instructions. For our programs, before imple-
menting the FMOV instruction, there were 24 instructions being generated; after
implementing the FMOV instruction, there are 20 instructions being generated for
the same set of methods of the respective Java programs. With the reduced number
of generated instructions, we expect the execution time of our target methods to be
faster. After we capture the execution time for our methods of interest, we observe
approximately 8.9% faster execution time for our target method in the AArch64
platform, due to the FMOV instruction implementation. The results of the exper-
imentation are shown in Figure 3.3 and Figure 3.4. The improvement in execution
times is promiment for both cases. We also include the results of the same set of pro-
grams run in x86_64, and s390x platforms. As x86_64 and s390x platforms have the
most mature support [11], they have the best execution time of approximately 48.47

milliseconds, and the standard deviations are also lower for these cases. After the
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Figure 3.3: FMOV instruction implementation result for individual compilation

FMOV instruction implementation, AArch64 comes closer to the x86_64 and s390x
platforms for the tested Java programs. The difference between the improved result
in AArch64 and other platforms, along with the error bars of AArch64, indicate that

there is still scope for further optimizations for the AArch64 platform.
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Chapter 4

Design and Implementation of

Vectorization Features in OMR

This chapter illustrates the implementation of the vector load-store functionality, uti-
lization of AArch64 vector registers, OMR tree evaluators for vectorized operations,

OMR tril tests, and the functionality to extend vectorization support to OpenJ9.

4.1 Vector Load-Store Functionality

We add SIMD support into OMR (for AArch64), and upon verifying the correct
functionalities of this implementation, they are enabled to be utilized by the OpenJ9
optimizer. The first step is to provide load-store support for vector registers in
OMR for AArch64. We add an opcode for the AArch64 MOV (vector) instruction,
which copies vector data from the source SIMD and FP register into the destination
SIMD and FP register. This opcode is used in different cases, including copying
register values from one register into another register, and evaluating conditions for
register dependencies, depending on the vector register kind. Opcodes for load and
store operations, corresponding to the respective instructions (128-bit), were already

present in the system, so there is no need for us to add them. These are called quad-
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word load and store opcodes as they are for 128-bit or 4-word vector data-types.

4.2 OMR Tree Evaluator Support for Vectoriza-
tion

As the final piece of the puzzle, we add the vector load and store tree evaluator
functions in the ‘OMRTreeEvaluatorTable’ class in OMR code-generator, which links
the AArch64 specific evaluator functions to the Testarossa tree evaluators.
Utilizing the vector load and store operations, we added vector arithmetic and bitwise
operations support in OMR, for AArch64. For these vectorized operations, we add
36 opcodes for relevant advanced SIMD and FP instructions. A full list of added
SIMD and FP opcodes is shown in Table 4.1.

We divide the implementation of evaluator functions in two groups, depending on the
number of operands they operate on. For the first group, we write the tree evaluators
for vector arithmetic operations, and vector bitwise AND, OR, and Exclusive OR
operations in the ‘BinaryEvaluator’ class. This class deals with the tree evaluators,
which act upon two operands to produce the result. The other group of evaluator
functions are written in the ‘UnaryEvaluator’ class and they are for negation and
the logical NOT operations for vectors. This class deals with tree evaluators, which
act upon a single operand to produce the result.

A common workflow for the evaluator functions is shown in Figure 4.1. The evaluator
function takes pointer objects for the node and code-generator objects. Firstly, the
data-type of the node is determined to use the appropriate opcode for the intended
operation. If no relevant opcode is found, an assertion is thrown stating the current
vector data-type. Otherwise, both the first and second children of the node are
evaluated and checked if the correct vector register type (‘TR_-VRE’) is associated

with them. In the case of the wrong vector register types, an assertion is thrown.
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Table 4.1: Added SIMD & FP Instruction Opcodes

’ Opcode H Purpose (Operation)

vorr2d Vector Bitwise OR for VectorDouble data-type
vadd16b | Vector Add for VectorInt8 data-type

vadd8h || Vector Add for VectorInt16 data-type

vadd4s Vector Add for VectorInt32 data-type

vadd2d | Vector Add for VectorInt64 data-type

vfadd4s | Vector Add for VectorFloat data-type

vfadd2d | Vector Add for VectorDouble data-type
vsub16b | Vector Subtraction for VectorInt8 data-type
vsub8h | Vector Subtraction for VectorInt16 data-type
vsub4s Vector Subtraction for VectorInt32 data-type
vsub2d Vector Subtraction for VectorInt64 data-type
visub4s | Vector Subtraction for VectorFloat data-type
visub2d | Vector Subtraction for VectorDouble data-type
vmull6b || Vector Multiplication for VectorInt8 data-type
vmul8h || Vector Multiplication for VectorInt16 data-type
vmul4s Vector Multiplication for VectorInt32 data-type
vimulds | Vector Multiplication for VectorFloat data-type
vimul2d || Vector Multiplication for VectorDouble data-type
vidiv4s Vector Division for VectorFloat data-type
vidiv2d | Vector Division for VectorDouble data-type
vand16b | Vector AND for VectorInt8 data-type

vorrl6b || Vector OR for VectorInt8 data-type

veorl6b | Vector Exclusive-OR for VectorInt8 data-type
vnegl6b || Vector Negation for VectorInt8 data-type
vneg8h || Vector Negation for VectorInt16 data-type
vinegds | Vector Negation for VectorFloat data-type
vineg2d | Vector Negation for VectorDouble data-type
vnot16b | Vector NOT for VectorInt8 data-type

movi0Os Move Immediate for VectorFloat

movi0d Move Immediate for VectorDouble

vdup16b || Vector Splat for VectorInt8 data-type

vdup8h || Vector Splat for VectorInt16 data-type

vdup4s Vector Splat for VectorInt32 data-type

vdup2d || Vector Splat for VectorInt64 data-type

vfdup4s | Vector Splat for VectorFloat data-type
vfdup2d | Vector Splat for VectorDouble data-type
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Figure 4.1: Workflow for a general OMR tree evaluator

If the expected vector register type is found, vector register type is allocated to the
resultant virtual register, and the instruction is generated for the target opcode.
After the instruction is generated, the reference count is decremented for both the

children of the node.

4.3 Implementation of OMR Tril Tests

With respect to our vector tree evaluator functions, we write OMR tril tests to

verify how they execute. There is a pre-existing class ‘VectorTest’, that inherits
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Figure 4.2: Workflow for a common OMR tril test

from ‘JitTest’ class, residing in namespace ‘“TRTest’. JitTest inherits GTest’s ‘Test’
class to implement many important functions that simplify writing tril test cases.
These functions cover a wide range of operations including skipping tests for specific
platforms, comparing and combining values for multiple test cases, and defining
constant values, which provide consistency while writing test cases. A common
workflow of OMR tril tests can be represented by Figure 4.2.

We use the default compiler of Testarossa to perform the tril tests. Tests written as
part of the tril tests, are run for all platforms by default. So, we need to pay special at-
tention to exclude any test cases for specific architectures for which there is no imple-
mentation of the relevant tree evaluator function in the OMR code-generator. For ex-
ample, we implement AArch64 tree evaluator functions for the vector NOT operation

of 8-bit integers, but the RISC-V and x86_64 platforms do not have respective tree
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evaluators, and the s390x platform has a known issue that prevents it from perform-
ing as expected, in this particular scenario. So, we exclude this particular test from
running on these platforms. The macros ‘SKIP_ON_RISCV’, and ‘SKIP_ON_S390X’
ensure that the test case is not executed in RISV-V and s390x platforms respectively.
We also use the macros ‘SKIP_ON_X86" and ‘SKIP_.ON_HAMMER’ that assure this
test skips the x86_64 and the AMDG64 platforms. These macros take an argument
in the form of an enumerator which specifies the reason for skipping this test. We
use ‘KnownBug’ and ‘Missinglmplementation” enumerators for the mentioned cases.
These macros also accept a text-stream allowing us to display any custom text mes-
sage, when the test is skipped in a certain architecture in the following form.
SKIP_ON_S390 (KnownBug) << ‘‘This test is currently disabled on Z
platforms because not all Z platforms have vector support (issue
#1843) 7,

There was already one tril test present (vector double addition), and we implement
21 tril tests to cover our development scenarios. We implement tril tests for SIMD
operations including vector addition, subtraction, multiplication, division, and vector
bitwise operations (AND, OR, Exclusive OR, Negation, and NOT). Our implemen-
tation supports VectorInt8, VectorInt16, VectorFloat, and VectorDouble data-types
for vector operations with addition, subtraction, multiplication, and negation. The
vector division operation is implemented for VectorFloat and VectorDouble data-
types. The vector bitwise operations for AND, OR, Exclusive OR, and NOT have
support for the VectorInt8 data-type only. A full list of implementations of tests
depending on the data-types and operations is shown in Figure 4.3, where the green
check-marks represent implemented cases, and the red crosses represent unimple-
mented cases. These data-type specific tril tests are implemented mainly focusing
on AArch64 instructions, i.e., AArch64 offers vector division operation for floating-

point data-types (for both single precision and double precision) only. So, we added
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Vectorint8 Vectorintl6 VectorFloat VectorDouble

Addition v Vv v v
Subtraction v v v v
Multiplication v v v v
Division X ) 4 v v

AND v X X X

OR v X X X

Exclusive OR v X X X
Negation v v v v
NOT Vv X X X

Figure 4.3: OMR tril test implementations

test cases for the vector division operation for these two data-types only. Other
architecture specific test cases can be added later in the tril tests, but in that case,
special care needs to be taken, depending on the availability of AArch64 specific
evaluator functions. Otherwise, a runtime exception will be thrown as the intended

evaluator function for that test could be absent.

4.4 Emnabling Vectorization

To enable OpenJ9 to leverage vectorization from OMR, we perform vector splat
operations, which duplicate scalar elements into vector registers. We ulitize the ‘DUP
(element)’ instruction of AArch64 to duplicate elements from source registers into
destination SIMD and FP registers. Various variants of the ‘DUP’ instruction exist
for different data-types including 8-bit integer (or byte), 16-bit integer (or short), 32-
bit integer, 64-bit integer (or long), 32-bit (single-precision) floating-point (or float),
and 64-bit (double-precision) floating-point (or double). We add appropriate opcodes
into OMR, depending on the data-type of the vector elements, and implement their
usage in the respective tree evaluator function into the OMR code-generator. To
bridge the gap between OpenJ9’s usage of vectorization, and OMR’s vectorization

support, we enable vectorization from OMR code-generator.
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Chapter 5

Methodology and Evaluation

Using OpenJ9 Autovectorization

This chapter demonstrates the methodology of our experiments, gathered results,

and the analysis.

5.1 Methodology

We verify the vector operation specific OMR tree evaluators using OMR tril tests and
GDB, and then we verify the viability of vectorization from OMR using OpenJ9. Our
implementation of the OMR tril tests verify each OMR tree evaluator with different
conditions. These conditions include testing the successful execution of the opcodes
for different operations and different data-types. Firstly, we make a debug build
of OMR so that the generated debug symbols would be utilized for the OMR tril
tests by GDB later. A successful build of OMR ensures no syntactic or build related
errors. After the OMR build, we build the OMR tril tests and run the ‘VectorTest .
We run the tril test binary file with ——gtest_filter="VectorTest.*" to run only
the “VectorTest’ tril test. The output messages of the OMR tril test are descriptive

enough to display which test cases are run with what combination of conditions. So,
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$ ./comptest --gtest_filter="VectorTest.*"
o Google Test filter = VectorTest.*

Running 29 tests from 1 test case.
29 tests from VectorTest

29 tests from VectorTest (129 ms total)

29 tests from 1 test case ran. (149 ms total)
29 tests.

Figure 5.1: OMR Tril Test Execution
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Figure 5.2: Visualization of Tril Test Execution Through GDB

our first observation is to perceive the test output and check for any errors. Upon
successful passing of the tril tests, we view the line-by-line execution of each test
case through GDB. As OMR tril tests generate architecture specific instructions, we
utilize the ‘step-into’ command of GDB to view the AArch64 specific opcodes and
their execution to achieve the goal. Figure 5.1 and Figure 5.2 show how the tril test
displays the results, and GDB shows the architecture specific executed instructions
respectively.

After verification of the tree evaluators in the OMR code generator using tril tests,

we verify if OpenJ9 is able to leverage the vectorization process. This stage of
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verification is done using OpenJ9 verbose logs and trace logs. Verbose logs state
useful information, including which Java methods are in which compilation hotness
level (i.e., cold, warm, hot, and scorching). We use the following format of arguments
passed in OpenlJ9 to get the verbose log.

java -Xjit:verbose,vlog=<log name> <Java_class>

From the OpenJ9 trace files, detailed information regarding the execution of the
Java program, including the instruction specific opcodes, are observed. We use the
following format of arguments passed to OpenJ9 to get the trace file.

java -Xjit:traceFull,traceAutoSIMD,log=<log name> <Java_class>

The ‘traceFull” and ‘traceAutoSIMD’ arguments are discussed in Section 2.1.6. An-
other method for tracing autovectorization in a Java program is analyzing the SIMDiz-
ing event specific debug counter: ‘auto-SIMD’. OpenJ9 incorporates this debug
counter and it increases its value every time a lood gets SIMDized in the runtime of
the Java program. We get it by passing the following argument to the JVM.

java -Xjit:debugCounters=*auto-SIMDx*

We also pass the java -Xnoaot command so that OpenJ9 disables Ahead-of-time
compilation, and stabilizes the results for multiple iterations.

We use Scimark 2.0, LINPACK and SAXPY benchmarks to compare the performance
improvement as a result of implementing SIMD support for OMR in AArch64. We
also use two of our own microbenchmarks to analyze the impact of our implementa-
tion: VectorizationMicrobenchmark and Sepia Tone Filter. For all the benchmarks
and microbenchmarks, we measure 30 iterations (except for Sepia Tone Filter, this
is measured for 10 iterations) of operations and compare the performance of OpenJ9
with SIMD enabled vs. SIMD disabled. The number of times each operation is
repeated in VectorizationMicrobenchmark, is referred to as ‘sub-iterations’ in the
following sections of this thesis. While measuring the performance of benchmarks

and microbenchmarks, we also restrict the JVM to use a maximum heap memory
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and maximum usable memory of 4 Gigabytes using these JVM arguments: ‘java
-Xms4G -Xmx4G’. We choose to set 4 Gigabytes as the maximum heap memory and
maximum usable memory for the JVM so that the resultant data is consistent and
comparable for different iterations of the experiments [50]; also, this is half the usable
memory of our AArch64 machine ThunderX2. For our microbenchmarks only, we
set the compilation hotness level as ‘hot” and compile the target methods at the first
attempt with the following command.

java -Xjit:limit=<method name>,optlevel=hot,count=0

In order for our comparison to be fair, we pass JVM arguments such that only our
target method will be compiled, and the rest of the methods will be executed by
the interpreter for our microbenchmarks. For measuring the performance of non-
SIMDized operations, we pass a JVM argument “-Xjit:disableAutoSIMD” to disable
the autovectorization operation and compare with regular performance without this
parameter for SIMDized operations.

We run the benchmarks and microbenchmarks in physical server machines (Rasp-
berry Pi 4B and x86_64), and KVM based VMs (ThunderX2), incorporating batch
schedulers to ensure execution of one program at a time. These machines are consid-
ered as standard benchmarking machines. These benchmarking machines, and VM
are of AArch64 and x86_64 architectures. Specific details of these machines, and
VMs are stated in Tables 5.1 to 5.3.

Our benchmarks and microbenchmarks are used mainly to compare the performance
of Java programs with and without using SIMD features, using a release build of
OpenJ9. We focus our results on the AArch64 platform, and we only consider other

platforms to compare the impact of autovectorization among different platforms.
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Table 5.1: Raspberry Pi machine specifications

Name Raspberry Pi 4 Model B
Architecture AArch64

Processor Model Cortex-AT2

Processor Manufacturer || Broadcom Inc.
Word-size 64-bit

Clock 0.6GHz-1.5GHz

Cores 4

Memory 8 Gigabytes

oS Ubuntu 20.04

Table 5.2: ThunderX2 VM specifications

Name ThunderX2 - Cavium
Architecture AArch64

Processor Model CN9975

Processor Manufacturer | TSMC

Word-size 64-bit

Clock 2.5GHz-1.6GHz
Cores 8

Memory 8 Gigabytes

oS Ubuntu 18.04

Table 5.3: x86_64 machine specifications

Name Intel

Architecture x86_64

Processor Model Intel® Core™ i7-8700
Processor Manufacturer || Intel

Word-size 64-bit

Clock 3.2GHz

Cores 6

Memory 32 Gigabytes

ON) Ubuntu 20.04
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5.2 Benchmarking

In this section, we discuss all the benchmarks and microbenchmarks that we used

for our experiments, and the results we accumulate using these.

5.2.1 Experimental Benchmarks

We explore the scope of autovectorization on a wide variety of benchmark suites, in-
cluding the DaCapo Benchmark Suite, the Renaissance Benchmark Suite, SPECjv-
m®98 [29], SPECjbb®2005 [26], SPECjvm®2008, SPECjbb®2013 [27], BumbleBench
Suite (series 7 version 5.10), LINPACK, Scimark 2.0, and SAXPY benchmarks.
According to Prokopec et al. [80], the Renaissance Benchmark Suite was able to gen-
erate vectorization for the Graal JIT compiler, but according to our experimentation,
it does not occur for OpenJ9. We were unable to find any trace of autovectorization
for any of the benchmarks other than Scimark 2.0 (LU Factorization), LINPACK
and SAXPY, because of the presence of conditional statements inside target loops.
For Scimark 2.0, a trace of autovectorization is found for the dense Lower-Upper
matrix factorization benchmark [37] only. For this benchmark, there are only two
methods that can leverage autovectorization: the ‘CopyMatrix’ and ‘factor’. The
‘CopyMatrix’ method copies a two-dimensional array’s elements into another two-
dimensional array [25] and the vector splat operation is utilized here. The ‘factor’
method factors a matrix, reorders the rows [25] and the vector multiplication (double
precision) is leveraged in this case. Table 5.4 presents the stack spaces in percentages
for selected methods of Sciamark 2.0 (LU), collected from its flame graph. We observe
that the stack spaces for the ‘CopyMatrix’ method is much lower than the ‘factor’
method (Table 5.4) and thus, only the latter method contributes to a significant
performance improvement for this benchmark.

The ‘LINPACK’ benchmark performs common numerical linear algebra operations [44].

42



Table 5.4: Method Stack Spaces (selected) for Sciamrk 2.0 (LU)

’ Method Name H Stack Space ‘
scimark.lu.main 97.33%
scimark.lu.measure 97.33%
scimark.lu.factor 95.85%
scimark.Random.RandomMatrix || 1.19%
scimark.lu.CopyMatrix 0.30%

In this case, the methods ‘matgen’, ‘daxpy’ and ‘dgefa’ generate autovectorization
for OpenJ9 in AArch64. The ‘matgen’ method fills up one two-dimensional array
and one one-dimensional array with calculated values [17] and this method gener-
ates vector addition instructions for double data-types. The ‘daxpy’ method of the
‘LINPACK’ benchmark does the double precision floating-point ax plus y operation,
which first calculates the values of respective elements of one array by multiplying
with a constant ‘a’ and then adds the resultant value with the respective value of
another array element [17]. The operation can be represented as r[i] = a*z[i] +yl[i] .
For our case, OpenJ9 generates instructions for the vector addition and vector mul-
tiplication operations and heavily optimizes the execution time of this method. The
‘dgefa’ method factors a double precision floating-point matrix by gaussian elimina-
tion. Here, vector splat operations for floating-point (double precision) numbers are
carried out. Table 5.5 shows the stack spaces in percentages for selected methods
of LINPACK, collected from its flame graph. As the method ‘dgefa’ occupies a sig-
nificant amount of stack space, along with ‘daxpy’, both contribute to much of the
overall performance improvement (Table 5.5) for autovectorization by OpenlJ9.

The SAXPY benchmark [23] is the single precision version for the ‘daxpy’ operation
discussed above. Thus, similar operations are performed for single precision num-
bers [23] and the single precision version of the similar instructions are generated in

this case.
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Table 5.5: Method Stack Spaces (selected) for LINPACK

’ Method Name H Stack Space ‘
Linpack.dgefa 94.96%
Linpack.daxpy || 90.68%
Linpack.matgen | 3.61%
Linpack.dmxpy || 0.25%
Linpack.idamax || 0.17%

5.2.2 Experimental Microbenchmarks

We wrote two microbenchmarks to test the impact of the SIMD support that we
implemented. The VectorizationMicrobenchmark performs simple arithmetic opera-
tions of addition, subtraction, multiplication, and division with various data-types
including 32-bit and 64-bit integers (‘int’ and ‘long’ respectively), 32-bit floating-
point (single precision), and 64-bit floating-point (double precision) numbers, as
supported by our implementation. For instance, an integer add operation can take
place in the following form.

alil = b[i] + c[il

These operations take maximum advantage of AArch64 SIMD instructions and we
compare them with the results of the non-vectorized counterparts. We also compare
the impact of autovectorization among the x86_64, and AArch64 platforms. As our
ThunderX2 machine has eight CPU cores, we disable all but eight CPU cores on
the x86_64 machine that we use for comparing the impact of autovectorized oper-
ations, against their scalar counterparts. We set the maximum heap memory and
maximum usable memory to be four Gigabytes for all cases. We also try to lock
the CPU frequency to a single value for ThunderX2, but its microprocessor do no
support frequency scaling. We confirm this by matching the /sys/devices/system/
and /boot/config-< KERNEL_VERSION> directories of ThunderX2 with the com-

mon structures mentioned in Linux Kernel documentation [18]. According to [18],
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as there are no “CPU Frequency Policy Objects” present in the mentioned direc-
tories, we deduce that there is no hardware support for frequency scaling for our
ThunderX2 machine. On the other hand, there is hardware support available for our
x86_64 machine, and we use a fixed 2.50 GHz CPU frequency for this, matching the
ThunderX2 machine.

The second microbenchmark Sepia Tone Filter is a more practical version of the ex-
periment in terms of SIMD usage in the information technology industry. It involves
converting an image by applying a sepia-tone filter on it. As this conversion pro-
cesses, the program operates on each pixel of the image and leverages the AArch64
SIMD instructions by autovectorization. For both the microbenchmarks, we write
bash scripts to use appropriate OpenJ9 arguments, drive the programs, and export

the resultant data in csv files.

5.3 Results and Evaluation

On the ThunderX2 (AArch64) machine, the LU factorization (from Scimark 2.0)
yields a 15.04% improvement in performance on the overall execution of the bench-
mark. The comparison of the execution time (in seconds) is shown in Figure 5.3.
The standard deviation is 0.126 for SIMD operations, where the non-SIMD opera-
tions counterpart was 0.184. Lower standard deviation means the cache memory is
utilized better to output more uniform results in case of SIMD operations [82]. From
the allocated stack spaces shown in Table 5.4, it is clear that enough stack space is
allocated for the method ‘factor’ so that it is able to utilize autovectorization.

The ‘LINPACK’ benchmark shows results in the form of Millions of Floating-Point
Operations per Second (MFLOPS) based on linear algebra applications [17] and
OpenJ9 achieves 47.40% more operations, on average, with SIMD instructions than

the operations involving non-SIMD instructions. As depicted in Figure 5.4, the stan-
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dard deviation is also better for SIMD operations (0.178) than non-SIMD operations
(0.225).

For the SAXPY benchmark, the average execution time is 64.49% less for SIMD
instruction operated execution than the non-SIMD counterpart, with improved stan-
dard deviation. This is roughly a three times improvement for our SIMD support
implementation. The overall execution time comparison is shown in Figure 5.5.

For our microbenchmark with simple arithmetic operations ( VectorizationMicrobench-
mark with 1024 sub-iterations and 65,536 elements), we first run this on an AArch64
based Raspberry Pi 4 (Model B) machine. The improvement in percentages of the
runtime of the program for each mathematical operation is shown in Figure 5.6.
It is clearly evident that the operations involving 32-bit numbers perform as ex-
pected, but the operations involving 64-bit data-types are unanticipated. The 64-bit
integer (long) addition and subtraction operations exert only 6.26% and 3.76% im-
provements and the operations involving 64-bit floating-point (double) data-types
perform even worse. We do not find any reasonable explanation from the datasheet
of the microprocessor used in this machine (‘BCM2835’). We analyze the OpenJ9
trace logs for these operations, but there is no abnormal events present there. So, we
can conclude that this event is not caused by OpenJ9. Furthermore, in the research
by Longbottom [61], similar results were also observed for SIMD operations with
64-bit data-types on a Raspberry Pi 4B and they could not determine the reason for
this anomaly. Analyzing the perf statistics for these cases also do not observe any
anomalies, although not all the hardware cache events are supported by our Rasp-
berry Pi machine (the ‘dTLB-loads’, along with the ones mentioned in Table 5.6).
Our assumption for these cases is that, although this machine supports 128-bit SIMD
instructions, its processor core may only have one 64-bit arithmetic engine, making
this machine inefficient to process two 64-bit arithmetic operations in parallel. This

assumption also supports the possibility of observing better results in more powerful
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microprocessor-based AArch64 machines.

After the experiments with the Raspberry Pi machine, we use a more powerful
AArch64 machine, ThunderX2 - Cavium. This time, we do not see any such anoma-
lies in our results (Figure 5.8). Also, by analyzing the JIT trace-logs, we confirm
that the unexpected behavior of 64-bit data types in the Raspberry Pi machine is
caused by neither OMR nor OpenJ9.

The 32-bit integer add operation execution time comparison is shown in Figure 5.7.
In this case, we consider the array size of the experimental data to be 65,536 and
for each iteration, we average 1024 sub-iterations of time measurement. We notice
58.48% improvement in execution time for the target method performing this op-
eration. The standard deviation is also close to half for the SIMDized operation,
comparing to the non-SIMDized operation. The results of improvement for other
arithmetic operations in AArch64 (ThunderX2) are shown in Figure 5.8.

We notice that the operations with 32-bit data-types exhibit better performance
compared to the 64-bit data-types. This is due to the fact that for a fixed size
register (i.e., 128-bit register), there can be more 32-bit data accumulated than 64-
bit data. This behavior is also observed on other platforms.

To observe the performance improvement with respect to various sub-iterations of
the respective operations, we classify the sub-iterations into three categories: 128,
1024 and 16,384. We plot the results after gathering data from the individual oper-
ations in Figure 5.9 and the standard deviation is plotted in Figure 5.10. According
to Figure 5.10, the operations with 128 sub-iterations have the highest standard
deviation, as expected. Though we find an abnormally large amount of standard de-
viation for multiplication operations with 64-bit floating-point (‘double’) data-type,
we could not find the exact reason for this behavior. For most x64-based micropro-
cessors, there is the ‘pert’ tool that gathers data from hardware performance counters

to analyze any kinds of events extensively [55]. On an attempt to regenerate this
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Table 5.6: Perf hardware cache events absent in ThunderX2

L1-dcache-prefetches
L1-dcache-prefetch-misses
L1-icache-prefetches
L1-icache-prefetch-misses
LLC-loads
LLC-load-misses
LLC-stores
LLC-store-misses
LLC-prefetch-misses
dTLB-stores
dTLB-store-misses
dTLB-prefetches
dTLB-prefetch-misses

anomaly in x86_64, we perform a similar experiment; but, no such anomaly is ob-
served in the results for that platform. We were able to regenerate the exact same
result in AArch64, and we analyzed this with the ‘perf’ tool. There are not enough
‘perf’ hardware cache events [19] available for our ThunderX2 machine to indicate
the reason for this anomaly. The reasons behind this is either there are not enough
hardware performance counters available for the ThunderX2 microprocessors, or the
operating system (OS) does not support these events. A full list of hardware cache
events, not supported by the ThunderX2 processor, is listed in Table 5.6. Thus, we
treat this phenomenon as a future scope of this research. For the standard devia-
tion of operations for 1024 and 16,384 sub-iterations, the results are fairly close in
AArch64.

Considering the sub-iterations to be 1024, Figure 5.11 illustrates the impact of au-
tovectorization on the x86_64 and AArch64 platforms. Here, we present the per-
formance improvements of the execution time of ‘VectorizationMicrobenchmark’ in
terms of percentages, against the respective non-SIMD operations. The AArch64

machine clearly demonstrates significant impact of autovectorization, compared to
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x86_64. For integer addition, and single-precision and double-precision floating-
point division operations, the impact of autovectorization for AArch64 and x86_64
is very close. The x86_64 machine achieves slightly better performance improvement
(58.87%) for autovectorization than on the AArch64 machine (58.12%). However,
A Arch64 has better impacts for the rest of the cases. Out of 13 arithmetic operations,
we observe the highest impact of autovectorization for double-precision floating-point
addition operations on AArch64 (43.39%) against x86-64 (31.24%).

We also run the VectorizationMicrobenchmark on BumbleBench to test its effective-
ness in the AArch64 (ThunderX2) platform. The results are listed in Figure 5.12
with percentages of performance improvement for each available arithmetic opera-
tion. We get fairly expected results for the different data-types. It is to be noted
that the 83 predefined benchmarks of BumbleBench do not initiate autovectorization
due to the conditional dependencies in between the target loops.

For our second microbenchmark Sepia Tone Filter, the improvement in the execu-
tion time for our target method is 48.45% on average, spanning over 10 iterations
(Figure 5.13). Table 5.7 shows the stack spaces in percentages for selected meth-
ods of this microbenchmark, collected from its flame graph. We measure the target
method because the Java ecosystem consumes a large CPU stack space for image
file handling operations (i.e., loading and saving images, methods ‘Bufferedlmage’,
‘ImagelO.write” and ‘JPEGImageWriter’ in Table 5.7), rather than the actual “sepia
conversion” operations. The operation for applying sepia-tone into images is divided
into two parts: converting the image into grayscale, and setting the “sepia-tone
depth” for the image. Autovectorization is triggered for the former operation by the
Java method ‘set RGB2Gray’. From Table 5.7 we can see that this method takes only
6.06% of CPU stack space, so it does not contribute enough for the whole program
to have a significant performance improvement. This microbenchmark creates 1000

variations of sepia filtered images, varying in different levels of brightness, from one
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Table 5.7: Method Stack Spaces (selected) for Sepia-Tone Filter

’ Method Name H Stack Space ‘
java.awt.image.BufferedImage 38.64%
javax.imageio.ImagelO.write 24.24%
com.sun.imageio.plugins.jpeg.JPEGImageWriter 23.84%
sun.awt.image.BytelnterleavedRaster.setDataElements || 8.71%
GrayScale.setRGB2Gray 6.06%

base image and runs over 10 iterations. The original RGB image, and three of the

resultant images are shown in Figure 5.14.

5.4 Summary

We implement SIMD support for OMR on AArch64, so that OpenJ9 can take advan-
tage of the autovectorization process. As a result of our effort, we achieve significant
performance improvements for various benchmarks and microbenchmarks written in
Java. We observe a maximum of 17.83% and 59.77% performance improvements
for LU factorization benchmark from Scimark 2.0, and LINPACK benchmark re-
spectively. For SAXPY benchmark, the performance improvement is up to approx-
imately 3.5 times. With our custom microbenchmarks, we get a maximum perfor-
mance improvement for up to four times for floating-point division operations. Using
BumbleBench, we get up to three times performance improvement for the Vectoriza-
tionMicrobenchmark. We also show a more practical application of autovectorization
with a custom microbenchmark for adding sepia-tone filter to images, and achieve,

on average, a 48.45% performance improvement for our target method.
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Figure 5.14: Original RGB Image (top left) and Sepia Tone Filtered Images
(top right, bottom left, and bottom right)
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Chapter 6

Conclusions and Future Work

In this research, we add SIMD support to OMR for AArch64 so that OpenJ9 can uti-
lize it to initiate autovectorization. We add load-store functionality for 128-bit SIMD
and FP registers, tree evaluators in the OMR code generator to generate relevant
SIMD instructions, implement vector splat operations, and enable vectorization in
OMR. We also write OMR tril tests, leveraging the Google Test Framework, to verify
the correct usage of the SIMD instruction-specific OMR tree evaluators. Our imple-
mentations are evaluated using benchmarks and custom-tailored microbenchmarks.
The usage of SIMD instructions are verified by OpenlJ9 trace files.

For all the benchmarks and microbenchmarks we use, where the SIMD instructions
are generated, we observe significant performance improvements due to data-level
parallelism. For the benchmarks LU factorization, LINPACK, and SAXPY, we
achieve, on average, 15.04% 47.40%, and 64.49% improvements respectively over
the non-SIMDized counterparts. We also achieve up to a maximum of 75.06%
and 53.91% performance improvement for our microbenchmarks: VectorizationMi-
crobenchmark and Sepia Tone Filter respectively. The improved standard deviation
for all the experiments exert consistency and better utilization of cache data. These

experimental results make a strong statement that OpenJ9 is able to achieve better
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performance in AArch64 dominated resource constrainted environments, with the
added support for autovectorization on OMR.

Although we achieve remarkable performance improvements for all the experiments,
we notice abnormal standard deviation for one specific test case. We are unable
to investigate further on this due to insufficient available hardware performance
counters. This is only observed for vectorized multiplication operations with 64-bit
floating-point (‘double’) data-type when there are 128 sub-iterations. In reality, we
expect most vectorized operations to have greater than 128 sub-iterations as we run
our experiments such that our target methods compile at the first attempt, also
with compilation hotness level ‘hot’. If we run our microbenchmark without these
specific conditions, then the OpenJ9 autovectorization process initiates after one
million iterations and we do not observe this anomaly in that case.

Future scope of this research includes in-depth analysis of the autovectorization be-
havior of OpenJ9 depending on the availability of hardware performance counters,
implementation of more SIMD instructions in the OMR code generator, and using
the proposed Java Vector API and SIMD intrinsics, leveraging OMR SIMD sup-
port. With the increasing interest on AArch64 based microprocessors of large tech
conpanies [20, 21|, we expect that the necessary hardware performance counters
will be available in the near future for newer microprocessors. This will pave the
way to analyze the performance caveats of the autovectorization process in depth
on AArch64. Furthermore, there is a large number of advanced AArch64 SIMD
instructions, including ADDP, AESE/ AESD, BFDOT, and BIC, that can be im-
plemented in OMR. These instructions will enable vectorization for more advanced
operations, including advanced vector addition, AES encryption/ decryption, vector
dot product, and bit-wise bit clear operations. Lastly, the proposed Java Vector
API and SIMD intrinsics can take advantage of our SIMD support in OMR. These

procedures are manual approaches of vectorization, and they can utilize OMR tree
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evaluators for SIMD instructions, which we implement, from OpenJ9. Therefore,
the addition of more advanced SIMD features on OMR and OpenJ9 will broaden
the opportunities for more investigation to accelerate the performance in resource

constraint environments.
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Appendix A

A.1 OMR Debug Configuration, and Build Com-

mands

o mkdir build/ && cd build/ && time emake — DCMAKE BUILD TY PE=
Debug — DOMRCOMPILER=1 — DOMRTEST COMPILER=1 —
DOMR_JITBUILDER=1 .. |& tee “$(date + "% FT%H %M _%S")-cmak—

e.log”
e make VERBOSE =1 |& tee “$(date + "%FT%H %M _%S”)_make.log”

o make test |& tee “$(date + "NFT%H %M _%S")-make.log”

A.2 Opend9 Configuration, and Build Commands

e bash configure ——with—cmake ——with—boot—jdk = [openj9omr [bootjd—
k11_aarch64 — —with — noncompressedrefs — —disable — warnings — as —
errors ——disable —warnings—as—errors—openj9 ——disable —warnings—

as — errors —omr |& tee “$(date + “NFT%H %M _%S")_cmake.log”

o make all |& tee “$(date + "%FT%H %M _%S")-make.log”
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A.3 Execution Times for VectorizationMicrobench-

mark Operations (1024 sub-iterations)
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Figure A.1: Vector Integer Subtraction Execution Time Comparison for SIMD
vs. non-SIMD Operations on AArch64
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e Md Alvee Noor. “MOVI (Imm) instruction implementation for 0.0”. Created
on: 2020-07-22. Merged on: 2020-07-24. (https://github.com/eclipse/

omr/pull/5421).

e Md Alvee Noor. “AArch64: Vector load-store, and add implementation”.
Created on: 2021-03-23. Merged on: 2021-03-30. (https://github.com/

eclipse/omr/pull/5872).
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