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Abstract

Ransomware remains one of the most disruptive forms of cyberattack due to its

ability to encrypt critical data, interrupt services, and impose severe operational

and financial damage across a wide range of digital environments. Although early

ransomware detection has attracted substantial research attention, achieving reliable

detection before execution remains difficult, particularly because many high-performing

approaches depend on dynamic analysis, runtime monitoring, or hybrid pipelines that

increase deployment overhead and may delay intervention until malicious behavior

has already begun. This challenge is further intensified by the continued evolution of

ransomware families and the need for detection mechanisms that are not only accurate,

but also lightweight, safe, and practical for prevention-oriented deployment. To

address this problem, this thesis proposes a static multi-view framework for the early

detection of ransomware from Windows Portable Executable (PE) files by integrating

multiple complementary forms of static evidence, including numeric PE metadata,

tokenized textual artifacts, graph-derived import-relationship patterns, and rule-based

semantic tags. By preserving these views separately and combining them through

probability-level fusion, the framework is designed to capture richer discriminatory

signals than single-view static methods while avoiding the cost, risk, and operational

complexity associated with executing suspicious samples. Experimental results show

that static evidence alone can support very strong early-detection performance, with

the selected Text + Rule fusion achieving a validation ROC-AUC of 0.9989 and a
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PR-AUC of 0.9992, while held-out and family-wise evaluations further indicate strong

generalization across recent and diverse ransomware families. These findings show

that practical and deployment-efficient ransomware detection can be achieved in a

pre-execution setting through carefully designed static multi-view analysis.
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Chapter 1

Introduction

1.1 Introduction

Ransomware remains one of the most disruptive forms of cybercrime affecting enter-

prises, public institutions, critical services, and individual users. Modern attacks are

no longer limited to simple screen-locking behaviour; rather, many contemporary op-

erations combine rapid encryption, data theft, backup deletion, and extortion pressure

to maximize the victim’s dependence on the attacker. Recent threat intelligence and

academic surveys show that the ransomware ecosystem has remained highly active in

recent years, even as some financial indicators softened, which makes timely detection

a central cybersecurity challenge [1,13,14,18,26,62]. Recent threat-landscape reporting

further indicates that ransomware attacks increased by 355% between 2020 and 2025,

while more than 350 new ransomware strains and dozens of new ransomware and

extortion groups were observed in 2025 [25].

The difficulty of ransomware defense is not merely that malicious programs must be

identified, but that they must be identified early enough to prevent irreversible damage.

Once encryption begins at scale, recovery becomes significantly harder, even when

incident response mechanisms are available. For this reason, the study has increasingly
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shifted from post-incident forensics toward early detection mechanisms that aim to

stop ransomware before or at the very beginning of the attack process [12,13,32,74].

In practical settings, however, early detection is constrained by several competing

requirements: the detector should be accurate, fast, robust to previously unseen

families, computationally affordable, and safe to deploy.

Existing ransomware detection methods are commonly grouped into three broad

analytical paradigms: static analysis, dynamic analysis, and hybrid analysis. Dynamic

and hybrid approaches often achieve strong results because they observe runtime

behaviour such as API calls, file-system activity, registry changes, or kernel-level

traces. Nevertheless, such methods require execution, monitoring infrastructure, and

additional engineering overhead, and they may still be affected by evasion or delayed

behavioural manifestation [6, 9, 16, 27, 74]. Static analysis, in contrast, examines

executable files without running them, which makes it attractive for pre-execution

screening and deployment-efficient prevention [11,48,54,67].

This research is motivated by the view that early ransomware detection should not only

be effective, but also lightweight and practical. In other words, an effective detector

should make trustworthy decisions from file-centric evidence that is available before

execution, without depending on sandboxing, live instrumentation, or other runtime

evidence. Accordingly, this study investigates early ransomware detection through

static multi-view analysis of Windows Portable Executable (PE) samples. Rather

than relying on a single representation of an executable, the work explores whether

multiple complementary static views can provide richer evidence for distinguishing

ransomware from benign software while preserving the efficiency advantages of static

inspection.
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1.2 Background and Motivation

Ransomware is commonly divided into two major categories: locker ransomware, which

blocks access to the user interface or system functionality, and crypto-ransomware,

which encrypts files and demands payment for decryption. In practice, crypto-

ransomware has received the greatest attention because of its direct effect on data

availability and its severe operational and financial consequences. Over time, ran-

somware has also evolved from relatively isolated attacks into organized criminal

operations shaped by ransomware-as-a-service (RaaS) models, affiliate ecosystems,

and double-extortion strategies in which encryption is combined with data theft and

disclosure pressure [18,19].

From a defensive standpoint, the most desirable intervention point is as early as possible

in the attack lifecycle. If the malicious sample can be flagged before execution, or at

least before substantial attack preparation and encryption activity, the defender gains

a decisive advantage. This explains the strong research interest in early detection. Yet

the meaning of “early” varies across the literature. In dynamic studies, early detection

typically refers to identifying ransomware during the initial runtime window, such as

during pre-attack or pre-encryption behaviour, before large-scale file encryption or

destructive impact occurs [12, 13, 45]. In static studies, early detection is framed more

strictly as pre-execution or pre-deployment identification from executable-file evidence

alone, such as PE headers, imports, strings, and other static artefacts, without running

the suspicious sample [8, 54,68]. The present study adopts this second interpretation.

The MITRE ATT&CK framework provides a structured way to frame this early

stage by organizing adversary behaviour into tactics, techniques, and procedures

(TTPs). Within that framework, Initial Access represents the stage in which an

attacker attempts to obtain a foothold in the target environment. MITRE identifies

several relevant entry vectors under this tactic, including phishing (T1566), drive-

by compromise (T1189), exploitation of public-facing applications (T1190), valid
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accounts (T1078), and abuse of external remote services (T1133) [53]. This perspective

emphasizes that many attacks begin through recognizable early-stage behaviours before

large-scale encryption begins. In practical terms, phishing emails, malicious links or

attachments, exposed remote services, and unpatched internet-facing systems often

serve as the gateway through which ransomware operators or their affiliates first

establish access [19,24].

Official releases indicate that LockBit targeted over 2,000 victims worldwide, with

activity reported across critical infrastructure sectors and international victim en-

vironments; Hive victimized over 1,300 companies worldwide; ALPHV/BlackCat

compromised over 1,000 entities, nearly 75% of which were in the United States and

approximately 250 of which were outside the United States; Play affected approxi-

mately 900 entities; Black Basta impacted over 500 organizations; and Akira affected

over 250 organizations [20–24,65]. Because these figures come from different agencies

and reporting windows, they should be interpreted as illustrative public counts rather

than as a single normalized market-share measure. Even so, they clearly demonstrate

why family-aware and timely detection remains operationally important. Figure 1.1

summarizes these illustrative public victim counts and shows the relative public im-

pact of selected ransomware families. These reports further reinforce the operational

relevance of early intervention. CISA guidance on ransomware prevention organizes rec-

ommended defensive measures around common initial-access vectors such as phishing,

internet-facing vulnerabilities, and compromised credentials, while recent ransomware

advisories continue to document these same pathways in real incidents [19,24]. This

motivates a prevention-oriented viewpoint: if suspicious executables associated with

these early access pathways can be identified before execution, defenders may be able

to interrupt the attack before encryption, extortion, or destructive follow-on activity

takes place.

The motivation for focusing on static PE-based analysis is therefore twofold. First, PE

4



files expose a substantial amount of structural information before execution, including

header metadata, imported libraries and functions, section configuration, and other

artefacts that may reflect malicious intent or implementation patterns [7,52,54,68].

Second, a static detector aligns naturally with the earliest practical point of intervention

in the broader ATT&CK-informed attack chain, namely the stage immediately after

delivery and before meaningful execution [8, 11, 53, 67]. These observations suggest

that static analysis remains highly relevant, especially when the goal is to design a

detector that is fast, safe, and practical.

Family Illustrative public count Relative scale

LockBit > 2,000

Hive > 1,300

ALPHV/BlackCat > 1,000

Play ≈ 900

Black Basta > 500

Akira > 250

Figure 1.1: Illustrative public impact of selected ransomware families.

At the same time, a single static representation may be insufficient for robust detection.

Some studies use a PE header as a flat tabular feature source, while others transform

PE information into graphs or images for learning [48,54]. Although these approaches

are effective, they often emphasize one perspective of the executable at a time. The

central intuition behind the present study is that a multi-view static representation

can better exploit the diversity of evidence already available in PE samples. Such a

strategy is particularly appealing when the objective is to retain the low-overhead

advantages of static analysis while improving discriminative power and robustness.

1.3 Problem Statement

The core problem addressed in this study is how to build an early ransomware detector

that is simultaneously accurate, lightweight, and practical for pre-execution use.
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Existing dynamic and hybrid detectors often provide rich evidence, but they require

runtime observation, controlled execution environments, or system-level monitoring

components that increase deployment complexity [9, 12, 74]. Existing static detectors

are attractive for prevention-oriented settings, yet many rely on a narrow feature

space or a single representation of the executable, which may limit robustness when

ransomware families evolve or when one view becomes less informative [11,54,67].

Formally, let

D = {(xi, Vi, yi)}Ni=1

be a dataset of PE samples, where xi denotes a Windows executable,

Vi = {v(1)i , v
(2)
i , . . . , v

(m)
i }

denotes the set of static feature views extracted from that sample, and yi ∈ {0, 1}

denotes the class label, where 1 represents ransomware and 0 represents benign

software. Given an unseen PE sample xu and its corresponding static views Vu, the

objective is to learn a detection function

f : Vu → yu

that can distinguish ransomware from benign executables before execution, while

maintaining a feature extraction and inference process that remains lightweight enough

for practical deployment.

The problem is therefore not only one of classification accuracy. It also concerns

representation design and deployment efficiency. A detector that achieves strong

accuracy but depends on heavy preprocessing, complex runtime instrumentation, or

post-compromise evidence would not satisfy the intended scope of this research. This

research therefore studies whether multiple complementary static PE-based views can
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provide a more balanced solution to the problem of early ransomware detection.

1.4 Research Aim and Objectives

The overall aim of this study is to design and evaluate a static multi-view framework

for early ransomware detection using Windows PE samples. The study is guided by

the broader goal of identifying a detection strategy that remains practically lightweight

while still providing strong discriminative performance.

To achieve this aim, the research pursues the following objectives:

1. to position static multi-view analysis within the broader landscape of static,

dynamic, and hybrid ransomware detection approaches;

2. to construct a PE-based analytical pipeline that extracts multiple complementary

static views from ransomware and benign executable samples;

3. to investigate whether combining these views yields better early-detection per-

formance than relying on a single static representation alone; and

4. to examine the trade-off between detection effectiveness and deployment efficiency

in order to determine how lightweight a practical pre-execution detector can be.

1.5 Research Questions

The empirical study in this research is organized around the following questions (RQs):

1. RQ1: Which individual static feature views extracted from Windows PE files

provide the most informative evidence for early ransomware detection?

2. RQ2: Does combining multiple complementary static views improve detection

performance compared with single-view static representations?
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3. RQ3: To what extent can a lightweight pre-execution detector, built from com-

pact PE-based evidence, retain competitive ransomware detection performance?

4. RQ4: Which modelling strategy offers the best balance between detection

effectiveness, false-negative control, and computational efficiency for the proposed

static feature space?

5. RQ5: How robust is the proposed static multi-view framework when evaluated

on recent and family-diverse ransomware samples?

These research questions reflect the central concerns of the research: discriminative

feature design, complementarity across views, deployment-oriented lightness, and

robustness to contemporary ransomware variation.

1.6 Scope of the research

This research is intentionally scoped to remain consistent with the implemented

study design. First, the analytical focus is restricted to Windows Portable Executable

(PE) samples. Second, the research concentrates on static analysis only ; dynamic

execution, runtime API monitoring, kernel-level observation, network traffic inspection,

and sandbox-driven behaviour tracing are discussed only for comparative context

in the literature review and future direction. Third, the work is framed as an early

binary detection problem, namely the discrimination between ransomware and benign

executables before execution.

The scope of this research is therefore best described as follows: a prevention-oriented,

static, PE-based, lightweight early-detection study that investigates whether multi-

view file-centric evidence can support practical ransomware detection without requiring

runtime interaction with the sample.
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1.7 Summary of Contributions

The main contributions of this research are summarized as follows:

1. It frames early ransomware detection as a deployment-sensitive problem in which

accuracy must be balanced with lightness, safety, and pre-execution practicality.

2. It proposes a static multi-view analytical perspective for Windows PE samples,

motivated by the observation that different static views capture complementary

evidence about executable structure and intent.

3. It investigates the extent to which a compact PE-based feature space can support

competitive early ransomware detection without relying on runtime traces or

other post-launch evidence.

4. It provides a foundation for future extensions toward richer hybrid defenses,

while clearly separating such future directions from the static-only scope of the

present work.

1.8 Research Organization

The remainder of this research is organized as follows:

1. Chapter 2 — Literature Review reviews the most relevant literature on ran-

somware detection, including static, dynamic, and hybrid analytical paradigms,

and positions the research within the current research landscape.

2. Chapter 3 — Methodology presents the proposed static multi-view frame-

work, including sample collection and dataset construction, feature extraction

pipeline, representation design, and learning workflow.

9



3. Chapter 4 — Experiments and Results describes the experimental setup,

evaluation metrics, and empirical findings, and discusses the implications of the

obtained results.

4. Chapter 5 — Conclusion and Future Work summarizes the major findings

of the research, discusses the limitations of the present study, and outlines

directions for future research.
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Chapter 2

Literature Review

2.1 Overview

This chapter reviews the literature most relevant to early ransomware detection

and positions the present thesis within that research landscape. The review is

organized around two complementary goals. The first is conceptual: to explain

the main analytical paradigms that dominate ransomware analysis, namely static

analysis, dynamic analysis, and hybrid analysis. The second is methodological: to

synthesize how recent studies have used these paradigms for early-stage detection,

zero-day generalization, drift robustness, and deployment-oriented defense. Rather

than presenting the literature as a sequence of isolated paper summaries, this chapter

adopts a thesis-oriented synthesis in which representative studies are discussed as part

of broader methodological trends.

Recent survey and review articles consistently show that ransomware detection research

has become more diverse in both feature design and evaluation strategy. The literature

now spans traditional file- and system-centric defenses, machine-learning and deep-

learning based classifiers, sequence models over runtime behavior, static Portable

Executable (PE) representations, zero-shot learning, uncertainty-aware prediction,
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and cross-modal fusion of static and dynamic evidence [1, 4, 13, 32]. At the same time,

these reviews converge on an important point: the usefulness of a detection method

depends not only on whether it can classify malicious samples accurately, but also on

when in the attack lifecycle it can produce a reliable signal. This timing dimension is

especially important for ransomware because the defensive value of detection declines

sharply once large-scale encryption has already started [1, 13,32].

Against that background, the present study is concerned with early ransomware

detection using static multi-view analysis. The purpose of the chapter is therefore

not merely to catalog prior work, but to show why a static, execution-free approach

remains relevant despite the strong performance of dynamic and hybrid systems.

The discussion begins with a high-level taxonomy of analytical paradigms and a

generalized ransomware lifecycle. It then examines static detection research, dynamic

early-detection research, and hybrid or cross-modal approaches in turn. The chapter

concludes by identifying the specific gap addressed by this thesis: the need for a

richer static PE-centered representation that preserves the operational simplicity of

pre-execution screening while reducing dependence on any single view of the executable.

2.2 Fundamental Perspectives on Ransomware

Analysis

2.2.1 Major Analytical Paradigms

The ransomware literature is commonly structured around three analytical paradigms:

static analysis, dynamic analysis, and hybrid analysis. This taxonomy recurs across

ransomware-specific surveys and broader malware-analysis reviews because it captures

the most fundamental distinction in detection design, namely how evidence is collected

and whether the suspicious sample must be executed to reveal discriminative behavior
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Static Analysis
(No Execution)

Evidence
PE headers, imports, strings,

entropy

Strengths
Fast, safe, low overhead

Limitations
Limited behavior,

obfuscation sensitivity

Dynamic Analysis
(During Execution)

Evidence
API calls, system events,

file/registry actions

Strengths
Rich behavior insight, real

execution visibility

Limitations
Higher cost, evasion, delayed

signals

Hybrid Analysis
(Static + Dynamic)

Evidence
Fusion of static and runtime

features

Strengths
Better coverage, improved

robustness

Limitations
Higher complexity, more

resources

Figure 2.1: Comparison of static, dynamic, and hybrid analysis paradigms for ran-
somware detection.

[1, 4, 13, 32]. Figure 2.1 summarizes these paradigms at a high level.

Static analysis operates before execution by inspecting properties of the executable

artefact itself. In ransomware research, this often means working with PE headers,

section information, import tables, embedded strings, entropy measures, byte-level

statistics, or transformed representations such as graphs and images. Its appeal lies

in safety and efficiency: malicious code need not be run, and feature extraction can

often be integrated into lightweight scanning or triage pipelines. These characteristics

make static analysis naturally suitable for early detection, especially when the goal

is to flag suspicious PE files before deployment or before user interaction. However,

the same strengths also define its weaknesses, since the method must infer malicious

intent without observing actual runtime behavior [4, 13].

Dynamic analysis, by contrast, relies on execution-time evidence. In ransomware

studies this usually involves monitoring filesystem changes, API calls, system calls,

registry activity, kernel events, or other behavioral traces. Dynamic approaches

are particularly attractive for pre-encryption defense because they can capture the

preparatory actions that often precede irreversible damage, such as environment checks,

key generation, shadow-copy deletion, sensitive API use, or anomalous file-access

patterns. The cost of this richer semantic information is operational: the sample

must run in a monitored environment, behavior collection introduces overhead, and
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anti-analysis strategies may suppress or delay the features on which the detector

relies [1, 13,32].

Hybrid analysis occupies the middle ground. Its central idea is that static and dynamic

evidence are complementary rather than mutually exclusive. Static features can provide

rapid, low-cost structural context, while dynamic features add behavioral semantics

that static inspection cannot directly observe. Recent work in ransomware detection

increasingly reflects this philosophy through static-informed runtime monitoring, cross-

modal feature fusion, and combined classification pipelines [5, 9, 72]. Even so, hybrid

systems typically inherit much of the data-collection and deployment complexity of

dynamic analysis, which means they may be more difficult to operationalize in settings

where pre-execution screening is preferred.

2.2.2 Ransomware Lifecycle and Detection Windows

The practical meaning of “early detection” becomes clearer when considered in relation

to the ransomware lifecycle. Although specific families differ in command-and-control

logic, encryption strategy, anti-analysis behavior, and extortion tactics, the broader

literature converges on a multi-stage pattern that begins with delivery or execution and

progresses through preparation, impact, and coercion [1, 13, 32,33]. For this research,

the lifecycle is treated not as a rigid sequence but as a set of detection opportunities.

Figure 2.2 illustrates this generalized ransomware lifecycle and highlights the points

at which different detection approaches may intervene.

This lifecycle perspective clarifies why detection studies often emphasize different

objectives even when they all claim to be “early.” A purely static PE-based classifier

aims to intervene before runtime begins or before the executable receives trust. A

dynamic early-detection model attempts to recognize the malicious process during

its preparatory behavior but before extensive file corruption occurs. File-system or

recovery-oriented systems may react slightly later, yet still remain useful if they can
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Delivery and
Launch

phishing,
drive-by
download,
initial

execution

→

Unpacking
and Setup

persistence,
privilege use,
anti-analysis

checks

→

Preparation

API activity,
key handling,

target
discovery

→

Impact

file access,
encryption,

backup deletion

Extortion and Aftermath: ransom note, payment demand, and in many
modern cases additional pressure such as data leakage threats.

Figure 2.2: Illustrative ransomware lifecycle.

identify destructive behavior quickly enough to preserve enough data for mitigation

or rollback [17, 43, 45, 46, 61]. Consequently, the choice of analytical paradigm is

inseparable from the detection window in which the method is intended to operate.

2.3 Static Analysis-Based Ransomware Detection

Static ransomware detection has undergone a clear methodological progression. Early

static work often relied on handcrafted PE attributes or manually selected metadata,

treating the executable as a structured container from which discriminative indicators

could be extracted. More recent studies have broadened this perspective by trans-

forming PE information into graph-based or graph-embedding representations [48],

image-like or convolutional representations [49,54], and reinforcement-learning based

decision policies [29], while also explicitly evaluating zero-day, zero-shot, or unseen-

family generalization [11, 68]. Even with these advances, however, much of the

literature still centers on a single dominant static representation, leaving room for

richer multi-view designs.
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2.3.1 PE Headers and Structural Metadata

A substantial body of recent work demonstrates that PE headers and related structural

metadata remain highly informative for ransomware detection. This line of research

is attractive because PE-header features are inexpensive to extract, stable across

many samples, and naturally aligned with pre-execution screening. Manavi and

Hamzeh showed that PE-header information can support both graph-based and

convolutional-neural approaches, indicating that the same structural source can be

exploited through multiple learning paradigms [48,49]. Moreira et al. further improved

PE-header based detection by transforming header information into an image-like

representation processed by an Xception convolutional architecture, reinforcing the

idea that structural metadata can be repurposed into forms more amenable to deep

learning [54].

This theme continues in later studies that push PE-centered detection toward more

demanding scenarios. Vehabovic et al. approached early ransomware detection and

attribution through a data-centric machine-learning pipeline built around static PE

evidence, highlighting the practical relevance of careful dataset curation and feature

engineering [67]. Deng et al. framed PE-header based detection as a reinforcement-

learning problem, suggesting that static classification can also be interpreted through

sequential decision policies rather than only fixed discriminative models [29]. Cen

et al. extended the static literature toward zero-day resilience with Zero-Ran Sniff,

where zero-shot learning was used to improve generalization to previously unseen

ransomware families [11]. More recently, Venckauskas et al. revisited static PE-header

features for zero-day attack detection and confirmed that carefully engineered PE

representations remain competitive even in contemporary ransomware settings [68].

A closely related preventive direction is reflected in Static-RWArmor, which further

illustrates that static Windows-oriented evidence can be operationalized not only for

classification but also for preventive screening design [8].
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Taken together, these studies establish an important point for this thesis: static

PE evidence is not merely a historical baseline, but an active and evolving research

direction. The literature shows that PE-header derived features can support traditional

machine learning, convolutional deep learning, graph-based modelling, reinforcement

learning, and zero-shot generalization. What remains less explored is whether multiple

complementary static views can be combined within a single execution-free framework

so that the classifier is not overly dependent on one representation alone.

2.3.2 Transformed Static Representations

Beyond directly using flat PE fields, researchers have increasingly transformed static

ransomware data into richer representational spaces. Graph-based approaches attempt

to encode relationships among structural components instead of treating PE features

as an unordered vector, thereby preserving some notion of internal organization [48].

Image-based approaches convert PE-header or byte-oriented information into visual

patterns that can be processed by convolutional architectures, exploiting the ability of

deep models to detect local and global structural regularities [49, 54]. These methods

are conceptually important because they show that static evidence can be made more

expressive without executing the sample.

A related trend is the movement from closed-set discrimination toward stronger

generalization objectives. Zero-shot learning, zero-day evaluation, and distribution-

shift awareness are now central concerns in the ransomware literature because the

threat landscape evolves quickly and fixed family taxonomies are often insufficient for

long-term robustness. Zero-Ran Sniff explicitly addresses this challenge by learning

relationships that support unseen-family detection [11]. Recent Applied Sciences work

on zero-day ransomware detection using static PE-header features reaches a similar

conclusion from a different angle: strong pre-execution screening remains possible, but

only when the representation and evaluation protocol are designed with generalization
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in mind [68].

These transformed static representations are promising, yet they also reveal a recurring

limitation in the literature. Most studies optimize a single primary view, such as

one graph construction, one image conversion, or one PE-header vector. This design

can produce strong results, but it risks narrowing the semantic diversity of the

detector. In practice, a PE sample contains multiple forms of static evidence at once,

including header fields, section-level characteristics, imports, strings, binary statistics,

and possible learned transformations. That observation motivates the multi-view

orientation of the present thesis.

2.3.3 Strengths and Remaining Limitations of Static Detec-

tion

The principal advantage of static analysis is operational. It permits pre-execution

inspection, reduces dependence on sandbox infrastructure, and is naturally suited to

scalable triage of suspicious binaries. These characteristics are especially appealing

for ransomware, where early rejection of a malicious executable may eliminate the

need to observe the encryption stage at all. The recent literature confirms that static

methods can achieve strong performance under carefully designed evaluation settings,

including attribution tasks, zero-shot learning, and zero-day detection [11,67,68].

At the same time, static methods still face well-known constraints. Packing, obfusca-

tion, tampering, and adversarial adaptation can weaken the visibility of meaningful

structure. More fundamentally, static analysis cannot directly observe the intent

expressed through execution-time behavior, such as staged encryption logic, delayed

activation, or context-dependent API usage. Even strong static studies often evaluate

one representational family at a time, leaving open the question of whether feature

diversity itself may improve robustness. For these reasons, the literature does not

suggest that static methods should replace dynamic ones universally; rather, it suggests
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that static detection remains highly valuable when safety, speed, and deployment

simplicity are central design goals.

2.4 Dynamic Analysis-Based Early Detection

Dynamic ransomware detection remains one of the most active research areas because

it allows the detector to observe behavior as the attack unfolds. Unlike static methods,

dynamic systems can exploit temporal information, behavioral intent, and the short

preparatory interval that often precedes widespread encryption. Recent studies vary

considerably in the level of instrumentation they require, ranging from API-call tracing

and real-time system-call monitoring to kernel-level observation, hardware-performance

counters, and uncertainty-aware deep models. Despite these differences, they share

a common objective: to detect the malicious process early enough that destructive

impact remains limited.

2.4.1 From File-Centric Defense to Pre-Attack Modelling

A useful starting point for dynamic literature is the earlier generation of file-centric and

system-centric ransomware defenses. UNVEIL, ShieldFS, PayBreak, and CryptoDrop

showed that ransomware could be identified or mitigated by focusing on file-access

patterns, suspicious modifications, and recovery-oriented intervention near the onset of

encryption [17,43,46,61]. These systems were influential because they demonstrated

that ransomware leaves measurable traces before or during damage, and that runtime

observation can therefore enable practical defense.

More recent work has shifted the emphasis further upstream toward the pre-attack

or pre-encryption phase. PEDA explicitly framed detection around pre-encryption

behavior, highlighting that protective value increases when the boundary between

preparation and large-scale encryption can be identified more precisely [45]. Alqahtani
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and Sheldon advanced this line of thinking through temporal correlation of crypto-

graphic API usage and I/O request packet activity, arguing that the pre-encryption

boundary should itself be treated as a modelling problem rather than assumed a

priori [2]. Their later eMIFS model continued this focus on early deterrence and

feature optimization in runtime settings [3]. Together, these studies make clear that

the quality of early detection depends not only on the classifier but also on how

effectively the behavioral observation window is defined.

At a finer semantic level, recent models increasingly focus on API sequences that occur

before overt encryption begins. Coglio et al. concentrated on pre-attack internal API

calls, showing that early-stage behavior can be sufficiently informative even before the

most visible destructive actions occur [16]. Davidian et al. employed deep learning over

runtime traces for early detection, reinforcing the value of sequence-aware modelling

in behavior-based ransomware analysis [27]. Cen et al. extended this direction in

RansoGuard by emphasizing sensitive pre-attack APIs and recurrent modelling, which

reflects a broader trend toward semantically selective runtime features rather than

indiscriminate trace collection [12]. The literature therefore suggests that dynamic

early detection has moved from coarse file corruption cues toward more structured

and predictive pre-encryption behavioral signatures.

2.4.2 System Calls, Kernel Events, and Alternative Runtime

Signals

Another major direction in dynamic research concerns the level at which behavior

is observed. Some studies operate at the system-call layer, where the detector sees

process interaction with the operating system in real time. Chew et al. showed that

system-call based ransomware detection remains viable in contemporary settings and

can provide fine-grained discrimination when timing and sequence information are

modeled appropriately [15]. Other work moves deeper into the operating system.
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Ranker uses kernel-level behavioral analysis to capture more informative low-level

evidence, illustrating how early detection may benefit from visibility that is harder

for user-space evasion to conceal [74]. Such approaches typically improve semantic

fidelity, but they also increase instrumentation complexity and may limit portability.

Dynamic research has also broadened beyond standard API or system-call traces.

HiPeR demonstrated that hardware performance counters can support early ran-

somware detection, showing that malicious activity may leave detectable footprints

even at the microarchitectural monitoring level [6]. Ferdous et al. later proposed

image-based dynamic features and transfer learning, indicating that transformed

behavioral representations can be useful not only in static PE analysis but also in

runtime modelling [33]. In a related operational direction, Enomoto et al. targeted

CPU-optimized ransomware by monitoring encryption instructions, illustrating that

fine-grained execution semantics can be used not only for detection but also for early

mitigation [30]. These studies collectively highlight that dynamic evidence is not

limited to one canonical feature space; instead, the literature increasingly explores

multiple observation levels in search of earlier and more robust behavioral signals.

2.4.3 Robustness, Uncertainty, and Behavioral Drift

As dynamic models become more sophisticated, the literature also pays greater

attention to robustness. One reason is that behavior-based detectors often assume

relatively stable execution patterns, whereas real ransomware families may evolve

their API usage, pacing, or evasion logic over time. Urooj et al. made this issue

explicit by studying behavioral drift and addressing it through weighted generative

adversarial augmentation, thereby treating temporal change in ransomware behavior

as a first-class problem rather than a secondary nuisance [66]. Gazzan and Sheldon

explored uncertainty and calibration quality in deep ransomware detectors, suggesting

that confidence estimation is an important component of operationally trustworthy
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behavior-based defense [36]. Recent Future Internet work on polymorphic ransomware

likewise reinforces the importance of robustness-oriented deep-learning design when

adversarial variation and family evolution are taken seriously [35]. XRan and related

explainability-oriented work further indicate that dynamic deep-learning systems are

increasingly expected to provide not only strong detection but also interpretable or

auditable decision support [39].

This emphasis on robustness underscores both the power and the fragility of dynamic

detection. Runtime analysis can expose behavior that static inspection cannot see,

yet its success depends on stable observation windows, representative execution

environments, and manageable levels of drift. These constraints help explain why

dynamic systems often report strong experimental results while still posing practical

deployment challenges in large-scale pre-execution screening scenarios.

2.5 Hybrid and Cross-Modal Approaches

Hybrid ransomware detection attempts to combine the best aspects of static and

dynamic analysis. The underlying argument is straightforward: static evidence offers

low-cost structural context, while dynamic evidence contributes behavioral semantics.

When these signals are fused effectively, the resulting detector may generalize better

or become less dependent on the weaknesses of any single modality.

This idea appears in several recent forms. RWArmor explicitly uses static knowledge

to inform dynamic analysis for early detection of cryptographic Windows ransomware,

demonstrating that the relationship between static and dynamic evidence can be

more interactive than simple feature concatenation [9]. Yamany et al. proposed a

broader fusion perspective by combining static and dynamic analysis with visualization,

reflecting the continuing interest in multi-representational pipelines for ransomware

classification [72]. More recently, RansomFormer introduced a cross-modal transformer
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architecture that fuses byte-level and API-based information, illustrating how modern

representation learning can integrate evidence from both executable content and

runtime behavior within a unified deep-learning framework [5].

From a design standpoint, hybrid approaches are attractive because they can recover

behavioral context without giving up all of the efficiency of static pre-screening.

However, the literature also shows that such systems inherit substantial operational

complexity. They typically require both reliable PE parsing and robust runtime

monitoring, and they must resolve issues of temporal alignment, feature compatibility,

and system overhead. For organizations or workflows that prioritize fast and safe

triage of suspicious PE files before execution, a purely static framework may remain

preferable even if a hybrid method could, in principle, extract richer evidence.

2.6 Synthesis of Methodological Trends

When read comparatively, the literature reveals several broad trends that are especially

relevant to this thesis.

First, ransomware detection research has moved beyond simple in-sample classification

toward stronger notions of generalization. Zero-shot learning, zero-day evaluation,

drift-aware modelling, and uncertainty-aware prediction have become increasingly

common because researchers recognize that ransomware evolves faster than many

traditional closed-set benchmarks can represent [11, 36, 66, 68]. This shift implies that

the research question is no longer only whether a model can detect known samples,

but whether its evidence representation remains discriminative under family novelty

and temporal change.

Second, the field increasingly favors richer feature representations. Static studies have

expanded from flat PE vectors to graphs, images, and other learned representations

[48, 54]. Dynamic studies have similarly broadened from coarse file-manipulation
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indicators to API semantics, system-call sequences, kernel events, hardware counters,

and transformed behavioral images [6, 15, 33, 74]. Hybrid work extends this trajectory

further by attempting explicit cross-modal fusion [5, 9]. This trend indicates that

representational diversity is now central to state-of-the-art ransomware detection.

Third, high-performing methods often depend on increasingly strong deployment

assumptions. Many dynamic and hybrid systems require sandboxing, continuous

endpoint monitoring, kernel instrumentation, or specialized trace collection. These

assumptions may be acceptable in research environments or high-resource settings,

but they are not cost-free. For early triage of suspicious PE files, an execution-

free method still offers substantial practical advantages. The literature therefore

does not eliminate the case for static analysis; instead, it reframes the problem

as how to make static evidence rich enough to remain competitive in contemporary

detection settings. A further observation is that high-performing ransomware-detection

studies differ substantially in computational and deployment complexity. Classical

static ML models over PE metadata or sparse token representations, such as logistic

regression, linear SVMs, Naive Bayes, random forests, and extra-trees ensembles,

are commonly used with tabular or sparse feature spaces and can be implemented

as relatively compact decision functions compared with deep neural architectures

[10,34,37,41,42,51]. In ransomware detection, such models are especially attractive for

static PE analysis because they operate on features extracted from the executable file

without requiring execution of the suspicious sample [7, 47, 67,68]. In contrast, CNN-

based PE representations introduce deep convolutional inference over transformed

executable features [49, 54], RNN-based ransomware detectors require sequential

runtime API or behavioural traces [12, 16, 27], graph embedding or graph neural

approaches add structural representation-learning overhead [38, 40,44, 48], and hybrid

or cross-modal transformer methods require multimodal fusion and/or runtime evidence

collection [5, 9, 72]. This distinction is important for RQ3 because the present study
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does not evaluate accuracy alone; it also asks whether a lightweight pre-execution

detector can retain competitive ransomware-detection performance while avoiding the

deployment cost of heavier dynamic or deep architectures [4, 13,32].

2.7 Research Gaps and Positioning of the Thesis

The literature reviewed above makes clear that substantial progress has been achieved

in ransomware detection, yet several gaps remain highly relevant to the present work.

The first gap concerns representation breadth in static detection. Although recent

PE-based studies show that static screening can support strong early and even zero-day

detection, many of these systems emphasize a single primary representation, such as one

PE-header vector, one graph construction, or one image transformation [11, 48, 54, 68].

This leaves an important question open: whether combining multiple complementary

static views of the same PE sample can improve robustness and reduce dependence

on one representational bias.

The second gap concerns the operational cost of runtime dependence. Dynamic and

hybrid methods often report strong pre-encryption performance, especially when

they model sensitive APIs, system calls, kernel events, or fused runtime signals

[5,9,12,15,16,74]. However, these gains come with monitoring overhead, infrastructure

requirements, and potential vulnerability to anti-analysis or behavioral drift. This

creates a continuing need for approaches that can deliver meaningful early warning

before execution or without requiring the suspicious sample to run.

The third gap concerns evaluation realism. Recent survey literature repeatedly notes

challenges related to limited datasets, family novelty, inconsistent benign baselines, and

the difficulty of maintaining model quality under distribution shift [1, 13, 32]. Contem-

porary research increasingly acknowledges these concerns through zero-day settings,

uncertainty-aware modelling, and drift-focused evaluation, yet there remains room
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for further study of whether richer static evidence can support robust discrimination

across more diverse and recent ransomware samples.

These observations position the present thesis clearly. This study focuses on early

ransomware detection using static multi-view analysis of PE files. It is conceived as

an execution-free alternative to behavior-dependent methods, but not as a rejection

of the dynamic literature. Rather, the thesis addresses a complementary question:

how far early ransomware detection can be advanced before execution when multiple

static views are extracted and analyzed together from PE samples. Dynamic analysis

and other forms of runtime evidence remain important parts of the broader anti-

ransomware landscape, but they are outside the implementation scope of the present

study.

2.8 Representative Studies in Comparative Per-

spective

Table 2.1 summarizes representative studies cited throughout this chapter. The table

is not intended to be exhaustive; instead, it highlights how recent work differs in

analytical paradigm, detection stage, and representational choice.

2.9 Chapter Summary

This chapter reviewed the principal directions in contemporary ransomware-detection

research and organized them around the three dominant analytical paradigms of

static, dynamic, and hybrid analysis. The discussion first established that ransomware

detection is inseparable from the attack lifecycle and from the detection window

in which the defensive signal becomes available. Static methods are best aligned

with pre-execution screening, dynamic methods exploit pre-encryption behavior and
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Study ParadigmDetection
stage

Main evidence Representative contribution

Vehabovic et al. [67] Static Pre-
execution

Curated PE-based fea-
tures

Data-centric early detection and
attribution using static machine
learning over contemporary ran-
somware samples.

Manavi and
Hamzeh [48,49]

Static Pre-
execution

PE-header graphs and
CNN-ready PE repre-
sentations

Demonstrate that PE-header struc-
ture can be exploited through both
graph and convolutional learning
formulations.

Moreira et al. [54] Static Pre-
execution

Image-like PE-header
representation

Shows that transformed PE-header
images can improve static ran-
somware discrimination with deep
convolutional models.

Deng et al. [29] Static Pre-
execution

PE-header decision
policy

Recasts static ransomware detec-
tion as a reinforcement-learning
problem over PE-header evidence.

Cen et al. [11] Static Pre-
execution /
zero-day

Zero-shot static repre-
sentation

Extends static detection toward
unseen-family and zero-day scenar-
ios.

Venckauskas et al.
[68]

Static Pre-
execution /
zero-day

Static PE-header fea-
tures

Confirms the continued strength of
PE-centered zero-day screening in
recent ransomware settings.

Coglio et al. [16] Dynamic Pre-attack Internal API calls Focuses on semantically meaningful
early APIs before overt encryption
behavior emerges.

Chew et al. [15] Dynamic Early run-
time

Real-time system calls Demonstrates fine-grained ran-
somware detection through system-
call monitoring.

Anand et al. [6] Dynamic Early run-
time

Hardware performance
counters

Shows that low-level hardware mon-
itoring can also expose early ran-
somware activity.

Zhang et al. [74] Dynamic Early run-
time

Kernel-level behavior Strengthens behavioral detection
through lower-level runtime visibil-
ity.

Cen et al. [12] Dynamic Pre-attack
/ pre-
encryption

Sensitive API se-
quences

Highlights the value of selective
API semantics and recurrent mod-
elling for earlier behavioral detec-
tion.

Urooj et al. [66] Dynamic Pre-
encryption
robustness

Drift-aware behavioral
traces

Treats behavioral drift as a cen-
tral challenge in maintaining early-
detection performance over time.

Ayub et al. [9] Hybrid Pre-
encryption

Static-informed dy-
namic evidence

Illustrates how static knowledge
can guide runtime analysis for ear-
lier and stronger detection.

Yamany et al. [72] Hybrid Classification
pipeline

Static + dynamic + vi-
sualization

Presents a broader fusion perspec-
tive for ransomware representation
and classification.

Alzahrani et al. [5] Hybrid
/ cross-
modal

Detection
and fusion

Byte and API features Uses transformer-based cross-
modal fusion to combine executable
content with runtime semantics.

Table 2.1: Representative studies in recent ransomware-detection literature.

runtime semantics, and hybrid approaches attempt to combine the strengths of both.

The literature synthesis also showed that recent research is shaped by several broader
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trends: stronger concern for zero-day generalization and distribution shift, increasing

reliance on richer representations, and a growing tension between detection power and

deployment complexity. Within that landscape, static PE-based detection remains

a relevant and active area, especially when the goal is safe, fast, and execution-free

triage of suspicious binaries. However, much of the static literature still centers on a

single dominant representation. This observation motivates the present thesis, which

investigates whether a static multi-view analysis framework can provide richer evidence

for early ransomware detection without depending on runtime monitoring.
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Chapter 3

Methodology

3.1 Overview

This chapter describes the methodology used to investigate early ransomware detection

from Windows Portable Executable (PE) files through static multi-view analysis. The

study is intentionally prevention-oriented and pre-execution. No sample is executed,

no sandbox trace is collected, and no runtime network evidence is used in the main

detection pipeline. Instead, each sample is converted into a structured PE JSON

report and represented through four complementary static views: a numeric PE view,

a text view, a graph-oriented view, and a rule-tag view.

The central idea is that a single executable exposes different kinds of evidence at the

same time. Compact PE statistics capture global structure, text-like tokens retain

lexical and import-related regularities, graph-derived descriptors preserve relationships

among imported components, and rule tags summarize analyst-style suspicious cues.

Preserving these views separately before fusion makes it possible to compare their

individual contribution, evaluate different view combinations, and measure whether

fusion improves early ransomware detection in a statistically meaningful way [7,

11, 45, 47, 48, 54, 57, 60, 64, 67, 68]. Figure 3.1 summarizes the complete workflow,

29



from PE report generation and static view construction to view-specific learning,

probability-level fusion, and final decision.
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3.2 Research Design

The problem is formulated as supervised binary classification. Let xi denote a PE

sample and let

Vi = {v(num)
i , v

(text)
i , v

(graph)
i , v

(rule)
i } (3.1)

represent the four static views extracted from that sample. As shown in Equation 3.1,

each sample is represented through numeric, text, graph-oriented, and rule-tag views.

Each sample is assigned a label yi ∈ {0, 1}, where yi = 1 denotes ransomware and

yi = 0 denotes benign software.

The objective is to learn a detection function that predicts yi before execution. In

compact form, the supervised dataset can be written as

D = {(xi, Vi, yi)}Ni=1, (3.2)

where D contains N PE samples, their corresponding multi-view static representations,

and their binary labels. Equation 3.2 therefore defines the complete supervised learning

dataset used in this study.

The target is to learn a pre-execution decision rule

f : Vi 7→ ŷi, (3.3)

where ŷi is the predicted class of sample xi. Equation 3.3 emphasizes that the

classifier makes its prediction from the extracted static views rather than from runtime

behaviour. This separates the file itself from the multiple static representations derived

from it, which is consistent with the multi-view design adopted throughout the study.

Methodologically, the study proceeds in six stages:

1. collect ransomware and benign Windows PE samples and generate structured

PE reports;
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2. validate the reports, normalize labels, and remove problematic records;

3. construct four complementary static views from each curated report;

4. benchmark view-specific learners and select the strongest validation-time model

for each view;

5. evaluate all non-empty view combinations through probability-level fusion; and

6. assess both standard held-out performance and family-wise generalization.

This design directly supports the research questions stated earlier in the study. The

single-view experiments show which representations are strongest on their own, the

multi-view experiments test whether combining views helps, and the family-aware

protocol measures how well the learned signal transfers beyond a single random

train-test split.

3.3 Dataset Construction and Curation

3.3.1 Sample Acquisition

The curated corpus used in this study contains 2,912 PE samples. Among them, 1,677

are ransomware samples and 1,235 are benign Windows applications. The ransomware

portion was collected from MalwareBazaar1, a curated malware repository operated by

abuse.ch, and the ransomware collection focused only on active ransomware families

from the 2020–2025 period for which Windows PE samples were available, because

the scope of this research is static analysis of Windows Portable Executable files. The

benign portion was assembled from widely used Windows software distribution sources,

including CNET2, Softonic3, and SourceForge4, together with a smaller number of

1https://bazaar.abuse.ch/
2https://download.cnet.com/
3https://en.softonic.com/
4https://sourceforge.net/
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additional reputable Windows software sources.

After acquisition, only valid PE binaries were kept. Non-PE downloads, corrupted

files, duplicates, and records that could not be converted into usable PE reports were

removed during curation. Table 3.1 summarizes the curated corpus used throughout

the study.

Table 3.1: Curated corpus used in the study.

Corpus part Count Primary source Notes

Ransomware PE
files

1,677 MalwareBazaar Windows PE samples collected between
2020 and 2025 from 34 ransomware fam-
ilies

Benign PE files 1,235 CNET Download, Softonic,
SourceForge, and other Win-
dows software sources

Legitimate Windows applications re-
tained after PE filtering and curation

Total curated cor-
pus

2,912 — Final dataset used for split-based eval-
uation and family-wise generalization

3.3.2 Family Mapping and Temporal Coverage

A family-mapping step was applied before feature extraction so that the ransomware

subset would remain family-diverse but internally consistent. Signature aliases were

aligned to normalized family names, missing and malformed records were inspected,

and duplicate SHA-256 rows were removed. After curation, the dataset retained 34

ransomware families with no remaining ransomware rows missing a family label.

Table 3.2 reports the final family-by-year distribution. The table is included because

the temporal spread of the corpus is important for interpreting the evaluation results.

Some families are concentrated in one or two years, whereas others span multiple

years and therefore contribute more varied static evidence.

Although most families contribute multiple samples, a few families are represented

by only one or a very small number of PE samples. These rare-family samples

were retained because the purpose of the main dataset was not to estimate family-

specific performance for every individual family, but to construct a diverse static PE

corpus covering active ransomware families observed during the 2020–2025 period.
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Removing valid PE samples from rare but active families would make the corpus

less representative of the long-tail nature of the ransomware ecosystem, where some

families are much less frequently available in public repositories than others.

The inclusion of rare-family samples can still be useful at the binary detection level

because different ransomware families may share overlapping static indicators, such

as suspicious import patterns, section-level irregularities, high-entropy regions, file-

operation tokens, command-execution artefacts, registry-related indicators, or recovery-

suppression cues. Therefore, even a small number of valid samples may contribute

additional variation to the ransomware class. However, no family-specific conclusions

are drawn from families with only one or very few samples. For this reason, the

leave-one-family-out evaluation in Section ?? is restricted to families with sufficient

sample support.

3.3.3 PE Report Generation and Quality Control

Each sample was converted into a structured PE JSON report before feature extrac-

tion. These reports preserved the information needed to support both numeric and

sparse representations, including header fields, section metadata, import and export

information, string-derived evidence, file size statistics, entropy summaries, and related

PE attributes that are standard in Windows PE parsing and analysis [52].

A report-curation step was then applied to ensure data quality. Malformed or unread-

able reports were removed. This step supports defensible experimental comparison in

addition to accurate classifier training. If the underlying reports are inconsistent, any

apparent gain from multi-view fusion can be misleading.
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3.4 Static Multi-View Feature Construction

The curated PE reports were transformed into four complementary static views, as

summarized in Table 3.3.

Table 3.3: Static views constructed from each PE report.

View Raw evidence Representation Primary role

Numeric PE view File size, section counts, entropy
statistics, import and export counts,
header indicators, signature flags,
and related scalar descriptors

Compact numerical vec-
tor

Captures global struc-
tural properties of the ex-
ecutable

Text view PE-related tokens derived from
strings, imports, section names, se-
lected header attributes, and normal-
ized textual artefacts

Sparse token vector Preserves lexical and
import-related patterns
that are diluted in scalar
summaries

Graph view Import relationships and graph-
derived descriptors, encoded through
WL-style graph tokens and related
structural cues

Sparse graph-oriented
vector

Retains structural or-
ganization among im-
ported components

Rule-tag view Lightweight semantic indicators such
as file operations, registry ac-
cess, shell invocation, anti-analysis,
shadow copy deletion, and similar
cues

Sparse tag vector Provides high-level sus-
picious behaviour indica-
tors in compact form

3.4.1 Numeric PE View

The numeric view is a compact tabular representation of PE metadata. It contains

scalar or binary descriptors such as file size, section counts, entropy summaries,

packer hints, signature-related indicators, and import statistics. Formally, the numeric

encoder produces a dense vector

z
(num)
i = [xi1, xi2, . . . , xidnum ]

⊤ ∈ Rdnum ,

where each component xij is a scalar PE-derived attribute, for example section count,

mean section entropy, import count, or signature flag. This view is lightweight,

fast to process, and naturally compatible with classical tree-based learning. Recent

PE-based ransomware studies report that such compact structural descriptors can

already provide strong discriminatory signal when the underlying dataset is curated
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carefully [29,54,68].

3.4.2 Text View

The text view reorganizes multiple PE attributes into a tokenized intermediate repre-

sentation. Instead of treating strings, imports, and section names as isolated fields,

they are converted into a shared sparse representation that preserves lexical regularities

and local co-occurrence patterns. In implementation terms, this branch is vectorized

with a TF–IDF style mapping over unigram and bigram tokens. For token tj in sample

xi, the corresponding feature weight can be written as

z
(text)
ij = tf(tj, xi) · log

N + 1

df(tj) + 1
,

where tf(tj, xi) is the term frequency of token tj in sample xi and df(tj) is the number

of samples containing that token. The resulting text vector

z
(text)
i ∈ Rdtext

is sparse and high-dimensional. This view is intended to capture recurring textual

artefacts that are often useful for early detection but are not well represented by

aggregated scalar counts alone, which is consistent with established sparse text-

representation practice in information retrieval and text classification [41,50,51].

3.4.3 Graph View

The graph view captures structural relationships through import-oriented graph

descriptors encoded with a Weisfeiler-Lehman (WL) style representation. Let Gi =

(Ui, Ei) denote the import-oriented graph derived from sample xi, where Ui is the

node set and Ei is the edge set. After WL relabeling, the graph is mapped into a
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sparse token-count representation

z
(graph)
i = [ci(g1), ci(g2), . . . , ci(gdgraph)]

⊤,

where ci(gj) counts the occurrence of WL token gj in the relabeled graph representation

of sample xi. In this study, WL is used as a graph representation mechanism rather

than as a standalone final classifier. The graph-derived tokens are later passed to sparse

classifiers in the same way as other token-based views. This makes the graph branch

lightweight enough for the static setting while still preserving structural information

that is lost in a flat import list [48,63].

3.4.4 Rule-Tag View

The rule-tag view is a compact semantic layer derived from suspicious static cues.

Tags indicate the presence of artefacts related to file operations, command execution,

registry access, service manipulation, anti-analysis, shadow copy deletion, ransom-note

patterns, and similar signals. For a predefined tag vocabulary T = {τ1, . . . , τdrule}, the

encoded rule vector is

z
(rule)
ij = I[τj is triggered by xi],

so that

z
(rule)
i ∈ {0, 1}drule .

These tags are intentionally lightweight. Their role is not to replace detailed dynamic

analysis, but to provide an analyst-style summary that can complement the other

static views at negligible runtime cost.
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3.5 View-Specific Learning and Fusion

After feature construction, each view is encoded independently. Let ϕk(·) denote the en-

coder for view k ∈ {num, text, graph, rule}. For sample xi, the encoded representation

is

z
(k)
i = ϕk

(
v
(k)
i

)
.

The numeric branch produces a compact dense vector, whereas the text, graph, and

rule branches produce sparse vectors.

A view-specific learner hk(·) is trained on each encoded representation to obtain a

probability estimate

p
(k)
i = hk

(
z
(k)
i

)
∈ [0, 1].

In this study, the probability estimate p
(k)
i is interpreted as the estimated probability

that sample xi belongs to the ransomware class under view k, that is, P (yi = 1 | z(k)i ).

The training labels themselves remain binary class labels: ransomware samples are

assigned yi = 1 and benign samples are assigned yi = 0. They are not manually treated

as fixed probability values during inference. Instead, the learner uses these binary

labels to estimate a probability or score from the encoded feature representation.

For classifiers that natively provide probabilistic outputs, such as logistic regression,

Naive Bayes, tree ensembles, or log-loss based SGD models, the positive-class output

from predict proba is used directly as p
(k)
i . Here, the positive class is the ransomware

class, so the value passed to the fusion layer is the model-estimated probability for

yi = 1.

For classifiers that do not natively produce class probabilities, such as linear SVM

models, the raw decision score is first converted into a probability estimate through

supervised probability calibration. In practical terms, the classifier first produces a real-

valued margin or decision score, and a calibration model then learns a mapping from

that score to an estimated probability using labelled calibration data. This is commonly
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done with sigmoid or related calibration methods, where the calibrated output can be

interpreted as an estimate of P (yi = 1 | z(k)i ) [55,73]. In the implemented pipeline, this

calibration step is applied through the standard calibrated-classifier interface provided

by scikit-learn [56]. The resulting calibrated positive-class probability is then used in

the same way as a native predict proba output during probability-level fusion. The

study does not assume that the same model family is optimal for all views. Instead,

each view is benchmarked against a view-appropriate set of candidate learners, and

the strongest validation-time learner is retained for later fusion experiments. The

candidate set combines regularized linear models, sparse large-margin learners, and

tree ensembles that are widely used in applied machine learning for sparse and tabular

data [10,34,37,42,56].

For any non-empty subset of views C ⊆ {num, text, graph, rule}, the probability-level

fusion vector is

s
(C)
i =

[
p
(k)
i

]
k∈C .

When |C| = 1, the corresponding base learner itself provides the final decision. When

|C| > 1, the implemented fusion stage uses stacked generalization with a logistic-

regression meta-learner. Logistic regression is used here because the fusion layer does

not operate on the original high-dimensional feature spaces; instead, it combines only

a small vector of view-level probabilities. In that setting, logistic regression provides a

compact, stable, and interpretable way to learn how much weight should be assigned

to each view while still producing a fused probability-like score for the final decision.

In that case, the meta-score can be written as

η
(C)
i = β

(C)
0 +

∑
k∈C

β
(C)
k p

(k)
i ,
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and the fused ransomware probability is

p̂
(C)
i = σ

(
η
(C)
i

)
=

1

1 + e−η
(C)
i

.

The final label is then obtained through a thresholding rule

ŷ
(C)
i = I[p̂(C)

i ≥ τ ],

where τ is the operating threshold. In the validation-time comparison of view com-

binations, τ = 0.50 is used so that all combinations are evaluated under the same

default decision rule; operating-threshold adjustment is treated separately within the

experimental protocol. Because the study uses four principal views, a total of

4∑
m=1

(
4

m

)
= 15

view combinations are available for comparison.

This probability-level design keeps the fusion stage compact and interpretable. Rather

than concatenating all raw features into a single monolithic vector from the outset,

the study first allows each view to learn its own representation and only then fuses

view-level evidence. Using view-level probabilities in this way is also consistent with

established work on stacked generalization and calibrated probability estimation

[55,69,73].

3.6 Experimental Protocol

3.6.1 Data Splits

The main evaluation uses three disjoint partitions: a fit split, a validation split, and

a held-out test split. The fit split is used to train the view-specific learners, the
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validation split is used for model selection and operating-threshold tuning, and the

held-out test split is reserved for final reporting only once. In practical terms, the split

is created in two stages. First, a stratified test partition is separated from the full

corpus. Second, the remaining training portion is divided again into fit and validation

subsets. This design ensures that the final reported test performance is based on

samples that were not used during either training or validation-time decision making.

Table 3.4 shows the class distribution across the fit, validation, and held-out test

partitions.

Table 3.4: Main split counts used in the experiments.

Split Benign Ransomware Total

Fit 790 1,073 1,863

Validation 198 268 466

Test 247 336 583

3.6.2 Model Selection

The candidate learners are compared on the validation split. For the numeric view,

the candidate set includes linear baselines and tree ensembles. For the sparse text,

graph, and rule views, the candidate set focuses on sparse linear learners and Naive

Bayes variants. The selected validation-time model for each view is the one that

provides the strongest overall ranking performance on the validation partition. In

this study, model selection is driven primarily by ROC-AUC and PR-AUC because

those measures are threshold-independent and therefore more appropriate for fair

comparison across different views and learner families. Precision, recall, F1-score,

and accuracy are also retained because they remain useful for interpreting the prac-

tical behaviour of the selected models under a fixed operating threshold. For the

numeric PE view, the candidate set was implemented using classical tabular machine-

learning models with fixed initialization settings for reproducibility. All randomized
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learners used a common random seed of 42. Logistic regression and linear SVC

were preceded by standard scaling using StandardScaler(with mean=False) be-

cause these margin-based and linear models are sensitive to feature scale. Logistic

regression was initialized with max iter=5000 and class weight=balanced. The

linear SVC model was initialized with class weight=balanced and then wrapped

in CalibratedClassifierCV with sigmoid calibration and three-fold cross-validation

so that probability-like outputs could be compared with the other models. The

k-nearest-neighbour baseline used k = 7 neighbours and the same standard-scaling

step. The decision-tree baseline used class weight=balanced and the fixed random

seed. The random-forest and extra-trees ensembles used 600 and 800 trees respec-

tively, class weight=balanced subsample, n jobs=-1, and the same random seed.

Gradient boosting and AdaBoost were included as additional boosting baselines with

the fixed random seed and otherwise default scikit-learn settings. Gaussian Naive

Bayes was included as a simple probabilistic baseline without additional scaling.

3.6.3 Family-Wise Generalization

Beyond the standard held-out split, the study includes a leakage-free leave-one-family-

out (LOFO) protocol over 18 ransomware families with sufficient sample support.

Families with only one or very few samples were retained in the main binary corpus

but were not used as independent LOFO test families, because such small groups

do not provide reliable family-level performance estimates. In each LOFO run, all

samples belonging to one family are excluded from training and used only for testing.

The benign subset is also kept disjoint between training and testing. This design

makes it possible to measure whether the detector is learning transferable malicious

signal rather than merely memorizing family-specific artefacts.
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3.6.4 Evaluation Metrics

All major experiments report precision, recall, F1-score, and accuracy. In addition,

ROC-AUC and PR-AUC are reported for ranking-based comparison. The confusion-

matrix terms used throughout this chapter are defined as follows:

• TP (true positive): a ransomware sample correctly predicted as ransomware.

• FP (false positive): a benign sample incorrectly predicted as ransomware.

• TN (true negative): a benign sample correctly predicted as benign.

• FN (false negative): a ransomware sample incorrectly predicted as benign.

Using these quantities, the threshold-dependent metrics are defined as:

Precision =
TP

TP + FP

Precision measures how many samples predicted as ransomware are actually ran-

somware.

Recall =
TP

TP + FN

Recall measures how many true ransomware samples are successfully detected.

Accuracy =
TP + TN

TP + TN + FP + FN

Accuracy measures the overall proportion of correctly classified samples.

F1 =
2 · Precision · Recall
Precision + Recall

The F1-score is the harmonic mean of precision and recall, so it summarizes the

balance between false alarms and missed ransomware.
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ROC-AUC =

∫ 1

0

TPR(FPR−1(u)) du

ROC-AUC summarizes how well the model ranks ransomware above benign samples

across all possible thresholds by tracing the trade-off between the true positive rate

and the false positive rate.

PR-AUC =

∫ 1

0

P (R) dR

PR-AUC summarizes the precision–recall trade-off across thresholds and is especially

informative when the practical concern is how reliably positive predictions correspond

to true ransomware detections.

This metric combination suits ransomware screening because false negatives are

operationally costly, while threshold-independent ranking metrics remain important

when selecting among competing models and view combinations [28,31,58].

3.7 Chapter Summary

This chapter presented the full methodology used in the study. It described how

ransomware and benign PE samples were collected and curated, how structured PE

reports were generated, how four static views were constructed, how view-specific

learning and fusion were organized, and how the experimental protocol was designed

to support both standard held-out evaluation and family-wise generalization. The

next chapter presents the empirical results obtained from this methodology.
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Chapter 4

Experiments & Results

4.1 Overview

This chapter presents the empirical results obtained from the static multi-view ran-

somware detection pipeline. The discussion is organized in four stages. First, each view

is benchmarked independently so that the strongest validation-time learner can be

identified for the numeric, text, graph, and rule-tag branches. Second, all non-empty

view combinations are compared to determine whether fusion improves performance.

Third, the selected fusion model is evaluated on the held-out test set and compared

with the strongest numeric baseline. Fourth, family-wise generalization is assessed

through a leakage-free leave-one-family-out protocol.

Unless stated otherwise, model selection is based on the validation split. ROC-AUC

and PR-AUC are treated as the primary ranking criteria during model selection, while

precision, recall, F1-score, and accuracy are used to interpret the practical operating

characteristics of the selected models.
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4.2 View-Specific Model Learning

4.2.1 Numeric View

Table 4.1 compares the candidate learners tested on the numeric PE view. ExtraTrees

achieved the strongest validation-time ranking performance and was therefore retained

as the representative numeric model for later comparisons.

Table 4.1: Numeric-view validation results.

Model ROC-AUC PR-AUC Precision Recall F1 Accuracy

ExtraTrees 0.9949 0.9972 0.9777 0.9813 0.9795 0.9764

Random Forest 0.9946 0.9970 0.9886 0.9739 0.9812 0.9785

AdaBoost 0.9909 0.9942 0.9886 0.9701 0.9793 0.9764

Gradient Boosting 0.9898 0.9915 0.9811 0.9664 0.9737 0.9700

Calibrated Linear SVC 0.9817 0.9892 0.9883 0.9440 0.9656 0.9614

Logistic Regression 0.9815 0.9892 0.9844 0.9403 0.9618 0.9571

k -NN (k = 7) 0.9765 0.9784 0.9509 0.9403 0.9456 0.9378

Decision Tree 0.9516 0.9393 0.9491 0.9739 0.9613 0.9549

Gaussian NB 0.8654 0.9295 0.5718 0.9366 0.7100 0.5601

The models were chosen to cover several standard learning behaviours for compact

numeric PE features. Logistic regression and calibrated linear SVC provide regularized

linear decision boundaries, Gaussian Naive Bayes provides a simple probabilistic

baseline, k-NN tests a local neighbourhood assumption, and the decision tree provides

a single-tree non-linear baseline. Random Forest and ExtraTrees evaluate bagged tree

ensembles, while Gradient Boosting and AdaBoost provide boosting-based alternatives.

This range of models was used so that the numeric PE view was not evaluated with

only one learner family.

Although Random Forest produced a marginally higher F1-score and accuracy at

the default threshold, ExtraTrees ranked slightly higher in ROC-AUC and PR-AUC.

Because the study uses ranking metrics for validation-time model selection, ExtraTrees

was retained as the numeric-view winner.
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4.2.2 Text View

Table 4.2 reports the validation-time results for the text view. The text branch proved

to be the strongest standalone representation in the study. SGD with log-loss achieved

the highest ROC-AUC and PR-AUC, while calibrated Linear SVC produced a slightly

higher default-threshold F1-score and accuracy.

Table 4.2: Text-view validation results.

Model ROC-AUC PR-AUC Precision Recall F1 Accuracy

SGD (log-loss) 0.9988 0.9992 0.9924 0.9739 0.9831 0.9807

Calibrated Linear SVC 0.9988 0.9992 0.9925 0.9888 0.9907 0.9893

Logistic Regression 0.9981 0.9987 0.9961 0.9552 0.9752 0.9721

Multinomial NB 0.9956 0.9970 0.9961 0.9552 0.9752 0.9721

This table already shows an important theme that reappears later in the study: the

model that ranks best by ROC-AUC and PR-AUC is not always the same model that

scores best at the fixed 0.50 threshold. The text view remains the strongest standalone

branch either way, but the exact winner depends on the selection criterion.

4.2.3 Graph View

Table 4.3 reports the graph-view results. The graph branch is less competitive than

the numeric and text branches in terms of ranking metrics, but it still achieves very

high precision and acceptable F1-score. This suggests that the graph view carries

useful structural signal even though it is not the strongest view on its own.

Table 4.3: Graph-view validation results.

Model ROC-AUC PR-AUC Precision Recall F1 Accuracy

Calibrated Linear SVC 0.9686 0.9744 0.9959 0.9104 0.9513 0.9464

Logistic Regression 0.9678 0.9734 0.9959 0.9030 0.9472 0.9421

Multinomial NB 0.9675 0.9714 0.9959 0.9142 0.9533 0.9485

SGD (log-loss) 0.9650 0.9729 0.9959 0.9104 0.9513 0.9464

The graph-view results also illustrate the same trade-off. Calibrated Linear SVC

ranked first by ROC-AUC and PR-AUC and was therefore selected, but Multinomial
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NB delivered the best thresholded F1-score and accuracy. In practical terms, the

graph view is useful as a complementary branch rather than as a standalone winner.

4.2.4 Rule-Tag View

Table 4.4 shows the validation results for the rule-tag view. This view is the weakest

standalone branch, but it remains valuable because it captures semantically meaningful

ransomware cues in an extremely compact form.

Table 4.4: Rule-tag validation results.

Model ROC-AUC PR-AUC Precision Recall F1 Accuracy

SGD (log-loss) 0.9135 0.9205 0.9892 0.6828 0.8079 0.8133

Logistic Regression 0.9134 0.9203 0.9891 0.6791 0.8053 0.8112

Calibrated Linear SVC 0.9118 0.9193 0.9552 0.7164 0.8188 0.8176

Multinomial NB 0.7948 0.8834 0.9330 0.7276 0.8176 0.8133

The rule-tag branch is highly selective. Its precision remains very high, but recall is

much lower than that of the other branches. This pattern indicates that the rule-tag

signals are meaningful but incomplete; they become more valuable when fused with

stronger branches.

4.2.5 Cross-View Comparison

For convenience, Table 4.5 summarizes the validation-time winner in each implemented

view.

Table 4.5: Best validation-time learner in each view.

View Selected model ROC-AUC PR-AUC Precision Recall F1 Accuracy

Numeric ExtraTrees 0.9949 0.9972 0.9777 0.9813 0.9795 0.9764

Text SGD (log-loss) 0.9988 0.9992 0.9924 0.9739 0.9831 0.9807

Graph Calibrated Linear SVC 0.9686 0.9744 0.9959 0.9104 0.9513 0.9464

Rule tags SGD (log-loss) 0.9135 0.9205 0.9892 0.6828 0.8079 0.8133

Taken together, Tables 4.1–4.5 show that the text view is the strongest standalone

branch, the numeric view is a very close second, the graph view contributes high-

precision structural evidence, and the rule-tag view is best treated as a complementary

semantic branch.
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4.3 Validation-Time View Combination Analysis

All non-empty view combinations were evaluated after the view-specific winners had

been selected. Table 4.6 reports the validation-time results for all 15 combinations.

Table 4.6: Validation results across all non-empty view combinations.

View combination Views ROC-AUC PR-AUC Precision Recall F1 Accuracy

Text + Rule 2 0.9989 0.9992 0.9925 0.9813 0.9869 0.9850

Text only 1 0.9988 0.9992 0.9924 0.9739 0.9831 0.9807

Text + Graph 2 0.9983 0.9988 0.9924 0.9701 0.9811 0.9785

Text + Graph + Rule 3 0.9983 0.9988 0.9924 0.9701 0.9811 0.9785

Numeric + Text + Rule 3 0.9980 0.9988 0.9925 0.9888 0.9907 0.9893

Numeric + Text 2 0.9979 0.9987 0.9925 0.9888 0.9907 0.9893

Numeric + Text + Graph + Rule 4 0.9978 0.9987 0.9925 0.9888 0.9907 0.9893

Numeric + Text + Graph 3 0.9977 0.9987 0.9925 0.9851 0.9888 0.9871

Numeric + Rule 2 0.9964 0.9977 0.9705 0.9813 0.9759 0.9721

Numeric + Graph + Rule 3 0.9959 0.9974 0.9813 0.9776 0.9794 0.9764

Numeric only 1 0.9950 0.9971 0.9705 0.9813 0.9759 0.9721

Numeric + Graph 2 0.9947 0.9969 0.9813 0.9776 0.9794 0.9764

Graph + Rule 2 0.9781 0.9835 0.9960 0.9216 0.9574 0.9528

Graph only 1 0.9686 0.9744 0.9959 0.9104 0.9513 0.9464

Rule only 1 0.9135 0.9205 0.9892 0.6828 0.8079 0.8133

Two observations are immediately clear from Table 4.6. First, adding a second

complementary view produces the largest gain. The selected Text + Rule fusion

improves over the standalone text branch in both ROC-AUC and PR-AUC. Second,

adding more views does not guarantee a better ranking model. The strongest default-

threshold F1-score and accuracy are produced by Numeric + Text + Rule, Numeric +

Text, and the full four-view combination, all of which reach an F1-score of 0.9907 and

an accuracy of 0.9893 on validation. However, these combinations do not surpass Text

+ Rule in ROC-AUC and PR-AUC.

The full combination trend is visualized in Figure 4.1. The figure confirms that the

main performance gain occurs once a second view is added; after that point, the

ranking metrics change only slightly.

Figure 4.2 provides a complementary summary by showing the best score obtainable

at each fusion size. The curve makes the same pattern even clearer: the largest

improvement occurs when moving from one view to two views, after which the best

PR-AUC changes only marginally and the best F1-score plateaus.
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Figure 4.1: Validation ablation across view combinations.

Figure 4.2: Best validation score by number of fused views.

4.4 Held-Out Test Performance

The strongest numeric baseline remained an important reference point on the held-out

test set, even though the selected fusion model was chosen from validation. Table 4.7
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compares the numeric baseline with the selected Text + Rule fusion at its default

threshold and at the tuned validation-time operating threshold. The tuned threshold

was selected using the validation split only, not the held-out test set. Specifically,

the validation probabilities from the selected Text + Rule fusion model were swept

across candidate threshold values, and τ = 0.13 was chosen because it lay in the best

validation region for F1-score and balanced accuracy while improving ransomware

recall.

Table 4.7: Held-out test comparison of the main models.

Model / operating point ROC-
AUC

PR-
AUC

Precision Recall F1 Accuracy

ExtraTrees numeric baseline @ 0.50 0.9969 0.9980 0.9939 0.9732 0.9835 0.9811

Text + Rule fusion @ 0.50 0.9969 0.9978 0.9938 0.9583 0.9758 0.9726

Text + Rule fusion @ 0.13 0.9969 0.9978 0.9793 0.9851 0.9822 0.9794

The held-out test comparison is therefore more nuanced than a simple fusion is

always best conclusion. At the default threshold, the compact numeric baseline gives

the highest F1-score and accuracy. However, once the selected fusion is tuned on

validation, recall rises from 0.9583 to 0.9851, which is operationally important for early

ransomware screening. The tuned fusion also reduces the number of false negatives to

five, at the cost of seven false positives.

To make the threshold choice easier to interpret, Figure 4.3 shows the validation-time

threshold sweep used for the selected Text + Rule fusion. The figure shows that

F1-score and balanced accuracy peak in a short low-threshold plateau beginning at

0.13, while higher thresholds gradually sacrifice recall. This shows that the tuned

operating point is not an isolated or unstable choice; rather, it lies at the beginning of

the best validation region for the selected fusion model.

Figure 4.4 presents the held-out ROC and precision-recall curves for the selected fusion

model, and Figure 4.5 presents the confusion matrix at the tuned operating point.

The confusion matrix in Figure 4.5 makes the threshold trade-off concrete. At the

tuned operating point, 240 benign samples and 331 ransomware samples are classified
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Figure 4.3: Validation threshold sweep for the selected Text + Rule fusion model.

(a) ROC (b) PR

Figure 4.4: Test ROC and PR curves for the selected fusion model.

correctly, with only 7 benign samples flagged incorrectly and 5 ransomware samples

missed. For a prevention-oriented detector, this operating point offers a better

balance than the default-threshold fusion result: missed ransomware samples decrease

substantially, while the increase in benign alerts remains modest.

A prediction-level inspection of the tuned Text + Rule fusion errors was also conducted

during the experiments. The five false negatives were distributed across four ran-
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Figure 4.5: Tuned test confusion matrix for the selected fusion model.

somware families: two LockBit samples and one sample each from Conti, BlackBasta,

and MedusaLocker. One missed Conti sample was close to the operating threshold,

with a fused probability of 0.126967 compared with the threshold of τ = 0.13. The

remaining four missed ransomware samples received much lower probabilities, between

0.030388 and 0.047808, suggesting that they exposed weak ransomware evidence to

the selected Text + Rule representation.

The seven false positives were all benign samples. Five of them received moderate

ransomware probabilities between 0.191979 and 0.352599, which is consistent with

the use of a low recall-oriented threshold. However, two benign samples received very

high ransomware probabilities of 0.984364 and 0.987994. These two cases suggest that

some benign executables may contain static text or rule-tag indicators that closely

resemble ransomware-like artefacts. Since the exported error files contain prediction-

level metadata rather than the full extracted PE features, these observations should

be interpreted as an initial error inspection. A deeper feature-level analysis of imports,

strings, entropy, and rule tags would be needed to fully explain each individual

misclassification.
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4.5 Interpretation of Learned Signals

The numeric branch can be interpreted directly through feature importance. Figure 4.6

shows that the most influential numeric features are dominated by API presence,

import counts, packer hints, and entropy statistics.

Figure 4.6: Top numeric features in the selected numeric model.

These results are consistent with the practical intuition behind static ransomware

analysis. Import-related signals reflect library usage and API exposure; entropy

summaries can indicate packing, compression, or encrypted content; and section-based

statistics capture how the executable is organized internally.

The sparse branches offer a second level of interpretability. Table 4.8 lists a small set

of representative high-weight indicators from the selected text and rule-tag branches.

The indicators in Table 4.8 connect the model behaviour to recognizable ransomware

artefacts rather than to abstract scores alone. They also align with prior work

showing the importance of destructive file activity, recovery suppression, and system

modification in ransomware behaviour [43,61].
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Table 4.8: Representative learned indicators from the selected sparse branches.

Branch Indicator Weight Interpretation

Text kernel32 3.808 Strong import-oriented lexical cue associated with com-
mon low-level Windows API usage

Text imp kernel32 3.478 Explicit import token indicating consistent suspicious
import structure

Rule tags file ops 5.632 File manipulation behaviour, including patterns asso-
ciated with destructive or encryption-related activity

Rule tags cmd shell 2.088 Shell or command invocation cue

Rule tags registry 1.401 Registry interaction or configuration change

Rule tags shadow delete 1.356 Suppression of recovery artefacts such as shadow copies

Rule tags ransom note 1.150 Token associated with note creation or extortion mes-
saging

Rule tags service 1.025 Service manipulation or service-related persistence sig-
nal

Figures 4.7 and 4.8 extend this interpretation. The highest-weight terms in the

text branch are dominated by import-oriented and low-level structural tokens such as

kernel32, explicit import markers, section-related tokens, and entropy-linked artefacts.

The rule-tag branch, in contrast, is driven by compact semantic indicators such as

file ops, cmd shell, registry, and shadow delete. Together, these plots show

that the selected fusion combines strong lexical and import-related discrimination

from the text branch with compact analyst-style behavioural cues from the tag branch.

A final interpretability view comes from the stacking meta-learner itself. Figure 4.8

shows that the fusion layer places substantially greater weight on the text branch

than on the rule-tag branch. This is consistent with the earlier validation results:

the text view remains the dominant signal source, while the tags serve as a compact

complementary refinement rather than as a competing primary representation.

4.6 Family-Wise Generalization

The final evaluation stage measures how well the selected fusion model generalizes

when an entire ransomware family is excluded from training. The leakage-free LOFO

experiment was conducted on 18 families with sufficient support. Families with smaller

sample counts were retained in the main binary detection corpus but were not used as
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(a) Text branch

(b) Rule-tag branch

Figure 4.7: Top positive indicators from the selected sparse branches.

independent LOFO test families because their sample sizes were too small to support

reliable family-level performance estimates. The families excluded from the LOFO

table for this reason were MountLocker, AvosLocker, Clop, LockFile, RansomHub,

Haron, Play, Lorenz, Grief, Cuba, ALPHV, RansomEXX, Royal, DoppelPaymer,

Karakurt, and Zeon.
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Figure 4.8: Stacking meta-learner coefficients for the selected fusion model.

Across these 18 runs, the mean F1-score was 0.9379, the mean recall was 0.9714,

and the mean accuracy was 0.9735. These aggregate values already indicate strong

family-wise robustness, but the family-level results are more informative than the

aggregate mean alone. Table 4.9 reports the family-wise operating metrics.

Table 4.9: Family-wise LOFO generalization results.

Held-out family nf Precision Recall F1 Accuracy

BlackCat 71 0.9103 1.0000 0.9530 0.9780

Snatch 35 0.8333 1.0000 0.9091 0.9752

HelloKitty 48 0.8727 1.0000 0.9320 0.9763

Akira 150 0.9554 1.0000 0.9772 0.9824

Qilin 60 0.9516 0.9833 0.9672 0.9870

REvil 94 0.9307 1.0000 0.9641 0.9795

Conti 153 0.9563 1.0000 0.9776 0.9825

BlackMatter 103 0.9358 0.9903 0.9623 0.9771

MedusaLocker 64 0.9403 0.9844 0.9618 0.9839

Ryuk 43 0.8600 1.0000 0.9247 0.9759

DarkSide 51 0.8793 1.0000 0.9358 0.9765

BlackBasta 36 0.8750 0.9722 0.9211 0.9788

RagnarLocker 23 0.7667 1.0000 0.8679 0.9741

Hive 188 0.9630 0.9681 0.9655 0.9701

Medusa 36 0.8750 0.9722 0.9211 0.9788

Phobos 116 0.9783 0.7759 0.8654 0.9229

LockBit 223 0.9686 0.9686 0.9686 0.9702

Babuk 85 0.9487 0.8706 0.9080 0.9548

Figure 4.9 provides the same LOFO experiment from a metric-heatmap perspective.

The heatmap shows two patterns at once. First, the ranking metrics remain high

for almost all families, which means the model usually orders ransomware samples
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Figure 4.9: LOFO metrics by family.

ahead of benign ones even under family shift. Second, the thresholded metrics vary

more than the ranking metrics. Phobos is the clearest example: its ROC-AUC and

PR-AUC remain strong, but recall falls to 0.7759, which lowers its F1-score to 0.8654.

RagnarLocker shows the weakest precision at 0.7667, while Babuk records the lowest

ROC-AUC and PR-AUC among the LOFO families. In contrast, Akira, Conti, Qilin,

and BlackCat remain highly separable even when completely removed from training.

4.7 Discussion of Key Findings

Several findings emerge consistently across the experiments.
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First, the text view is the strongest standalone representation. Its validation ROC-

AUC and PR-AUC are the highest among the single-view branches, which indicates

that lexical and import-related artefacts carry very strong early-detection signal.

Second, the numeric view remains extremely competitive. It is only slightly weaker

than the text view by ranking metrics, and on the held-out test set the ExtraTrees

numeric baseline produces the highest default-threshold F1-score and accuracy. The

compact static baseline therefore remains a serious operational benchmark.

Third, view fusion is beneficial, but more views do not automatically imply a better

detector. The strongest validation-time fusion is the two-view Text + Rule model.

Larger combinations can improve fixed-threshold F1-score and accuracy, but they do

not surpass the selected fusion in ROC-AUC and PR-AUC. The additional summary

by number of fused views further shows that the main gain occurs when a second

complementary view is introduced; after that point, performance improvements are

small.

Fourth, the operating threshold changes the practical behaviour of the selected fusion

model in a meaningful way. The tuned threshold improves recall and reduces missed

ransomware samples substantially, which is particularly important in a preventive

setting. The validation threshold-sweep figure places this low-threshold choice within a

short plateau where the best validation F1-score and balanced accuracy are preserved.

Fifth, the interpretability analyses show that the selected fusion behaves in a coherent

way. The sparse text branch is driven primarily by import-oriented and section-level

artefacts, whereas the rule-tag branch emphasizes compact semantic cues such as file

operations, command execution, registry modification, and shadow-copy deletion. The

meta-learner coefficients then show that the text branch provides the dominant signal

and the rule-tag branch acts as a supporting refinement.

Sixth, the family-wise evaluation shows that the learned signal is not limited to one

or two families. Generalization remains strong overall, although the strength of the
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operating metrics still depends on the held-out family. The additional family-level

comparison reinforces that ranking robustness is consistently high, while F1-score

varies more across difficult families such as Phobos, RagnarLocker, and Babuk.

4.8 Chapter Summary

This chapter presented the experimental results of the study. The text view emerged

as the strongest standalone representation, the numeric view remained a very strong

baseline, and the selected Text + Rule fusion achieved the best validation-time ranking

performance. The added visual analyses also showed that the main benefit of fusion

appears when a second complementary view is introduced, that the tuned threshold

lies in a stable validation region, and that the selected fusion remains interpretable

through both sparse indicators and meta-learner coefficients. Finally, the leakage-free

LOFO experiment demonstrated strong but non-uniform family-wise generalization,

confirming that the proposed framework is effective while still revealing meaningful

differences across held-out ransomware families.
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Chapter 5

Conclusion and Future Work

5.1 Conclusions

This study investigated whether ransomware can be detected early from static Windows

PE evidence without executing the sample. To answer that question, a multi-view

framework was designed in which each PE report was represented through four

complementary branches: a numeric PE view, a text view, a graph-oriented view, and

a rule-tag view. These views were evaluated independently, combined systematically,

and tested under both standard held-out evaluation and leakage-free family-wise

generalization.

The results support several conclusions.

First, static evidence alone is sufficient to produce very strong early-detection per-

formance. The held-out test results show ROC-AUC and PR-AUC values close to

0.997 even though no dynamic execution, sandbox instrumentation, or runtime moni-

toring is used. This directly supports the central claim of the study that meaningful

pre-execution ransomware screening can be achieved from curated PE-derived evidence.

Second, the individual views are not equally informative. The text view emerged

as the strongest standalone branch, while the numeric PE branch remained a very
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close second and proved especially attractive from a deployment perspective because

of its compact representation. The graph and rule-tag views were weaker when

used in isolation, but they still contributed complementary structural and semantic

information.

Third, fusion helped, but not in a monotonic way. The experiments showed that the

largest improvement occurred when a second complementary view was introduced.

The best validation-time fusion in this study was obtained from the Text + Rule

combination. Larger combinations sometimes produced slightly stronger decision-point

F1-score and accuracy, but they did not surpass the selected fusion in ROC-AUC and

PR-AUC. The careful choice of view therefore mattered more than simply combining

every available branch.

Fourth, the held-out test comparison showed that the compact numeric baseline

remained a very strong benchmark even after multi-view fusion was introduced. At

the same time, the selected fusion preserved nearly identical ranking performance

and provided a clear demonstration of how complementary evidence can be combined

in a lightweight stacked design. The meta-learner analysis further showed that the

text branch carried most of the fusion weight, while the rule-tag branch acted as a

supporting semantic refinement rather than as an equal contributor.

Fifth, the family-wise results showed that the learned signal generalized beyond the

families used during training. The leakage-free LOFO experiment produced a mean

F1-score of 0.9379, a mean recall of 0.9714, and a mean accuracy of 0.9735 across 18

held-out families. Generalization was therefore strong overall, although some families

such as Phobos, RagnarLocker, and Babuk remained more difficult than others.

Taken together, these findings show that static multi-view ransomware analysis is

valuable for two reasons. It yields strong detection performance on its own, and it also

provides a structured way to understand how different kinds of PE-derived evidence

interact in an early-detection setting.
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5.2 Limitations

Several limitations should be acknowledged.

First, the scope of the study is intentionally static. This is appropriate for investigating

lightweight pre-execution screening, but it also means that the detector does not observe

runtime behaviour, memory activity, process lineage, or post-execution system changes.

Some signals that are available to dynamic or hybrid systems are therefore outside

the scope of the present design.

Second, the dataset remains dependent on the quality of public and semi-public

collection sources. Although careful curation, family normalization, and duplicate

checks were applied, collection bias, family imbalance, and label inconsistency can

still influence the observed results. The corpus also contains a small number of rare

ransomware families with very limited sample support. These samples improve the

diversity of the binary ransomware class, but they are not sufficient for drawing

family-specific conclusions. Consequently, family-level robustness claims are based

only on the LOFO families with sufficient sample counts.

Third, the selected Text + Rule fusion used a validation-tuned threshold of τ =

0.13, which reflects a recall-oriented early-screening setting rather than a universal

deployment threshold. Although this reduced missed ransomware samples, it also

made the detector more sensitive to weak ransomware-like static evidence and therefore

increased the chance of benign files being flagged. The remaining errors also suggest

this trade-off: some missed ransomware samples received very low fused probabilities,

while some benign false positives received high ransomware probabilities. Therefore,

deployment use would require threshold adjustment based on the acceptable balance

between false negatives and false positives.

Fourth, the graph branch was deliberately kept lightweight by using WL-style struc-

tural encoding instead of richer graph kernels, graph embeddings, or graph neural

models. This choice improved reproducibility, but may also have limited the amount
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of structural information captured by the graph view.

Fifth, the rule-tag branch did not provide uniformly strong standalone coverage. Its

main value was as a complementary semantic branch. The current rule vocabulary is

therefore informative but not yet complete.

Finally, the evaluation did not include a strict temporal split. The family-wise analysis

is strong, but it does not fully answer how performance would change under long-term

ecosystem drift or under newer campaigns that appear after the training period.

5.3 Future Work

The results suggest several concrete directions for future research.

5.3.1 Richer Graph and Structural modelling

A natural next step is to strengthen the graph branch. The same curated corpus

could be used to compare richer graph kernels, graph embeddings, or graph neural

models under the same evaluation protocol [38,40,44,63,71]. Such experiments would

determine whether the current WL-based representation is sufficient or whether more

expressive structural modelling provides a meaningful gain.

5.3.2 Temporal and Family-Aware Evaluation

Future work should extend the evaluation protocol with explicit temporal validation

in addition to family holdout. Training on older samples and testing on more recent

campaigns would provide a clearer picture of how the detector behaves under ecosystem

drift and whether the strongest static views remain stable over time [11, 13,32, 66,68].

66



5.3.3 Memory Analysis as a Complementary View

One promising extension is to add memory analysis as a complementary evidence

source. Memory artefacts can expose unpacked code regions, injected payloads, crypto-

related buffers, process relationships, and transient indicators that may not be visible

from static PE inspection alone [59]. A memory-oriented branch could therefore be

used as a second-stage escalation path for uncertain samples while keeping the main

detector lightweight.

5.3.4 LLM-Assisted Tag Construction and Semantic Normal-

ization

Another direction is to use large language models to assist with tag construction

and semantic normalization. In the current study, the rule-tag branch is based on

predefined indicators. Future work could use an LLM to help normalize noisy report

text, merge semantically similar tags, propose new analyst-style tags from PE artefacts,

or generate compact explanations for why a sample was flagged [70]. Used carefully,

such a layer could strengthen interpretability without replacing the core statistical

classifier.

5.4 Final Remarks

The main message of this study is that early ransomware detection does not always

require a heavy runtime pipeline to provide practical value. Carefully curated PE

evidence, organized through complementary static views, can already support strong

and practically relevant detection performance. At the same time, the experiments

show that the scientific value of a multi-view framework lies not only in maximizing

one score, but also in understanding which views are most informative, when fusion

helps, and how performance changes when family identity shifts. For these reasons,
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static multi-view analysis remains a worthwhile research direction on its own and a

strong foundation for future staged or hybrid ransomware defenses.
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Glossary

Early detection Identification of ransomware before execution or before large-scale

encryption can begin.

Initial Access The MITRE ATT&CK tactic describing techniques used by an ad-

versary to gain an initial foothold in a target environment.

Static analysis Inspection of a file without executing it, typically using structural,

lexical, or statistical artifacts.

Dynamic analysis Observation of runtime behavior such as API calls, file-system

activity, or process actions while a sample is executed in a controlled environment.

Multi-view analysis A learning strategy in which multiple complementary repre-

sentations of the same sample are modeled together.

PE JSON report A structured machine-readable summary of a Windows Portable

Executable used as the input artifact for feature extraction.

Import graph A graph-oriented representation of relationships derived from im-

ported libraries or functions in an executable.

Held-out family evaluation An evaluation setting in which selected ransomware

families are excluded from one stage of training so that robustness to family

variation can be inspected more directly.
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Stacking fusion An ensemble strategy in which view-specific model outputs are

combined by a meta-learner to obtain the final prediction.

Operating threshold The cutoff applied to a model score or probability-like output

to convert it into a ransomware or benign prediction.

Probability-level fusion A fusion strategy in which view-specific model outputs

are combined at the score or probability level rather than by concatenating all

raw features.

Leave-one-family-out evaluation A family-wise evaluation protocol in which all

samples from one ransomware family are held out for testing while the model is

trained on the remaining families.

Rule-tag view A compact semantic representation based on predefined static in-

dicators such as file operations, registry access, shell invocation, shadow-copy

deletion, and ransom-note patterns.

View-specific learner A model trained on one static representation of a PE sample,

such as the numeric, text, graph, or rule-tag view.
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