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Abstract

The analysis of longitudinal data is critical in many fields; in particular, many

medical studies and clinical trials of drugs require the study of these kinds of

data in order to estimate trends and rates of change. Two assumptions that

many current techniques make are normality of the response and linearity

of the mean function. Non-normality of the response can be handled by

using one of the many kinds of Generalized Linear Mixed Models (GLMMs),

an extension of Generalized Linear Models (GLMs) that can incorporate

correlated data. This thesis will extend a class of GLMMs that are based

on the Tweedie distribution to those which have a nonlinear mean structure.

These Tweedie models are already very flexible as they encompass many

kinds of response distributions, such as normal or Poisson. Additionally,

only the first and second moments of the random effects need to be specified.

This flexibility is extended further by allowing a nonlinear mean structure,

rather than a mean structure which is linear under some transformation. This

allows for much simpler and pertinent interpretation of the model parameters

and the possibility of forecasting future values of the response.
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Chapter 1

Introduction

The analysis of longitudinal data can often present several difficulties to re-

searchers. Correlation over time of the response within subjects makes the

common model assumption of independence of observations unreasonable.

Two further complications that can arise is that many statistical models for

analyzing longitudinal data assume either normality of the response, linearity

of the mean structure in the model parameters, or both. Often researchers

would also like to distinguish between inferences for the population of sub-

jects and inferences for a particular subject.

Many methods exist for analyzing correlated, linear, non-normal data. These

methods will be detailed in chapter two. Once nonlinear longitudinal data

must be analyzed, a common method that is employed is Nonlinear Mixed

Models (NLMM). This method allows for a nonlinear mean structure to be

modelled, but must revert back to using the normal distribution to model
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the response. For example, in AIDS studies the amount of virus in a sub-

ject’s blood can be measured by a quantity called the viral load. Wu and

Ding (1999) performed a study on viral load data using a nonlinear function

derived from a differential equation. A nonlinear mixed model was used to

model the viral load after a log transformation in order to make the data

more normal and stabilize the variance. While the log transformation may

have made the data more normal, it would be more satisfying to be able

to model the data on its original scale, perhaps using a skewed distribution.

Wu (2004) performed a similar analysis on another AIDS dataset, albeit with

more complicating factors such as measurement error in covariates and cen-

soring. They also used a log transformation to make the data more normal.

Huang and Dagne (2010) offers a bayesian approach to modelling the poten-

tial skewness of this kind of data, but must still make a log transformation

to stabilize the variance.

This thesis will build on work done by Jørgensen (1987), Ma (1999), and Ma

et al. (2018). This approach is based on a GEE and incorporates two levels

of random effects in order to model both subject and temporal heterogeneity.

These models are very flexible for two reasons. First, only the first two mo-

ments of the random effects need to be specified. Many other models assume

that the random effects follow a normal distribution or some other parametric

distribution. If these assumptions are not met, this can lead to some issues

in estimation as mentioned in Ghidey et al. (2010). Second, the distribution

of the response, conditional on the random effects, is assumed to follow a
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class of distributions known as Tweedie exponential distributions, a review

of which can be found in Jørgensen (1992). These distributions encompass

many familiar distributions such as the normal, gamma, and Poisson distri-

butions among others, thus a variety of types of responses can be modelled.

The novelty that this thesis introduces is nonlinearity of the mean response,

which in previous works was taken to be linear under some monotonic trans-

formation such as the natural logarithm. Typically, it is more difficult to

estimate the parameters of a nonlinear model. Two related issues that come

up with most kinds of nonlinear models are the specification of the starting

values and convergence of the algorithm used to fit the model. If the initial

values are chosen poorly, then the parameter estimates may not be very good,

or the algorithm may fail to converge. Furthermore, there is no guarantee

that a global optimum will be reached. It is possible that the algorithm will

find a local optimum rather than a global one. If a desirable, or at least

reasonable, optimum can be found, then the resulting estimates are often

realizations of estimators which are not very well behaved. They may be

biased or sensitive to initial values. See Motulsky and Christopoulos (2004),

Cook et al. (1986), and in particular Seber and Wild (2003) for a discussion

of these issues.

If nonlinear parameter estimates can be found, they offer a huge advantage

to researchers, namely a specific interpretation which is directly relevant to

the problem being studied. Linear models normally offer a simple interpre-

tation of their parameters. For example, in the case of linear regression, the
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parameters indicate how much the mean response changes under a one unit

increase in the corresponding variable, holding all other variables constant

(Yan and Su, 2009). This is a useful and very general interpretation. Some-

times researchers would like to estimate particular quantities that pertain to

an experiment or observational study. Davidian and Giltinan (1995) gives

an example in which a nonlinear dose-response curve is to be estimated for

the purposes of a bioassay. The curve depends on four unknown parameters.

The first two represent the response at zero concentration and the response

in the limit as the concentration goes to infinity. The third parameter is

the log of the concentration which gives a response at the midpoint between

the zero and infinity parameters. The fourth parameter is a slope parame-

ter. These parameters have interpretations which pertain to the biological

problem at hand, rather than a general purpose interpretation that a linear

model might offer. Furthermore, asymptotes and bounds that are expected

from such a curve are present and estimated from the first two parameters.

In other problems, if the mean function comes from a differential equation as

many examples in Seber and Wild (2003) illustrate, then fitting a nonlinear

function may be more satisfying scientifically.

This thesis will offer a method which can fit a curve which is intrinsically non-

linear in the regression parameters. The fitted model will offer a succinct de-

scription connecting the covariates to the population-averaged response. By

predicting the random effects, subject-specific inferences can also be made.

The method by which the random effects are predicted can also be adapted
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to forecast future values of the response.

The following data examples illustrate why this kind of model could be de-

sirable.

1.1 Bolus Data

The fourth chapter of this thesis will focus on the analysis of bolus counts.

This dataset can be found in Weiss (2005) and contains 780 observations

on 65 patients. The patients were allowed to give themselves a bolus, a

certain discrete amount of pain medication. Once they did this, there was

a lockout time until the patient could receive another dose. In this dataset,

there were two groups, each with a different dosage and lockout time. The

first group received a dosage of 1mg with an unspecified lockout time. The

second group received a dosage of 2mg and had a lockout time that was

double that of the first group. The number of dosages taken between time

intervals was counted. In total, there were twelve intervals of time, and thus

twelve measured responses from each patient.
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Table 1.1: Sample of the bolus data.

Subject Time Response Group

1 1 5 1mg

1 2 2 1mg

. . . .

. . . .

. . . .

1 12 2 1mg

2 1 5 1mg

2 2 3 1mg

. . . .

. . . .

. . . .

65 1 14 2mg

65 2 2 2mg

. . . .

. . . .

65 12 0 2mg

Although a model which is linear or quadratic in time would probably suf-

fice to fit these data, the problem that one encounters is that the resulting

estimated model simply fits the data and does not give a satisfying inter-
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pretation. Moreover, any kind of forecasting of future values may result

in unreasonable predictions because the shape and range of these functions

would not make sense for these data in the long term. In theory, this could

be handled by a log-linear model in which the mean function is an exponen-

tial function of the covariates, but a more interpretable nonlinear model will

be proposed in chapter 3. This model will allow for estimation of average

baseline counts, as well as estimation of the time to reach half of the average

baseline count.

1.2 Ovary Data

The fifth chapter will investigate another count dataset which consists of

counts of follicles greater than 2 mm on the ovaries of mares. This dataset

was first analyzed by Pierson and Ginther (1987) and an approach using

mixed models can be found in Pinheiro and Bates (2006). There are 11

mares in total, and the number of time-points on each mare is not the same,

ranging from 25 to 31. Since this method can only handle data with the

same number of time-points, only the first 25 time-points measured on each

mare will be used to perform the analysis. This longitudinal dataset does

not have any covariates other than time, and the times were recorded from

three days before ovulation until 3 days after the next ovulation.
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Table 1.2: Sample of the ovary data.

Subject Time Response

1 1 20

1 2 15

. . .

. . .

. . .

1 25 12

2 1 6

2 2 6

. . .

. . .

. . .

11 1 9

11 2 8

. . .

. . .

11 25 7

Due to the cyclic nature of the response, periodic functions such as sine and

cosine, or a linear combination of the two, could be used to model these data.

Pinheiro and Bates (2006) suggests a five parameter mean structure which
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is nonlinear in two of the parameters.

1.3 Tumour Data

The sixth chapter of this thesis will fit a nonlinear model to a dataset con-

sisting of tumour size measurements on rats. These data were found in a

technical report from Singer and Pine (2001). The rats were exposed to one

of four treatments in order to try to reduce the size of their tumours. The

three treatments were Sol Salina (A saline solution used as a control), LDE,

BCNU com, and BCNU LDE (A combination treatment). Each drug was

also split into one of four doses. Sol Salina and LDE were administered at

a dosage of 0. For this reason, and because the two groups behave similarly,

the LDE group will be included in the control group. BCNU com and BCNU

LDE were each administered at three different dosages, 3.5 ppm, 7 ppm, and

15 ppm. There were six measurements over a period of ten days for each

rat, and 73 rats in total. A nonlinear mean function will be proposed and a

Tweedie mixed model will be fit to the data using this mean function.
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Table 1.3: Sample of the tumour data.

Subject Time Response Drug Type Dose

1 0 10.25 Sol Salina 0

1 2 11.91 Sol Salina 0

. . . . .

. . . . .

. . . . .

1 10 24.3 Sol Salina 0

2 0 6.27 Sol Salina 0

2 2 10.79 Sol Salina 0

. . . . .

. . . . .

. . . . .

73 0 3.05 BCNU LDE 15

73 2 5.41 BCNU LDE 15

. . . . .

. . . . .

73 10 0.78 BCNU LDE 15

An exploratory analysis performed in chapter six will confirm that a non-

linear curve might fit these data best. A nonlinear function was found in

the literature that, after some modification, can be used to fit a curve that

10



offers an interesting interpretation of the regression parameters and allows

each drug group to be compared more directly. An exact zero observed at

the final time-point of one of the rats also necessitates the use of a compound

Poisson distribution.
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Chapter 2

Literature Review

This chapter will review the literature on the analysis of longitudinal data

and the structure of longitudinal data in general.

2.1 Longitudinal Studies

The last few decades have seen a rapidly growing interest in longitudinal

studies (Taris, 2000). Longitudinal studies consist of collecting data over

time on more than one individual, subject, or object of interest. There are

many advantages to this kind of study as opposed to cross-sectional studies,

in which data are collected at only one time. One of the most important

advantages is that a longitudinal study allows change over time of a response

to be studied. Furthermore, so long as the responses are not perfectly cor-

related, a case rarely found in practice, each repeated measurement provides

12



additional information about the process generating the data. This gives

statistical tests associated with longitudinal data more power than those

associated with a cross-sectional study. Longitudinal data analysis finds ap-

plication in many fields such as economics, sociology, psychology, and in

particular clinical trials of drugs in medical studies (Hedeker and Gibbons,

2006).

Longitudinal data can be organized into the following layout.

Table 2.1: Method of arranging longitudinal data.

Subject Observation Response Covariates
1 1 y11 x111, . . . , x11p
1 2 y12 x121, . . . , x12p
. . . .
. . . .
. . . .
1 n1 y1,n1 x1,ni,1, . . . , x1,ni,p
2 1 y21 x211, . . . , x21p
2 2 y22 x221, . . . , x22p
. . . .
. . . .
. . . .
N 1 yN1 xN11, . . . , xN1p

N 2 yN2 xN21, . . . , xN2p

. . . .

. . . .
N nN yN,nN xN,nN ,1, . . . , xN,nN ,p

Longitudinal data typically exhibit correlation over time, but are often as-

sumed to be independent between subjects. Many methods assume that the

responses, on average, follow some curve that is a function of the covariates.
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Subjects then cluster around this mean curve randomly. There are several

features and questions one can ask before choosing an appropriate longitu-

dinal analysis method. The distribution of the response must be considered.

If it is continuous then it could be modelled with a normal distribution or

another familiar continuous distribution. As an example of the discrete case,

counts can be modelled by a Poisson distribution. The analyst must also

ask themselves whether they are interested in the average effect of the co-

variates on the response or if they want to study the effect on a particular

subject. On the more technical side, it is important to distinguish between

whether or not each subject was measured the same number of times, and if

each measurement is equally spaced in time, as these could affect the choice

of analysis method. The way in which the data are correlated may also be

important for certain models. The correlation of the responses may decay

over time, or in some cases it may simply stay the same.

2.2 Previous Work

There are many approaches to longitudinal data analysis. If there are only

two time-points for each subject and interest is focused on the average of

the two time-points, Weiss (2005) suggests something as simple as a paired

T-test for analyzing the given dataset. If there are more than two time-

points, Hedeker and Gibbons (2006) details a method based on Multivariate

Analysis of Variance (MANOVA) to analyze the data. Unfortunately, these

14



methods ignore the richness of longitudinal data. They also do not allow

for any detailed inference on rates of change of the response. Furthermore,

because they reduce the longitudinal response to an average, they only give

information on the average behaviour rather than subject-specific behaviour.

A more sophisticated analysis can be found in random-effects modelling.

This kind of analysis allows for inferences on both the overall population

trend and subject-specific trends by introducing random variables known as

random effects. These random effects allow the trend over time to change for

different subjects. Among other such models, Weiss (2005) gives one of the

simplest examples of a random effects model. This is an extension of linear

regression to longitudinal data analysis known as a random intercept model.

Each subject trend line is assumed to have the same slope, but the intercept

of each subject is allowed to differ. This results in a clustering of the subject

trends around a population trend line. The intercept is usually assumed to

follow a normal distribution.

In general, correlated data can be modelled using random effects. If fixed

effects are also incorporated into the model, then it is called a mixed effects

model. If assumptions such as normality and linearity are reasonable for a

given dataset, then it can be modelled using a Linear Mixed Model (LMM).

If correlation over time is to be modelled, then more complicated structures

such as correlated random effects must be considered (Stroup, 2013).

Non-normal data can be handled by taking a Generalized Linear Model ap-

proach with mixed effects. This allows data which follow many different
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distributions to be modelled, even if the data are assumed to be correlated

within subjects. This approach makes use of the likelihood function in order

to estimate the model parameters, although typically no closed-form solu-

tion is available for these estimates due to the likelihood involving very high

dimensional integrals. Jiang (2007) compiled several useful approximation

methods for these integrals.

Another extension of longitudinal data analysis to cases where the distri-

bution of the response is not normally distributed can be found in Gen-

eralized Estimating Equations (GEE). This was proposed by Zeger et al.

(1988), although the general framework was developed earlier by Godambe

and Thompson (1984). An estimating equation can be thought of as a gen-

eralization of the likelihood function, a tool used to estimate the parameters

in a generalized linear model (GLM). Under the case of independence, the

likelihood function can be differentiated and the roots of the derivative can

be found to give estimates of the regression parameters in the GLM. More

information on the independent case can be found in McCullagh and Nelder

(1983). In the case of correlated data, this likelihood is difficult to write

down because the joint distribution of the response can no longer be factored

as a product of marginal distributions. Rather than using the derivative of

the likelihood to estimate the regression parameters, that is, those parame-

ters relating the covariates to the average response, a generalized estimating

equation is proposed. Equation 2.1 has been shown to have roots which are

not only consistent estimators for the regression parameters, but are also

16



asymptotically normal.

ψ (β) =
m∑
i=1

∂µi
∂β

′
V −1i (Yi − µi (β)) (2.1)

Yi is the longitudinal response of the ith subject, and µi is the mean response

of the ith subject. Vi is the working covariance matrix. One of the strengths

of GEEs is that this covariance matrix does not need to be specified correctly

in order to give consistent estimates of β, although they are more efficient

if it is correctly specified. This method bypasses the need to evaluate the

likelihood and allows for consistent estimation of the regression parameters in

the model. Liang and Zeger also suggested methods for both subject-specific

inferences as well as population averaged inferences.
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Chapter 3

Tweedie Nonlinear Mixed

Models

This chapter introduces Tweedie mixed effects models. These models are

very flexible because they can represent responses which follow many famil-

iar distributions, such as normal, gamma, or Poisson, as well as those which

may be unfamiliar, such as the compound Poisson. The model makes three

assumptions about the response and random effects and assumes a hierar-

chical structure for them. The model is parametric and includes regression

parameters, which characterize how the average response behaves in the pop-

ulation, and random effects parameters, which model how individuals deviate

from this population behaviour. There is also a set of correlation parameters

since, as longitudinal data, the response is assumed to be correlated with

previous measurements.

18



This chapter begins by introducing the three assumptions made by the model,

then derives the marginal moments of the random effects and response from

the previously defined conditional moments. The orthodox Best Linear Un-

biased Predictor (BLUP), a predictor for the random effects, is introduced

after this and will be critical to parameter estimation and forecasting fu-

ture values. Next, the method for estimating the regression parameters will

be discussed. Finally, estimators for the random effects parameters will be

introduced based on adjusted Pearson estimators.

3.1 The Model

This section will lay out the three important assumptions on both the ran-

dom effects and response of the longitudinal model in question. The assump-

tions made on the random effects concern only the first two two moments

which lends some robustness to the model. The response is assumed to

be Tweedie distributed, so the model is quite flexible in terms of its dis-

tributional assumptions. Let Yij represent the response at the jth time-

point on the ith subject. These can be organized into a vector, Y, using

the structure Y = (Y11, Y12, . . . , Y1T , Y21, Y22, . . . , YmT ). Ui will denote the

subject-specific random effect for the ith subject, and Vij will represent the

time-specific random effect for the jth time-point and the ith subject. Let

U = (U1, U2, . . . , Um) denote the vector of individual-specific random ef-

fects and V = (V11, V12, . . . , V1T , V21, V22, . . . , VmT ) denote the vector of time-

19



specific random effects. The vector W = (U, V ) will represent the vector of

all the random effects taken together.

The first assumption concerns the subject-specific random effects. They are

positive, independent, and identically distributed with the following mean

and variance.

E (Ui) = 1 and V ar (Ui) = σ2 (3.1)

The second assumption concerns the conditional distribution of the time-

specific random effects, conditioned on the subject-specific random effects.

They are assumed to be positive and correlated with the following expected

value and covariance.

E (Vij|U) = Ui and Cov (Vij, Vi′j′|U) =


τ 2ρ(j,j′)Ui if i = i′

0 if i 6= i′
(3.2)

The parameter ρ(j,j′) represents a flexible correlation parameter which can

accommodate many correlation structures such as AR(1), Toeplitz, or ex-

changeable. It must equal 1 when j = j′.

The last assumption deals with the distribution of the response variable, Y.

Conditional on the random effects, it is assumed to be independently Tweedie

distributed.

Yij|W ∼ Twp
(
µijVij, ε

2V 1−p
ij

)
(3.3)
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Where µij = f (xij, β) is a function of the covariates, xij, measured at the

jth time-point on the ith subject, and a set of regression parameters, β. The

mean function is then free to be chosen and may be nonlinear.

The distribution in (3.3) is a member of the Tweedie exponential family with

index p. In this notation, the first element in brackets, µijVij, is the expected

value of the random variable Yij|W . The second element, ε2V 1−p
ij , is the

dispersion parameter for the family of distributions. These are often called

the power-variance family of distributions because if X ∼ Twp (µ, σ2), then

V ar (X) = σ2µp. Hence E (Yij|W ) = µijVij and V ar (Yij|W ) = ε2V 1−p
ij (µijVij)

p =

ε2µpijVij.

3.2 Moment Structure

The methods used to estimate the parameters in the model defined in the

previous section require marginal expected values and covariances of the re-

sponse and random effects. Since only the conditional moments were defined

for the response and time-specific random effects, these will need to be deter-

mined before the model can be estimated from data. The following identities,

known as the Law of Total Expectation and the Law of Total Covariance re-

spectively, reduce this problem to straight-forward algebra.

E (X) = E (E (X|Y )) (3.4)
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Cov (X, Y ) = E (Cov (X, Y |Z)) + Cov (E (X|Z) , E (Y |Z)) (3.5)

To begin, the marginal moments of the time-specific random effects, V, will

be derived. These will then be used to derive the marginal moments of the

response, Y. Using (3.4),

E (Vij) = E (E (Vij|U)) = E (Ui) = 1 (3.6)

Moving onto the covariance of Vij and using (3.5),

Cov (Vij, Vi′j′) = E (Cov (Vij, Vi′j′ |U)) + Cov (E (Vij|U) , E (Vi′j′|U))

= E
(
δ (i, i′) τ 2ρ(j,j′)Ui

)
+ Cov (Ui, Ui′)

= δ (i, i′)
(
τ 2ρ(j,j′) + σ2

) (3.7)

Where δ (i, i′) is the kronecker delta, which equals 1 when i = i′ and 0 when

i 6= i′. Now the expected value and the covariance of Y can be calculated.

Using (3.4) again,

E (Yij) = E (E (Yij|W )) = E (µijVij) = µij (3.8)

The covariance of Y can be calculated using (3.5),
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Cov (Yij, Yi′j′) = E (Cov (Yij, Yi′j′ |W )) + Cov (E (Yij|W ) , E (Yi′j′ |W ))

= E
(
δ (i, i′) δ (j, j′) ε2µpijVij

)
+ Cov (µijVij, µi′j′Vi′j′)

= δ (i, i′) δ (j, j′) ε2µpij + µijµi′j′δ (i, i′)
(
τ 2ρ(j,j′) + σ2

)
(3.9)

3.3 The Best Linear Unbiased Predictor of

the Random Effects

In almost every practical situation, the random effects are unknown; however,

they can be predicted from the data. This section discusses the orthodox Best

Linear Unbiased Predictor (BLUP) of the random effects Ui and Vij. This is a

predictor of the random effects which is linear in Y, unbiased, and best in the

sense that it minimizes the mean square distance between the true random

effects and any other linear predictor (Ma, 1999). Having a good predictor of

the random effects is essential to many applications of mixed effects models

such as noise removal in image processing and outlier detection (Robinson,

1991).

The orthodox BLUP of the subject-specific random effects, U, given the

response, Y, is given by the following expression.

23



Û = E (U) + Cov (U, Y )V ar−1 (Y ) (Y − E (Y )) (3.10)

Similarly, the expression for the BLUP of the time-specific random effects is

as follows.

V̂ = E (V ) + Cov (V, Y )V ar−1 (Y ) (Y − E (Y )) (3.11)

These two equations require expression for the covariance matrices of the

random effects with the response. The elements of these matrices can be

found using equation (3.5) in section 3.2. To begin, the covariances of the

random effects with each other will be found. This result will then be used

to derive the covariances with the response.

Cov (Ui, Vi′j′) = E (Cov (Ui, Vi′j′ |U)) + Cov (E (Ui|U) , E (Vi′j′|U))

= Cov (Ui, Ui′)

= δ (i, i′)σ2

(3.12)

Cov (Ui′ , Yij) = E (Cov (Ui′ , Yij|W )) + Cov (E (Ui′ |W ) , E (Yij|W ))

= Cov (Ui′ , µijVij)

= µijδ (i, i′)σ2

(3.13)
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Cov (Vi′j′ , Yij) = E (Cov (Vi′j′ , Yij|W )) + Cov (E (Vi′j′|W ) , E (Yij|W ))

= Cov (Vi′j′ , µijVij)

= µijδ (i, i′)
(
τ 2ρ(j,j′) + σ2

)
(3.14)

Li (2018) gave a convenient matrix form for the latter two expressions.

Cov (U, Y ) = σ2diag (µ′1, µ
′
2, . . . , µ

′
m) (3.15)

Where µi refers to the vector (µi1, µi2, . . . , µim) and diag (µ′1, µ
′
2, . . . , µ

′
m) de-

notes the block matrix obtained by having the vectors µ′1, µ
′
2, . . . , µ

′
m as the

matrices on the diagonal with zeroes in non-diagonal entries.

The matrix expression for the covariance between Y and V is given below.

Cov (V, Y ) =
{
Im ⊗

(
τ 2R + σ21T1

′
T

)}
diag (µ11, µ12, . . . , µ1T , µ21, µ22, . . . , µmT )

(3.16)

Where Im is the m × m identity matrix, R is the correlation matrix with

elements ρ(j,j′), and 1T denotes a T × 1 matrix of ones.
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3.4 Parameter Estimation

This section will go through the details of parameter estimation for the non-

linear Tweedie model. The discussion will begin with the estimation of the

regression parameters, β, in the case of known dispersion parameters. Next,

the estimation of the dispersion parameters based on adjusted Pearson esti-

mators will be discussed, as well as estimation of the correlation parameter.

3.4.1 Estimation of Regression Parameters

Estimation of the regression parameters begins with the following unbiased

estimating function for β.

ψ (β) =
m∑
i=1

T∑
j=1

∂µij
∂β

′µ−pij
ε2

(
Yij − V̂ijµij

)
(3.17)

Where
∂µij
∂β

is the p × 1 matrix of partial derivatives of µij with respect to

the components of β. This equation can be written in the following matrix

form.

ψ (β) =
∂µ′

∂β
V ar−1 (Y ) (Y − E (Y )) (3.18)

Where ∂µ
∂β

is the mT × p matrix of partial derivatives obtained by differen-

tiating µ = (µ11, µ12, . . . , µ1T , µ21, . . . , µmT )′ with respect to the components

of β. In order to avoid computing with large matrices, this can be converted

into the following sum, since the matrix V ar−1 (Y ) is a block diagonal matrix.
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ψ (β) =
m∑
i=1

∂µ′i
∂β

V ar−1 (Yi) (Yi − E (Yi)) (3.19)

Where µi = (µi1, µi2, . . . , µiT )′ and Yi = (Yi1, Yi2, . . . , YiT )′. In other words,

the estimating functions for individual subjects can be computed and summed.

The solution to the equation ψ (β) = 0 gives estimates of β which are con-

sistent. They are also asymptotically normal with asymptotic mean β and

asymptotic variance given by the negative inverse of the matrix S (β) =

Eβ

(
∂ψ(β)
∂β

)
(Ma and Jørgensen, 2007). This matrix is known as the sensitiv-

ity matrix and it plays an important role in finding the solution of ψ (β) = 0.

The sensitivity matrix has an explicit matrix form which is useful for param-

eter estimation.

S (β) = −∂µ
∂β

′
Cov−1 (Y )

∂µ

∂β
(3.20)

As with the estimating function, ψ (β), this can be broken down into subject-

specific matrices.

S (β) = −
m∑
i=1

∂µi
∂β

′
Cov−1 (Yi)

∂µi
∂β

(3.21)

The solution to ψ (β) = 0 can be found iteratively using appropriate starting

values for the components of β and updating the values of the parameters

using the following scoring algorithm. This algorithm is repeated until con-

vergence to the desired tolerance is achieved.
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β∗ = β − S−1 (β)ψ (β) (3.22)

Where β is the previous estimate of the regression parameters, and β∗ is the

updated estimate.

3.4.2 Estimation of Random Effects and Correlation

Parameters

The random effects parameters and correlation parameters, σ2, τ 2, ε2, and

ρ(j,j′) can all be estimated using adjusted Pearson estimators (Ma, 1999).

These estimators begin by assuming a method of moments approach to esti-

mating the random effects parameters, as well as a known correlation struc-

ture. A bias correction is introduced to account for the use of the orthodox

BLUP, rather than the true random effects, in estimating these parameters.

Iterative expressions for these estimators were derived in Li (2018) for the

case of multivariate, correlated responses, and the estimates for this univari-

ate model are simply a special case of these and are reproduced here.

σ̂2
r =

1

m

m∑
i=1

{(
Ûi − 1

)2
+ σ̂2

r−1 − σ̂4
r−1µ

′
iV ar

−1 (Yi)µi

}
(3.23)
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τ̂2r =
1

mT

m∑
i=1

T∑
j=1

{(
V̂ij − Ûi

)2
+ τ2r−1 −

[
σ4µ′iV ar

−1 (Yi)µi + Cov (Vij , Yi)

V ar−1 (Yi)Cov (Yi, Vij)− 2Cov (Ui, Yi)V ar
−1 (Yi)Cov (Yi, Vij)

]}
(3.24)

ε̂2r =
1

mT

m∑
i=1

T∑
j=1

1

µpij

{(
Yij − µijV̂ij

)2
+ µ2

ij

(
σ2 + τ 2

)
− µ2

ijCov (Vij, Yi)V ar
−1 (Yi)Cov (Yi, Vij) }

(3.25)

Many correlation structures can be used in this model and the derivation of

some of these can be found in Li (2018). This thesis will use an autoregressive

structure of order 1, otherwise known as AR(1). In this structure, there is

only one correlation parameter. It enters into the correlation matrix in the

following way.

R =



1 ρ ρ2 . . . ρT−1

ρ 1 ρ . . . ρT−2

. . . . . . . . . . . . . . .

ρT−1 ρT−2 ρT−3 . . . 1


(3.26)

From Li (2018), the adjusted pearson estimator for the correlation parameter

is as follows.
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ρ̂ =

∑m
i=1

∑T−1
j=1

{(
V̂ij − Ûi

)(
V̂i(j+1) − Ûi

)
+ bi (j, j + 1)

}
[{∑m

i=1

∑T−1
j=1

(
V̂ij − Ûi

)2
+ bi (j, j)

}{∑m
i=1

∑T−1
j=1

(
V̂i(j+1) − Ûi

)2
+ bi (j + 1, j + 1)

}] 1
2

(3.27)

Where the term bi (j, j
′) is a correction given by the following expression.

bi (j, j
′) =ρ(j,j′)τ

2 − { Cov
(
V̂ij, V̂ij′

)
+ σ2µ′iV ar

−1 (Yi) [ σ2µi

− Cov (Yi, Vij)− Cov (Yi, Vij′) ] }
(3.28)
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Chapter 4

Analysis of Bolus Data

As stated previously, Tweedie mixed models are very flexible and can accom-

modate responses which follow many different distributions. This chapter will

focus on a model for the bolus dataset whose response is a count. A nonlin-

ear Tweedie model will be used to model these data. Since the response is

a count, it is reasonable to try to model the response as a Poisson random

variable. An exploratory analysis also seems to indicate that an exponential

function may be reasonable for the mean function.

4.1 Exploratory Data Analysis

Before trying to specify a model for the data, it is useful to perform some

exploratory procedures. First, profile plots will be made to get an idea of

the behaviour of individuals. Next, sample average plots can be made to see
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Figure 4.1: Profile plots for all subjects in the bolus dataset.

what kind of function could be useful to model the average behaviour in the

population.

A profile plot is a tool that can be used to explore the nature of individuals in

each group. It is created by plotting the response over time for each individual

and then connecting the points to better understand the trajectory of each

subject.

Not much detail can be extracted from the plots of figure 4.1 as they are, but

they offer some insight. For instance, the 2mg group seems to exhibit more

variability and the response takes higher values. By applying a smoother to

these data, more information can be gleaned from the plots.

The curves in red in the plots of figure 4.2 were created using a smoothing

spline, and they give an idea of how the subjects behave on average in each
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Figure 4.2: Profile plots for all subjects in the bolus dataset with a smoothing
spline.

group. The curve seems to move up and down, but this is likely to be noise

captured by the smoother. Overall, the average response seems to decrease

over time.

4.2 Model Specification

In order to model the response, the Tweedie index parameter, p, can be set to

one. Together with the assumption ε2 = 1, the model defined in the previous

chapter becomes a hierarchical, mixed effects model with a Poisson response.

In particular, the assumed conditional distribution of the response can be

summarized as follows.
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Yij|W ∼ Tw1 (µijVij, 1) (4.1)

As there are no prior theoretical considerations as to what class of functions

should be used for the mean, it can be postulated based on the curves plotted

in the previous section and some reasonable expectations on the class of

functions. It seems that all that can be said about the class of functions

is that they should be decreasing in nature. Plotting a linear or quadratic

function of time for each of the two groups may work if the only goal is to

get a fit to the data. However, a problem arises when trying to forecast; that

is, when one is trying to look into the future, the results of these functions

could be unreasonable. In the case of a linear function, looking at future time-

points could lead to predictions which are negative. A quadratic function,

on the other hand, will begin to increase for predictions past its vertex. This

is not behaviour one would not expect from patients receiving boluses of

medication in the controlled environment of a hospital or clinic.

The class of functions that will be used as the mean function for these data

is an exponential with a base of two. This kind of function satisfies the

decreasing, non-negative characterization that would be expected from this

kind of response.

µij = α1 + α2 ∗Groupi + α32
h(tij) (4.2)

The exponent is given by the following equation.
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h (tij) =
−tij

α4 + α5 ∗Groupi
(4.3)

Where Groupi is an indicator variable taking on the value 1 when the ith

individual falls into the 2mg group and 0 when the individual falls into the

1mg group. The variable tij represents the time measurement of the ith

individual at the jth time-point. There are five regression parameters in

this model. The first two, α1 and α2 are simply intercept parameters. The

third, α3, is a parameter that, together with the intercepts, can establish

an estimate of the average baseline counts of the bolus. Finally, α4 and α5

represent the time it takes for the count to reach half of the baseline count.

4.3 Bouncing Procedure

In order to fit this model and other nonlinear Tweedie models, it is sometimes

necessary to restrict the range of the parameters. If the parameter values are

not restricted, the fitting algorithm may diverge and very large or very small

parameter estimates will be obtained. In the context of the data, these values

are often unreasonable and do not give much insight into the process that

generated the data. This problem can potentially be alleviated by adding

an additional step to the iterative fitting procedure. This extra step consists

of checking whether the parameter estimates fall within some pre-specified

bounds. If the values are outside of the bounds, then the estimates are

“bounced” back to the initial values, plus some small, normally distributed
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perturbation.

One way of thinking of this method and justifying its use is in terms of the

initial values. The first set of initial values for the regression parameters come

from a nonlinear fitting algorithm that does not take the correlation of the

responses into account. This is a very rough approximation of the regression

parameters from the Tweedie mixed model. When finding the estimates for

the Tweedie model, the model fitting algorithm may be sensitive to the values

of these rough estimates in that it may diverge for these values, but converge

for values close to them. Thus by bouncing, these convergent values can be

found and a reasonable model can be fit. In a sense, new initial values are

being used each time a bounce happens.

4.4 Analysis Results

The model was fit using the iterative estimation procedure defined in the pre-

vious chapter. Parameter estimates were obtained along with their standard

errors. The standard errors of the regression parameters are the diagonal

elements of the negative inverse of the sensitivity matrix (Ma, 1999). The

standard errors for the random effects parameters were obtained using a jack-

knife approach. A simulation study was also done in order to assess the fit

of the model. The procedure for this study can be found in Ma (1999).
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4.4.1 Modelling Results

The parameter estimates converged after 37 iterations. In order for the es-

timates not to diverge, they needed to be controlled using a bouncing tech-

nique. The bounds used for bouncing can be based on the maximum of the

dataset and zero. α1, α3, and α4 should all be greater than zero, based on

their interpretation in section 4.2. α2, and α5 can be less than or greater

than 0, but if they are below 0, they should not be greater in magnitude

than α1 and α4, respectively. Hence a set of reasonable bounds are (0,23),

(-10,10), (0,23), (0,23), and (-10,10).

Table 4.1: Regression parameter estimates for bolus data.

Parameter Estimate SE P-Value
α1 3.3897 0.9045 0.0001
α2 0.6901 2.2519 0.7593
α3 5.9993 1.2026 0.0000
α4 3.0602 1.6388 0.0619
α5 3.2687 5.2677 0.5349

Table 4.2: Random effects parameter estimates for bolus data.

Parameter Estimate SE P-Value
σ2 0.2169 0.0927 0.0193
τ 2 0.2588 0.0949 0.0064
ρ 0.4059 0.1074 0.0001

The fits can be summarized in figure 4.3, which show the trajectory of in-

dividuals, as well as the sample mean taken over individuals at each time

point. The red curve is the fitted mean function.
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Figure 4.3: Plots showing responses of individuals, the sample averages of
each group, and the fitted mean function of the bolus data.

The fitted curves can be more directly compared by plotting them on the

same set of axes as in figure 4.4.‘

The p-values of the regression parameters α1, α3, and α4 are small. The

parameters associated with the 2mg group, α2 and α5, have large p-values and

hence are insignificant. This gives some evidence that the average response

of the two groups may not differ significantly over time.

4.4.2 Simulation Study

A simulation study was done in order to try to assess the bias of the model

parameters, as well as their standard errors. The ”true” parameters in the

simulation were taken to be the estimated parameters. There were 400 sim-

ulations done in total, and each simulated dataset was generated using the
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Figure 4.4: A plot showing the fitted curves for both groups.

following procedure.

Step 1 Generate 65 independent observations from Gamma(1, σ2), and de-

note these by u
(k)
1 , u

(k)
2 , . . . , u

(k)
65 . These will represent the subject-level

random effects for the kth simulation.

Step 2 Generate 65 independent observations from Lognormal
(
u
(k)
i , τ 2R

)
and denote each vector by v

(k)
1 , v

(k)
2 , . . . , v

(k)
65 , with each v

(k)
i having

components
(
v
(k)
i1 , v

(k)
i2 , . . . , v

(k)
i,12

)
. These are the time-specific random

effects for the kth simulation.

Step 3 Generate 780 independent observations from Poisson
(
µijv

(k)
ij

)
, de-

noted by y
(k)
11 , y

(k)
12 , . . . , y

(k)
1,12, y

(k)
21 , y

(k)
22 , . . . , y

(k)
65,12.

The nonlinear fitting algorithm was then run for each simulation and the

estimated values of the parameters were recorded. The results for the regres-
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sion parameters can be summarized in the following table. The estimated

values are averages of the simulation results. In should be noted that some

of the simulations did not converge. This may have happened because non-

linear fitting can be very sensitive to the initial values that are used. While

the initial values that were chosen may have worked well for most of the

simulated datasets, some may have needed to be changed in order to obtain

convergence. Only the convergent simulations were used to estimate the bias

and estimated standard error and of the 400 simulations, 82.25% converged.

Of the convergent simulations, on average, it took about 52 iterations to

converge.

Table 4.3: Simulation study results for the regression parameters of the bolus
data.

Parameter True Value Estimated Value Bias Estimated SE
α1 3.3897 3.0576 -0.3321 1.3013
α2 0.6901 0.6522 -0.0379 1.9990
α3 5.9993 6.8219 1.8308 1.6473
α4 3.0602 3.7050 0.6448 2.4725
α5 3.2687 4.5983 1.3296 5.8235

The results for the random effects parameters follow:

This study gives evidence that the regression parameter estimators are bi-

ased, but this is often the case in nonlinear models (Cook et al., 1986). The

estimators of the random effects parameters, on the other hand, do not seem

to be seriously biased.
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Table 4.4: Simulation study results for the random effects parameters of the
bolus data.

Parameter True Value Estimated Value Bias
σ2 0.2169 0.2053 -0.0116
τ 2 0.2588 0.2557 -0.0031
ρ 0.4059 0.4007 -0.0052

4.5 Forecasting

Forecasting future values of the response and random effects can be done

in a straightforward manner. The future values can be treated as unknown

random effects and as such the BLUP of the future values with the past,

observed values can be used as a predictor. The random effects associated

with these future values can similarly be predicted. Getting these predictions

relies on having knowledge of the covariates at the future time in question.

Often these can be assumed based on the nature of the covariate in question.

In this dataset, for example, the covariate ”group” is assumed not to change

in future times. If the covariate could potentially change over time, it could

be modelled as an AR(1) time-series and a forecast for its future value can

be made. This forecast would then be used to forecast the response of the

Tweedie mixed model.

Xi,t+1 = γ0 + γ1Xit + γ2Xi,t−1 + εi,t+1 (4.4)
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V̂f = E (Vf ) + Cov (Vf , Yo)V ar
−1 (Yo) (Yo − E (Yo)) (4.5)

Ŷf = E (Yf ) + Cov (Yf , Yo)V ar
−1 (Yo) (Yo − E (Yo)) (4.6)

Where γ0, γ1, and γ2 are parameters for the time-series fit, Vf is the vector of

the unknown future values of the random effects, Yf is the vector of unknown

future values of the response, and Yo is the previously observed response

values.

This method can be assessed by leaving out the last three time-points of the

bolus data and using the nine that remain to fit the model. The time-points

which were left out can then be forecasted and compared to their true values.

This is summarized in figure 4.5.
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Figure 4.5: Plots over the subject index for each set of forecasts. Time-points
10, 11, and 12 were forecasted and compared to their true, known values.

The median absolute difference can be used to quantitatively assess the fore-

cast. The median absolute differences were 2.5948, 2.1650, 1.9729 for time-

points 10, 11, and 12, respectively. Based on the plots, the BLUP seems to

43



do a good job of predicting the future response, although for some subjects,

such as subject 49, the predictor is consistently an underestimate. Other con-

siderations are that while the response is a count, the predictor produces a

real number which is not necessarily an integer. The results were rounded to

give an integer prediction. Furthermore, the predictor sometimes produced

negative values. These were taken to be zero in the case of these data.
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Chapter 5

Analysis of Ovary Data

This chapter will analyze the ovary data initially introduced in chapter one.

Like the bolus data in the previous chapter, this response is a count and

hence a Poisson distribution will be used to model it. The mean function

will be a linear combination of a sine and a cosine function with parameters

which are easy to interpret in the context of periodic functions.

5.1 Exploratory Data Analysis

A profile plot does not reveal much information about the data as the subjects

are very heterogeneous, but the sample mean curve is more informative.
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Figure 5.1: Profile plot of ovary data with sample average curve.

In the first twelve days or so, the curve decreases. In the first half of the

cycle then, the sample curve gives evidence that the number of follicles, on

average, decreases over time. After about 12 or 13 days, the number of

follicles increases on average until about 22 or 23 days into the cycle. This

kind of behaviour can be modelled by sines and cosines with appropriate

amplitudes and periods.

5.2 Model Specification

Using the Tweedie mixed model approach, the response can be modelled with

a Tweedie distribution with index parameter 1 and response-level dispersion

parameter 1, just as in the previous chapter.
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Yij|W ∼ Tw1 (µijVij, 1) (5.1)

The mean function, as suggested by Pinheiro and Bates (2006), is a linear

combination of a sine function and cosine function, along with an intercept.

The amplitudes are unknown and thus must be estimated from the data. The

frequencies are also unknown and must be estimated, but the mean function

is nonlinear in these parameters as they are arguments to the sine and cosine

functions.

µij = φ0 + φ1sin (2πφ2tij) + φ3cos (2πφ4tij) (5.2)

5.3 Analysis Results

The fitting algorithm converged after 106 iterations. The parameters were

taken to be unbounded and so no bouncing was used here.
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5.3.1 Modelling Results

Table 5.1: Regression parameter estimates for the tumour data.

Parameter Estimate SE P-Value

φ0 11.8532 0.9634 0.0000

φ1 0.6765 0.3445 0.0496

φ2 0.1159 0.0054 0.0000

φ3 2.3083 0.4787 0.0000

φ4 0.0517 0.0020 0.0000

Table 5.2: Random effects parameter estimates for the tumour data.

Parameter Estimate SE P-Value

σ2 0.0047 0.0034 0.1660

τ 2 0.0943 0.0531 0.0759

ρ 0.9504 0.0263 0.0000

All the regression parameters in the model are significant at the 0.05 level,

although φ1 is very close to being insignificant. This seems reasonable as,

judging by the shape of the sample mean curve, the mean function could

almost be modelled as a pure cosine wave. Two of the random effects pa-

rameters, σ2 and τ 2 are not significant at this level. The ε2 parameter was

of course set to 1 and not estimated, and the correlation parameter, ρ, was
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highly significant. This fit can be assessed graphically by comparing the

fitted mean function to the subject trajectories.
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Figure 5.2: Profile plots for mares with fitted curve.

.

It seems as though the fitted mean function fits the sample means quite well.

5.3.2 Simulation Study

A simulation study was performed to assess any bias on the model param-

eters. As in the last analysis, it is expected that some of these parameters

are biased to some extent. About 98% of the 400 simulations converged, and

so only the convergent simulations were used to study the bias of the pa-

rameters. Some of the convergent simulations did not converge to reasonable

estimates of the parameters. For example, one of the estimates of φ0 was

about 200. These were removed as well but there still remained 96.5% of the

simulations with which to study the bias.
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Table 5.3: Simulation results for the regression parameters of the ovary data.

Parameter True Value Estimated Value Bias Estimated SE

φ0 11.8532 12.4315 0.5783 0.9508

φ1 0.6765 1.0825 0.4060 0.4706

φ2 0.1159 0.2748 0.1589 0.0068

φ3 2.3083 1.1818 -1.1265 0.4594

φ4 0.0517 0.3129 0.2612 0.0066

All of the regression parameters seem to be somewhat biased.

Table 5.4: Simulation results for the random effects parameters of the ovary
data.

Parameter True Value Estimated Value Bias

σ2 0.0047 0.0225 0.0178

τ 2 0.0943 0.0775 -0.0168

ρ 0.9504 0.8854 -0.0650

The random effects parameters do not seem to be seriously biased.
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Chapter 6

Analysis of Tumour Data

In this chapter, the tumour dataset with a semi-continuous response will be

analysed. A nonlinear mean function will be proposed based on a function

found in the literature. This nonlinear function has parameters with a bio-

logical interpretation in the context of medical studies. Estimation of these

parameters will also be explored when the data are truncated. Sometimes

measurements cannot be taken below a particular value due to detection lim-

its on equipment. In this case we say the data are truncated and the lowest

possible value is imputed. This can be handled by using a class of Tweedie

distributions known as the compound Poisson family. These distributions

have nonzero probability at the minimum of their support, and so they are

useful for modelling responses that are truncated. Results for parameter

estimation after truncating the data will be compared with nontruncated

estimates.
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6.1 Compound Poisson Distribution

Throughout this chapter, the compound Poisson distribution will be used to

model the proposed dataset. The reason for this is because an exact zero

occurs for a BCNU com subject on the tenth day. The probability of an

exact zero under the assumption that the response has a purely continuous

distribution is zero, and so an exact zero would not be expected under such an

assumption. The compound Poisson distribution is a mixed distribution with

nonzero probability at zero, and hence it is a good candidate for modelling

this response.

The compound Poisson distribution can also be used to model truncated or

censored data. Suppose the response has a lower limit YL. Then by making

the shift transformation in equation 6.1, the lower limit can be moved to the

zero of a new response variable that can then be modelled using a compound

Poisson distribution.

Y ∗ = Y − YL (6.1)

A plot of one member of this family of distributions can be found in figure

6.1.
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Figure 6.1: An example of a compound Poisson distribution with µ = 5,
τ 2 = 1, and Tweedie index parameter p = 1.5.

6.2 Exploratory Data Analysis

Some exploratory procedures will be performed before model fitting to give

an idea of how each subject behaves. To begin, some profile plots for each

drug and dose combination will be explored. Subject numbers are indicated

on each trajectory to help identify outliers.
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Figure 6.2: Plots of tumour sizes over time for the sol salina group and LDE
group.

In figure 6.2, both groups seem to exhibit increasing tumour sizes over time.

This would be expected from a control group, but unexpected under some

treatment group. It seems as though the LDE group behaved in a very similar

way to the control group.
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Figure 6.3: Plots of tumour sizes over time for the BCNU com group at
dosage levels of 3.5ppm, 7ppm, and 15ppm.

Most of the rats who were subjected to BCNU com have tumour sizes which

increase, and then promptly decrease after the second time-point. There are

exceptions to this though, particularly at lower dosages. Subjects 12, 14, 15,
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and 20 don’t seem to be affected by the drug, and neither does subject 21.

Figure 6.4: Plots of tumour sizes over time for the BCNU LDE group at
dosage levels of 3.5ppm, 7ppm, and 15ppm.

.

The tumour sizes of rats subjected to BCNU LDE behave similarly to those

56



subjected to BCNU com; however, there seem to be fewer subjects who do

not respond to the drug. Subject 46 is the only one with a tumour that is

increasing in size, although subject 67 shows a brief increase in tumour size

on day six before resuming a decreasing trend.

Overall, it seems as though most of the subjects who received one of the

two drugs, BCNU com and BCNU LDE, did not respond to them before the

second day. Furthermore, some of the subjects did not respond to treatment

at all. When modelling this behaviour, subjects who did not respond to the

drugs, that is, subjects 12, 14, 15, 20, 21, and 46, will be grouped with the

Sol Salina control group. The LDE subjects will also be included in this

group. The responses of these subjects have been plotted in figure 6.5 to

illustrate how similarly they behave. It can be seen that there is an overall

increasing trend, and the variability of the response seems to increase over

time. Thus three different groups will be modelled. The first group will be

those who did not receive any medication together with those who received

medication but did not respond to it. The second group will be those who

received BCNU com and responded to it. The third group will be those who

received BCNU LDE and responded to it.
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Figure 6.5: Plots of tumour sizes over time for the subjects in the Sol Salina
and LDE groups, as well as those from the BCNU com and BCNU LDE
groups that did not respond to treatment.

.

It can be seen that there is an increasing trend, and the variability of the

response seems to increase over time.

6.3 Model Specification

The data can be modelled using a Tweedie mixed model. In this case, the

Tweedie index parameter, p, needs to estimated from the data as the presence

of a zero in the response indicates that the response could be modelled well by

a compound Poisson distribution. Thus the assumed conditional distribution

of the response can be written as follows.
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Yij|W ∼ Twp
(
µijVij, ε

2V 1−p
ij

)
(6.2)

Unlike the model in the previous chapter, there is a plausible mean function

for this response that can be found in a paper by Frome and DuFrain (1986).

µ
(k)
ij = κ(k)

[
γ(k)d+ g(tij, λ

(k))d2
]

(6.3)

Where k = 1, 2, 3 indicates the drug type, d is the dosage level, and tj is the

measurement time. The numbers 1 and 2 correspond to the BCNU com and

BCNU LDE groups that responded to treatment, respectively. The third

group corresponds to the group of controls, and those which did not respond

to treatment. The function g is known as the reduction function and in this

case has the following form.

g(tij, λ
(k)) =

2λ(k)

tij

(
1− λ(k)

tij

(
1− e

−tij
λ(k)

))
(6.4)

There are several problems that occur when trying to use this function to

model the three groups of subjects. The first is that if the dosage is 0, then

the function is identically zero. Hence instead of using this function for group

3, those subjects with increasing tumour size, a quadratic function will be

used instead.

µ
(3)
ij = α1t

2
ij + α2tij + α3 (6.5)
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Another issue is that the function given by equation 6.3 is monotonic. Clearly

this will not be suitable to model the response over all ten days because the

tumour sizes in most of the subjects begin by increasing, and then decreasing.

This is likely because the drugs need time to take effect. Since the first time-

point does not reflect the behaviour of the subject when taking the drug of

interest, this time-point can be removed in this analysis. Thus the mean

function is a good candidate for modelling the remaining five time-points.

There is one more issue that occurs when trying to use equation 6.3 as a mean

function for this response and it can only be identified after attempting to

fit the model. When the drug dosage is varied after fitting, it changes the

fitted mean curve by much more than would be expected from the data. In

other words, equation 6.3 is very sensitive to the drug level chosen and the

data do not support this sensitivity. In order to offset this, another set of

parameters need to be introduced to get a well-fitting model.

µ
(k)
ij = κ(k)

[
γ(k)

(
d+ δ(k) (d)

)
+ g(tij, λ

(k))
(
d+ δ(k) (d)

)2]
(6.6)

Where δ(k) is a piecewise function with the following definition:

δ(k) (d) =


δ
(k)
1 if d = 3

δ
(k)
2 if d = 7

0 otherwise

(6.7)

Equation 6.6 will thus be used to model the BCNU com and BCNU LDE
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groups, and equation 6.5 will be used to model the group with no treatment

effect. This results in a total of thirteen parameters to be estimated. The

κ parameters can be interpreted as a target sensitivity for the system, the

γ parameters are an average specific energy, and the λ parameters are an

average recovery time. More information on these interpretations can be

found in Frome and DuFrain (1986)

6.4 Analysis Results

The model was fit using the same iterative procedure from the previous chap-

ter. The algorithm converged after 343 iterations. The κ parameters were

bounded by the interval (0,10). The γ and α parameters were unbounded,

and the λ and δ parameters had a lower bound of zero. The Tweedie in-

dex parameter could only be estimated approximately by assuming a linear

relationship between the response, the drug type, and time, and then using

maximum likelihood to find an estimate, p̂. The estimate that was found was

1.8.

6.4.1 Modelling Results

The parameter estimates can be summarized in table 4.1.
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Table 6.1: Regression parameter estimates for the tumour data.

Parameter Estimate SE P-Value

κ(1) 0.5768 0.0525 0.0000

γ(1) 0.0092 0.0187 0.6205

λ(1) 0.0249 0.0054 0.0000

κ(2) 6.2020 0.0006 0.0000

γ(2) 0.0020 0.0017 0.2355

λ(2) 0.0026 0.0005 0.0000

α1 0.1330 0.2605 0.6096

α2 3.4164 1.4486 0.0184

α3 4.5795 1.4452 0.0015

δ
(1)
1 13.1469 0.6868 0.0000

δ
(1)
2 6.9406 1.5493 0.0000

δ
(2)
1 9.9893 1.9304 0.0000

δ
(2)
2 5.6163 1.7596 0.0014
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Table 6.2: Random Effects parameter estimates for the tumour data.

Parameter Estimate SE P-Value

σ2 0.2599 0.0591 0.0000

τ 2 0.1562 0.0373 0.0000

ε2 0.0055 0.0076 0.4668

ρ 0.7540 0.0757 0.0000

In order to calculate the p-values of the parameters, each parameter was

compared to a null value that made the most sense in the context of the

mean function. The κ parameters were compared to one, since they were

multiplicative parameters, and the λ parameters were also compared to one,

since they could not be equal to zero.

This fit can be assessed graphically by comparing the fitted mean function

to the subject trajectories.

63



Figure 6.6: Profile plots for subjects with increasing tumour sizes with fitted
curve.

.
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Figure 6.7: Profile plot for BCNU com at various dosages with fitted curve.
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Figure 6.8: Profile plot for BCNU LDE at various dosages with fitted curve.

Overall, the mean curve seems to fit well for each drug and dosage combi-

nation. The subject trajectories are clustered around the fitted curve. The

fitted curves for the drugs BCNU com and BCNU LDE can be compared

more directly with the curves for the three dosages plotted on the same set
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of axes.

Figure 6.9: Comparison of fitted curves for BCNU com and BCNU LDE.

The overall shape of each set of curves is very similar, but the order of the

3.5ppm and 15ppm curves are reversed for each drug. In either case, the

7ppm curve is below the others. This is good because it gives evidence that

a larger dose of a potentially harmful drug does not need to be given in order

to be effective in decreasing tumour sizes.

6.4.2 Simulation Study

Similar to the previous analysis of the bolus data, the model fit for the tumour

measurements can be assessed using a simulation study. This study followed

a very similar procedure to the one outlined in chapter 4. Four hundred

simulations were performed and about 65% of these converged.
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Table 6.3: Simulation results for the regression parameters of the tumour
data.

Parameter True Value Estimated Value Bias Estimated SE

κ(1) 0.5768 2.2988 1.7219 0.2818

γ(1) 0.0092 -0.0449 -0.0542 0.1040

λ(1) 0.0249 0.0805 0.0556 0.0680

κ(2) 6.2020 3.2665 -2.9355 0.1206

γ(2) 0.0020 -0.0132 -0.0152 0.0710

λ(2) 0.0026 0.0649 0.0624 0.0575

α1 0.1330 0.1500 0.0170 0.2242

α2 3.4164 3.3180 -0.0984 1.2022

α3 4.5795 4.7219 0.1424 1.2218

δ
(1)
1 13.1469 13.2934 0.1465 1.7033

δ
(1)
2 6.9406 7.4482 0.5077 1.4335

δ
(2)
1 9.9893 10.3715 0.3822 1.4236

δ
(2)
2 5.6163 6.0073 0.3910 1.3660

It seems as though the κ parameters could be seriously biased. The other

parameters in the model still seem to be biased, but not at severely as the κ

parameters.
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Table 6.4: Simulation results for the random effects parameters of the tumour
data.

Parameter True Value Estimated Value Bias

σ2 0.2599 0.1490 -0.1109

τ 2 0.1562 0.2144 0.0582

ε2 0.0055 0.0203 0.0149

ρ 0.7540 0.7753 0.0213

The random effects parameters seem to show some bias, particularly σ2 and

τ 2. This bias does not appear to be serious, however.

6.5 Estimation with Truncation

One of the strengths of Tweedie models is that they can accommodate trun-

cated data in a straightforward way. If the response cannot be recorded below

a threshold value, then the threshold value can be imputed for the response,

and then the response can be transformed and modelled with a compound

Poisson distribution. To illustrate this situation, the tumour data that was

analyzed in this chapter will be artificially truncated below various quantiles

and the results will be compared to the results with no truncation.

The data were truncated at the 6th, 10th, and 20th percentile. Any value

of the response below these percentiles had their values replaced with the

value of the percentile. The response was then transformed according to the
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transformation outlined in section 5.1. The values of the parameters after

truncation at these percentiles are summarized below.

Table 6.5: Results for regression parameters of fitting to the truncated tu-
mour data.

Parameter No truncation 6% 10% 20%

κ(1) 0.5768 1.0780 4.1867 16.5307

γ(1) 0.0092 -0.0178 -0.0060 -0.0025

λ(1) 0.0249 0.0126 0.0032 0.0007

κ(2) 6.2020 9.2695 11.1536 24.1368

γ(2) 0.0020 -0.0010 -0.0013 -0.0012

λ(2) 0.0026 0.0016 0.0013 0.0005

α1 0.1330 0.0830 0.0841 0.0941

α2 3.4164 3.7091 3.7081 3.6694

α3 4.5795 3.8632 3.7125 3.1421

δ
(1)
1 13.1469 12.9368 12.9629 13.0663

δ
(1)
2 6.9406 7.4531 7.4563 7.4982

δ
(2)
1 9.9893 10.2267 10.1255 10.0868

δ
(2)
2 5.6163 5.7807 5.8680 5.8331

At a low percentage of truncation, 6%, the parameter values are very similar

to the results when no truncation is considered. The only exception is the

γ parameters, which change sign. At this level of truncation, all parameters

do not change significance. That is, if their p-values were high without
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truncation, at 6% truncation their p-values were also high, and similarly for

those with low p-values. The γ parameters and α1 were the only parameters

that were not significant.

When the truncation percentage is increased to 10%, the values of some of the

parameters become very different. The values of the κ parameters become

larger and the γ parameters become closer to zero. The significance of these

parameters remains the same just as in the 6% truncation case.

At even higher levels of truncation, the parameter values become very differ-

ent from those without truncation. The κ parameters become large relative

to the originals. Furthermore, the γ parameters become significant. All other

parameters, however, do not change significance. While the values of some

of the parameter change a great deal at such extreme truncation, most of

the inferences regarding statistical significance of the parameters remain the

same. Truncation can be pushed to 30% before the algorithm fails due to

singular matrices.

The other parameters in the model can also be compared. The following table

summarizes the values of the random effects parameters at various levels of

truncation, as well as the effect of truncation on the value of the Tweedie

index parameter, p.
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Table 6.6: Results for random effects parameters of fitting to the truncated
tumour data.

Parameter No truncation 6% 10% 20%

σ2 0.2599 0.2863 0.2458 0.0785

τ 2 0.1562 0.3017 0.3853 0.5686

ε2 0.0055 0.0271 0.0482 0.3035

ρ 0.7540 0.8453 0.8860 0.9812

p 1.80 1.61 1.56 1.51

The random effects parameters do not change much until a very high level

of truncation at 20%. The value of p gets smaller as the data become more

and more truncated.
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Chapter 7

Discussion

7.1 Conclusion

In this thesis, a nonlinear model for longitudinal data was proposed. The

model could fit data whose assumed population mean structure is a nonlin-

ear function of the regression parameters. It was found that estimates for

this model could be obtained quickly using a modified Newton-Raphson al-

gorithm. Although there is evidence through simulation studies that some

of the estimates are seriously biased, this was not altogether unexpected as

estimates in nonlinear regression models are usually biased. One issue in par-

ticular is finding initial values for the regression parameters. This is another

problem that is common in nonlinear regression models and can affect the

convergence or non-convergence of the algorithm.

In this model, correlation between time-points within subjects is handled
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through two levels of random effects. The random effects themselves are

predicted using the Best Linear Unbiased Predictor (BLUP). Although using

the BLUP to predict the random effects is not novel, using the BLUP to

forecast future values of the response is. It was shown in chapter 3 that

forecasting the subject-specific values of the response is possible with the

BLUP. By comparing the prediction given by the BLUP to true, known

values of the response, it was found that the BLUP performed well when

forecasting these values.

This model offers great flexibility in the choice of distribution for the re-

sponse. This allows many types of longitudinal data to be modelled whether

it be count or continuous data. Furthermore, it only makes assumptions on

the first two moments of the random effects distributions.

7.2 Future Work

There are many directions that this work could take in the future. While

the BLUP could forecast future values of the response, a better prediction

would be an interval estimate rather than a point estimate. A prediction

interval can be derived to provide this interval estimate for the future values.

Moreover, if the random effects values are of interest, then this interval could

also be used to provide an interval estimate for the random effects, since in

both of these situations the BLUP is used.

Another direction that could be taken is to extend this univariate model
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to a joint model nonlinear longitudinal model, further extending the work

done by Li (2018). In theory this would be a straightforward extension

as most relevant equations can be found in Jiaxiu Li’s thesis work. When

more than one longitudinal response is measured, it is usually because they

are correlated and, so long as they are not perfectly correlated, one would

give some information about the other. This would allow more powerful

statistical tests to be performed. Problems could arise because the fitting

algorithm may not converge, and starting values would be even more difficult

to find. This would be a very general model however in that it could allow

for responses of mixed type, so long as they can both be modelled with a

Tweedie distribution.

This model was somewhat restrictive because the time-points had to be

equally spaced and there could be no missing data. If there was any missing

data in the datasets which were analyzed, then the subjects with missing data

were simply removed from the analysis. In the future, it may be possible to

address both of these issues. The problem of unequally-spaced data can pos-

sibly be handled by using a different correlation structure which generalizes

the AR(1) structure that was used in this thesis. This structure is known

as the Markov correlation structure and the components of the correlation

matrix are defined below.

R
(i)
jj′ = ρ|tij−tij′ | (7.1)
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Where R
(i)
jj′ is the element for the jth row and the j′th column of the correlation

matrix for the ith subject, and tij is the jth time measured on the ith subject.

By using this structure, unequally-spaced data can be handled. The issue

of missing data can perhaps be addressed by using a BLUP to predict and

impute any missing values, effectively treating them as random effects. If

these two problems can be overcome, then the resulting model would be

much more flexible.
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